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Abstract

Deep probabilistic models have emerged as state-of-the-art for high-dimensional,
multi-modal data synthesis and density estimation tasks. By combining abstract
probabilistic formulations with the expressivity and scalability of neural networks,
deep probabilistic models have become a fundamental component of the machine
learning toolbox. Such models still have a number of limitations however. For
example, deep probabilistic models are often limited to gradient based training and
hence struggle to incorporate non-differentiable operations; they are expensive to
train and sample from; and often deep probabilistic models do not leverage prior

geometric and problem-specific structural knowledge.

This thesis consists of four contributing pieces of work and advances the field of
deep probabilistic models through optimal transport based simulation methods.
First, by using regularized optimal transport via the Sinkhorn algorithm, we
provide a theoretically grounded and differentiable approximation to resampling
within particle filtering. This allows one to perform gradient based training of
state space models, a class of sequential probabilistic model, with end-to-end
differentiable particle filtering. Next, we explore initialization strategies for the
Sinkhorn algorithm to address speed issues. We show that careful initializations
result in dramatic acceleration of the Sinkhorn algorithm. This has applications in
differentiable sorting; clustering within the latent space of a variational autoencoder;
and within particle filtering. The remaining two works contribute to the field of
diffusion based generative modelling through the Schrodinger Bridge. First, we
connect diffusion models to the Schrodinger Bridge, coined the Diffusion Schridinger
Bridge. This methodology enables accelerated sampling; data-to-data simulation,
and a novel way to compute regularized optimal transport for high dimensional,
continuous state-space problems. Finally, we extend the Diffusion Schrodinger
Bridge to the Riemannian manifold setting. This allows one to incorporate prior
geometric knowledge and hence enable more efficient training and inference for
diffusion models on Riemannian manifold valued data. This has applications
in climate and Earth science.
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Chapter 1

Introduction

Observed phenomena are often of high-dimension, distributionally multi-modal and
arise through random, complex systems that are not fully understood. It is the
role of scientists to better understand these observations in the physical and social
world around us. Of particular interest to statistical machine learning researchers is
developing data-driven models to simulate and predict random quantities of interest,
and their interactions. Such data-driven machine learning approaches typically
consist of utilizing large datasets and expressive model parameterizations to bridge

the gap between domain knowledge and empirical evidence.

With the advancement of technology, we are now able to capture, store and access
significant and ever increasing volumes of data. Coupled with modern compute
resources, vast amounts of data can be used by practitioners to train large and
flexible neural network parameterized models. The synergy between expressive
neural networks and theoretically grounded statistical methods offers the promise
of a principled, scalable way to accurately represent complex relationships between
random quantities of interest. Deep probabilistic models live at this intersection
and have been applied to many domains with great success, including: classical
machine learning tasks in vision and language; statistical inference problems in

time-series, prediction or density estimation; and in natural science applications.
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Despite rapid progress there are still many open challenges. Deep probabilistic
models are resource expensive, both in terms of training and in deployment. It is
not clear how to train and simulate from probabilistic models efficiently; especially
with iterative diffusion models. Nor is it always clear how to incorporate existing
problem specific knowledge or structure into deep probabilistic models. Intuitively
and experimentally, incorporating existing knowledge allows one to develop more
effective loss objectives and more efficient models, hence reduces the data requirement
and parameter count for learning performant models. Ultimately, incorporating
domain knowledge reduces the gap that neural networks need to bridge by learning
from data. There are also many challenges in combining theoretically grounded
statistical methods, which may involve non-differentiable operations such as sorting,
clustering or resampling; with the expressiveness of deep networks, which are

typically limited to gradient based training.

This thesis contributes to the advancement of deep probabilistic models, primarily
by introducing new methodology based on the use of optimal transport and

simulation methods.

1.1 Contributions

This thesis consists of multiple works which can roughly be split into two sections.
The first half of this thesis consists of using discrete, entropically regularized optimal
transport (OT) to derive novel and improved training schemes for deep probabilistic
models. The second half of the thesis explores new methodology at the intersection
of entropically regularized optimal transport for continuous state-space and diffusion

models through the Diffusion Schrodinger Bridge and Riemannian extension.

Simulation methods. Simulation is a ubiquitous term, used rather liberally and
often interchangeably with Monte Carlo. In this work, simulation is used to refer
to the evaluation of stochastic procedures, encompassing: Monte Carlo integration,

Markov chain Monte Carlo, probabilistic models and the simple realisation of random
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variables. Throughout this thesis it shall be used in two contexts. Firstly simulation
is used in the Monte Carlo integration sense to refer to approximating losses which are
often expressed as intractable integrals over random variables. Secondly, running the
generative process of a probabilistic model is also referred to as simulation. In some
approaches, simulating from the probabilistic model is used directly in approximating
the training loss, e.g. GANs. However, other scalable methods like diffusion models

have different simulation procedures during training and deployment.

Differentiable Particle Filtering. The first publication [19] of this thesis is
detailed in Chapter [3| and considers utilizing the Sinkhorn algorithm to enable
end-to-end differentiable particle filtering. This permits training neural network
parameterized state-space models, thus leveraging the sequential structure of the

problem, as well as the expressive power of neural networks in a principled manner.

Particle filters are a class of Monte Carlo methods used to perform state inference and
likelihood estimation in state space models [30]. Given sequential unobserved latent
states (X;); and observations (Y;); indexed by time t € {1,...,T}, a state-space
model is a sequential probabilistic model characterized by a transition model over
latent states, expressed as a density fy(x¢|x;—1), and an observation model gg(y;|x;).
This has applications across scientific domains including robotics, econometrics and
epidemiology [18] [29, 31}, [33]. The particle filter provides an asymptotically unbiased
log-likelihood estimate of the observations, log p(y1.r), which can then be used to
learn the parameters of the transition and observation models in a principled manner.

Particle filtering consists of sequential application three primary operations:

1. Proposal. Propose particles for the hidden state at each time ¢, outputting

the proposal particle distribution.

2. Weighting. Assign an importance weight to each proposed particle according
to the proposal density, state-space model transition density and observation

density. This step gives the weighted filtering particle distribution.
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3. Resampling. Resample proposed particles according to importance weights to
prevent weight degeneracy. This step gives the unweighted filtering particle

distribution.

Typical resampling procedures are non-differentiable, this limits the use of particle
filters in training deep neural network parameterized state-space models through
gradient-based optimization. One may instead reframe the resampling operation in
particle filtering as sampling through a coupling between the empirical proposal
and weighted filtering particle distributions [68]. Minimizing variance along this
coupling is equivalent to optimal transport. Sampling across such couplings retains
theoretical guarantees of standard resampling but also ‘reduces’ the discontinuities
and hence increases the ‘smoothness’ of the likelihood function. Computing this
transport coupling using the Sinkhorn algorithm is differentiable, then taking the
average across the rows of the coupling matrix, also known as the barycentric
projection or ensemble transform 68|, rather than sampling the coupling introduces
a slight, quantifiable bias but enables differentiable resampling, hence end-to-end

differentiable particle filtering.

Initializing Sinkhorn Potentials. Despite the success of embedding Sinkhorn
layers in neural networks, it may take many iterations for the Sinkhorn algorithm
to converge, moreover, each iteration of the Sinkhorn algorithm has complexity
O(n?), where n is the number of atoms in each of the discrete marginal measures.
Hence it can be time-consuming for the Sinkhorn algorithm to converge. This issue
is compounded when, like in the case of differentiable particle filtering, there are

multiple Sinkhorn layers embedded in the forward pass of the probabilistic model.

The convergence speed of the Sinkhorn algorithm depends on two terms. Firstly, on
some conditioning constant of the Gibbs kernel e~¢/¢, for ground cost (c;;);; and
secondly on how close the initial Sinkhorn potentials are to the optimal potentials,
see [66, Theorem 4.1]. There have been many attempts to accelerate the Sinkhorn

algorithm including using Anderson acceleration [17] or momentum approaches,
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[56), [90]. In the second publication of this thesis [91], Chapter [4] we investigate

acceleration through initialization.

If the initialized Sinkhorn potentials are at the optima then no further iterations are
required. Informally, if the transport problem OT; = («, 3, ¢, €) is ‘close’ to a similar
problem OTy = (&, 3, ¢, €), then the optimal potentials will also be close, [61]. The
premise of the work in Chapter 4| it to construct sequences of OT problems that
are cheap to solve or approximate, but which converge to the original OT problems
of interest, in terms of the marginal measures or regularization parameter. We then
use the cheaper solutions to the approximate problem to initialize the original, more
difficult problem. A number of initializers are proposed for a variety of common
problems involving Sinkhorn layers within neural networks, in particular: for sorting
[21], Gaussian and Gaussian mixture initalizers for clustering of latent embeddings,
such as within autoencoders for example, as used in |13} |19, |41]; and a subsample
initializer for cases where n, the number of points of the discrete measures, is large.

The initializers show dramatic speed-up for a variety of tasks.

Diffusion Schrddinger Bridge. In the third publication of this thesis [7],
Chapter [5] a novel generalization of diffusion models is introduced and builds a
connection between optimal transport and diffusion models. The core idea behind
this work is that each reverse diffusion learns a diffusion process that minimizes
the Kullback—Leibler divergence to the forward process; iterating this time-reversal
corresponds to the iterative proportional fitting procedure (IPF) [38] which is the
generalization of the Sinkhorn algorithm [20} 81] to continuous state-space. The
IPF procedure converges to the solution to the Schrodinger bridge problem [74],

which also provides an approximate solution to high dimensional, regularized OT.

Unlike for traditional diffusion model training schemes, the iterative time-reversal
approach does not require the forward noising process to converge to a simple prior
distribution, but instead forces convergence by learning a new forward process
during alternate IPF steps. This means that the corresponding reverse process can

be significantly shorter than in regular diffusion model approaches, leading to faster
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simulation. Given the forward process is no longer required to converge, one is no
longer restricted to Gaussian prior and can instead initialize the reverse process from
another related dataset - resulting in data-to-data simulation. This can be used for
example in image-to-image restoration tasks or more generally for other conditional
generative modeling tasks. Indeed, the third manuscript of this thesis was one of the
first, if not the first, work to introduce image-to-image diffusion models; one of the
first acceleration techniques for diffusion models; and the first diffusion model with
non-linear forward process. Although surpassed in performance by other methods,

it remains complementary to the other approaches that have since been used.

Riemannian Diffusion Schrodinger Bridge. Many real-world data lives on
Riemannian manifolds. This includes Earth and climate data [53, 64]; protein or
molecular modelling [76] and robotics |34, 75]. By incorporating this geometric prior
knowledge, it is hoped that one may obtain more efficient generative probabilistic

models, often requiring fewer parameters to train and easier to sample.

The next manuscript of this thesis [93] is detailed in Chapter [6] and extends the
Diffusion Schrodinger bridge methodology to the Riemannian setting. The training
and sampling of diffusion models on Riemannian manifolds differs from those of
traditional Euclidean diffusion models [23]. Instead of a linear diffusion for the
forward noising process as is typical in Euclidean diffusion models, one instead
requires Brownian motion and its extensions on a manifold. Such manifold con-
strained diffusion processes often do not have a closed-form and require simulation.
One can sample a diffusion path on a manifold using geodesic-random walk, which
is the Riemannian counterpart to the Euler-Maruyama method. Brownian motion
on a compact manifold converges to a uniform distribution, which is then used to
initialize the reverse, generative process. In [23] 93] and Chapter @ we detail how

to perform the time-reversal for Riemannian manifold Brownian motion.

Tterative time-reversal on Riemannian manifolds and the Riemannian Diffusion

Schrodinger Bridge is then introduced in [93] and Chapter [6] This procedure
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consists of a time-reversal for guided diffusions on manifolds, this permits data-to-
data generation and enables practitioners to condition generative models to be close
to a known dataset. Additionally, the Riemannian Diffusion Schrodinger Bridge
enables acceleration for Riemannian diffusion models, where many acceleration

methods for the Euclidean space are no longer applicable.

1.2 Thesis Structure

This thesis is presented in an integrated format whereby chapters [3} [6] are each
self-contained published papers, followed by individual author contributions. Back-
ground literature on optimal transport and diffusion models is presented in Chapter

2], alongside insights and common sources of confusion.

« Chapter [3} “Differentiable Particle Filtering via Entropy Regularized Opti-
mal Transport” - James Thornton*, Adrien Corenflos*, George Deligiannidis,
Arnaud Doucet, published at the International Conference on Machine
Learning (ICML), 2021 (oral).

o Chapter (4} “Rethinking Initialization of the Sinkhorn Algorithm” - James
Thornton and Marco Cuturi, published at the International Conference on
Artificial Intelligence and Statistics (AISTATS), 2023 (oral).

« Chapter [5} “Diffusion Schrodinger Bridge with Applications to Score-Based
Generative Modeling” - Valentin De Bortoli, James Thornton, Jeremy Heng
and Arnaud Doucet, published at the Conference on Neural Information
Processing Systems (NeurIPS) 2021 (spotlight).

« Chapter [6} “Riemannian Diffusion Schrédinger Bridge” - James Thornton,
Michael Hutchinson, Emile Mathieu, Valentin De Bortoli, Yee Whye Teh and
Arnaud Doucet, published at the Workshop on Continuous Time Methods for
Machine Learning (ICML) 2022.

This work was split from [23] by the same authors, which was published at

NeurIPS 2022 (outstanding paper award).
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1.3 Non-Included Works

I have been extremely fortunate to work with many fantastic collaborators during
my PhD, on a variety of projects spanning Monte Carlo methods and statistical
machine learning. Below are some of projects I have been involved with that
have not been included in this thesis - in the interest of brevity or cohesion to

the main theme of optimal transport.

The Masked Bouncy Particle Sampler: A Parallel, Chromatic, Piecewise-
Deterministic Markov Chain Monte Carlo Method. The first work during
the taught year of my PhD with my supervisors George Deligiannidis and Arnaud
Doucet considered piece-wise deterministic Markov processes (PDMP) for Markov

chain Monte Carlo, resulting in an unpublished paper [92].

Piecewise deterministic Markov processes provide the foundation for a promising
class of non-reversible, continuous-time Markov chain Monte Carlo procedures and
have been shown experimentally to enjoy attractive scaling properties in high-
dimensional settings. This work introduces the Masked Bouncy Particle Sampler
(MBPS), a flexible MCMC procedure within the PDMP framework that exploits
model structure and modern parallel computing resources using chromatic spatial
partitioning ideas from the discrete-time MCMC literature. We extend the basic
procedure by introducing a dynamic factorization scheme of the target distribution
to reduce boundary effects commonly associated to fixed partitioning. We establish
the validity of the proposed methods theoretically and provide experimental evidence
that the Masked Bouncy Particle Sampler delivers significant efficiency gains over

other state-of-the-art sampling schemes for certain high-dimensional sparse models.

Simulating Diffusion Bridges via Score-Matching. This work, [46], was carried
out with Jeremy Heng, Valentin de Bortoli and Arnaud Doucet as a follow-up piece
to [7], detailed in Chapter [5] [46] was one of the early contributions to diffusion
bridges via time-reversal diffusion models. Consider an unconstrained reference

diffusion, peorward, With fixed initialization xg, the time-reversal, ppaciwara initialized
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at xp recovers the backward point-to-point diffusion bridge from z7 to xy. The
second time-reversal, i.e. reversal of ppackward, recovers the corresponding forward
diffusion bridge from zy to x7, this gives access to the Doob-h transform. These

diffusion bridges may be used as proposal bridges for path-space rejection sampling.

Later work [57, |83], amortizes this process across pairs (xg,zr) for some given
coupling. Although not typically a Schrodinger bridge, see comment in Section [2.2.2]

this approach has shown excellent performance across trajectory inference tasks.

Riemannian Score-Based Generative Modelling. This paper, [23] with
Valentin de Bortoli, Emile Mathieu, Michael Hutchinson, Yee Whye Teh and
Arnaud Doucet, extends the time-reversal paradigm of diffusion models to data and
diffusion trajectories constrainted to Riemannian manifolds. Included work [93],
detailed in Chapter [6] was originally part of [23], but split out. In this work, [23],
a time-reversal is established for diffusions constrained to Riemannain manifolds
along with convergence results for compact manifolds. Novel training and sampling
schemes are derived to learn and sample from this time-reversal using specifically
constructed score-networks for Riemannian manifolds. This method exhibits state-
of-the art performance for generative modelling and likelihood computation tasks

for manifold valued data in high-dimension.
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Chapter 2

Background

2.1 Optimal Transport: From Sinkhorn to
Schrodinger

This section provides a brief introduction to optimal transport (OT). The summary
here is rather informal, and a more complete account may be found in [66, 72,
96]. Optimal transport is a rich area of active research, centred on computing the
distance between two general measures by constructing a ‘transport map’ from
one distribution to the other, which minimises the local pointwise ‘cost’, averaged
according to the transport plan. The OT literature has deep roots in mathematics
and connections across various surprising areas of machine learning - from generative

modeling to differentiable proxies of common operations in deep learning.

Notation. In the interest of clarity and completeness, the following notation is
introduced. For measurable space (E, &), let &(E) denote the space of probability
measures on (E, £). Let C(E, H) denote the collection of continuous functions from
E to H. The pushforward of T': X — ) on measure a € Z(X) is denoted Ty

defined by Tya(Y) = «(T71(Y)) for Y C Y.

11
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2.1.1 Monge, Kantorovich, Brenier

The Monge Problem and Transport Maps. For supports X and ), consider a
pair of measures o« € Z(X), f € F()) and a ground cost function ¢ : X x Y — R*.

Support X = Y = R? where d € N, is typically used in practice.

Monge Problem

The Monge optimal transport problem [60] for triplet («, 3, ¢) is given by:

ftonge D) Ltonge() = [ ez, T@)a(dz)  (2.1)

min
T:X—)y,TuOc:ﬂ

where T': X — ) is known as the transport map or Monge map.

The Kantorovich Relaxation. The Monge problem assumes existence of a
deterministic transport map, which is often not the case for settings such as discrete
marginal measures. The Kantorovich relaxation [52] reformulates the optimal

transport problem in terms of couplings between the two marginal measures,

here a and f.

Kantorovich Formulation

For triplet («, 3, ¢), the Kantorovich relaxation is given by:

min L, (v) k(@) = [ clwy)m(dady)  (22)

S(a,B) ={mn € X xY : [«n(dz,:) = B, [n(-,dy) = a} denotes the
collection of couplings between v and f3.

The p-norm is a standard ground cost on product space where X = ) leading to
Wasserstein-p distance, W,. This has the attractive property, that convergence in

Wasserstein-p distance is equivalent to convergence up to the p-moment.

P _— i _ p
Wyleo ) = min [l —ylPr(de.dy) (23)

Theorem 1 (Theorem 6.8, [96]) For random wvariables Xy ~ oy, Y ~ (3, the
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following are equivalent:

Pl _ p
Wilar. ) — 0 IELXE] — E[Y]ll, — 0
Dual Formulation. The Kantorovich formulation (2.2]) admits a dual form which
expresses the problem as a maximisation across potentials f : X - R, g: )Y — R.

This formulation is often easier to work with, especially in the regularized case.

Dual Formulation

max U(f, g) wawzﬂf@mmm+Awwmw> (2.4)

f,9€Rc

where R, = {f € C(X,R),g € C(Y,R) : f(z)+ g(y) < c(x,y)}.

Brenier’s Theorem. For the setting where X = )Y = R4, ¢(x,y) = ||z — y||?, and
one of the measures, i.e. « is absolutely continuous with respect to the Lebesgue
measure, then it was shown by [9] that the optimal coupling 7* in the Kantorovich
formulation (2.2)) is unique, given by 7* = (I4,7T")3cr, where T' corresponds to the
Monge transport map. Moreover,

 the transport map is given by T' = V¢ for convex function ¢ : X — R, known

as the Brenier potential,

o Brenier potential, ¢, and Kantorovich potential f, are related via identity

p(z) =122 — f(z).

Discrete Optimal Transport. Consider discrete probability measures a =
YN, aidy, and 3 =330, b6, on X = R% with weights a = (a;)ieiny, b = (b)) e,
and atoms X = (;)icin), Y = (¥5)je- In this case, the squared 2-Wasserstein

metric between o and [ is given by

Discrete Primal OT

Pgs,l(i?’b) ‘C(I:(ant(P) ‘Cf(ant<P) = ZZJ\LI E]Ail Ci,jpi,j, (25)

P = (p;;)i; € S(a,b) :={P € [0, 1]"*¥| ¥ ¥ p;; = a;, Tt 1pij = bs}
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The coupling matrix P relates to coupling 7 € S(a, ) through n(dz,dy) =
i Pijoe;(dx)dy, (y). Any element m € S(a,3) allows us to “transport” 3 to

a (and vice-versa), i.e.

m(dely) = i by 'pigoy; (y)ds,(dz). (2.6)

The minimization problem (2.5) may be solved through linear programming at
computational complexity O(N3log N) [4], though note that there is not necessarily

a unique minimizing argument.

The discrete dual formulation is given by:

Discrete Dual O
¢(f °(f =alf +b? 2.7
f’nga)(cc)U( ,8) Uf, g) g (2.7)

Where R(C) - {fag € Rlel +g] S Ci,j7i7j € [N]}v f = (fz)v g = (91)7 and
C = (C@j).

The potentials f and g are related to the general case by evaluating at the support

points, f; = f(z:), g; = g(v;)-

2.1.2 Entropic Regularization

Entropic OT is a variant of optimal transport, with the addition of an entropic
regularization term to the primal objective as shown in [2.8] There are many
benefits of this penalty term, in particular the resulting coupling is more stable and
cheaper to compute than the non-regularized coupling. The solution of the entropic
OT problem may be obtained via a simple alternative minimization scheme known
as iterative proportional fitting [38], which for the discrete setting is known as the
Sinkhorn algorithm |20} |81]. Moreover, the solution to the entropic OT problem

converges to the non-regularized OT solution as the regularization term as e — 0 [98].
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Entropic Primal Formulation

_min_ £5(r) L) = L) —eR(m)  (28)

where R is an entropic regularizer, such as entropy R(7w):= H(m)
or negative mutual information R(7):= —KL(7||a® B). Recall

(M) = Ea[o(X, )] and KL(rlla ® ) = [y 08 325z, y)(dz, dy),
H(r) = [yyylogdn(z,y)m(dz, dy).

Alternative regularization terms, R(-), have been used in the literature, [40],

including quadratic instead of entropic and variations of the entropic regularization

term presented here [19, [20} [36] [66], see Table [2.1]

The corresponding dual formulation for R(r) = —KL(7||a ® ) may be written:

Entropic Dual Formulation

ULF.g) US(S.g) =U(fg) = [, " a(an)B(dy)
(2.9)

max
fEC(X,R),geC(V,R

Notice how the dual potential functions f and g are no longer constrained by
f(z) + g9(y) < ¢(x,y). This is because the optimal solution to the entropically
regularized dual problem satisfies this constraint by construction. The primal-

dual relationship for primal (2.8)) and dual (2.9)) between optimal coupling 7* and

potentials f*, g* is given by [40, Proposition 7]:

w(ddy) = ¢ o (de) 3(dy), (2.10)
hence given 7* is a probability measure f*(z)+ ¢*(y) < c¢(z,y) a.s. This makes the

entropic dual much easier to work with in the sense of optimization.

Discrete Regularized OT. The discrete regularized OT problem is of particular
interest in this work given the prevalence of empirical measures in machine learning,

but also given that it is a convex problem that can be solved efficiently.
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Discrcete Entropic Primal and Dual Formulations

o ggg;{b)ﬁe(P) Li(P) = 23l Yo ¢igpiy —eR(P),  (2.11)
max  US(f, g) U(f,g) =a’f +blg —cR*(f,g,¢) (2.12)

f,geRN xRM €

There are many equivalent choices of regularizer R(-) described in the literature
with corresponding R*; parameterization of f, g, and identity between coupling
matrix P =: P(f,g,¢). Some of the common formulations are given in Table [2.1}
Given regularization R, the dual term R* and coupling matrix, P(f, g, ¢) are derived

simply via the Langrangian multiplier method.

Table 2.1: Variations of regularization terms

Formulation R [P(f,g,¢)i; | R*

Fitgj—cij _1
1 — 2 Pijlogpi; e = 2
fitgj—cij
2 —ijpijlogpi;—1) | e = 2
B fitgj—ci i -
Di,; JiT957%,5 _q AR B %
3 — Zi,j pi’j(lOg a:bjj ) aibje € Zi,j aibje €
4 Pij fivaj=cij >

With reference to Table [2.1] Formulation 1 is presented in [20]; Formulation 2
in [66, [91] and in Chapter 4} Formulation 3 (primal) and 4 (dual) in [19] [36]
and Chapter [3] The slight variations are a source of confusion but notice all
formulations provide the same optimal P or (f,g) in and (2.12)), given that
the different R terms vary only by constants log(a;, b;) or 3=, ; p;; = 1, hence result
in the same optimal couplings. Reparameterizing f; < f; — 5, g; < g; — 5 in

the R* terms translates from Formulation 3 to 4.

2.1.3 The Sinkhorn Algorithm

The Sinkhorn algorithm [20, 66, 81] provides an efficient, GPU-friendly and
differentiable approach to solving the discrete, regularized OT problem (2.11]),
(2.12). This procedure has many interpretations. For what follows, denote the

Gibbs kernel K = (6_%)@]', and cost-matrix C' = (¢; ;)i ;-
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Block gradient ascent. For Formulation 2 in Table 2.1, ¢¢ = a’f + b’g —

ce: ® Kef. First order conditions read:
Vedo(f,g) =a—e: @Kef =0 VU(f,g)=b—cf 0K er =0 (2.13)
Rearranging and solving for f and g respectively gives block updates in f, g, for [ > 0:
! = ¢(loga — log Keg?l) g™ = ¢(logb — log KTefl;) (2.14)

for some initialization of f, g, discussed in [91]. Applying these updates corresponds
to a block gradient ascent to the concave dual formulation, hence solves the

optimization problem.

Note that these iterative updates will differ slightly depending on the regularization
term - the Sinkhorn algorithm as written in Chapter 3| can be derived in a similar
way using regularization Formulation 4.

Iterative marginal projections. Again using Formulation 2, recall the primal
dual relationship, p;; = em Denote u = eg, v = et and hence P =
diag(u) K diag(v), where diag(u) is the matrix with diagonal entries u. The marginal

constraints for P € S(a,b) can then be rewritten asu® Kv=a,v® K u=b.

Rearranging, gives block updates in u,v, for [ > 0:

+1 a I+1 b (215)

u ~ KVl v = KTyt

where again the initialization of u, v through f, g is discussed in [91]. Note that

this substitution of u = e¢, v = ¢f and rearrangement recovers (2.14).

Iterative KL projections. As per [66], define Proj%t(Q) = argminpec 4 KL(P||Q)
as the projection of measures Q € Z(X) to subset A C Z(X). Let C, =
{P|>¥ipij = a;i} and Cy = {P| ¥, pi; = b;}. Hence the collection of coupling
matrices is S(a,b) = C, N C.

Under regularization Formulation 3 or 4, L¢(P) = (C, P) + eKL(P||a ® ). Under

rearrangement minp £¢(P) = minp KL(P||K), hence the optimal coupling matrix
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solving the regularized OT problem (2.11]) solves: P* = Projg(Laﬁ)(K ), which may

be obtained via iterative KL projections, also known as Bregman projections [8]

Pt = Proji-(P™) P! = Projit(P'). (2.16)
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2.1.4 The Schrodinger Bridge Problem

Consider a reference stochastic process with indexed densities (p;)icor7. The
Schrédinger bridge problem [74] entails finding a stochastic process, (m¢)icqo,1],
‘close’ to this reference stochastic process in terms of path-space Kullback—Leibler
divergence, but with the addition of constrained terminal marginals, 7y = «a,

mr = [. More formally:

Dynamic Schrédinger Bridge Problem

argmin KL(7||p) (2.17)
m€S(a,3,[0,17])

where S(a, 3,[0,T]) := {n € (X |y = a, 77 = B}
Optimal Transport. A closely related problem is the static Schrodinger bridge
problem, which aims to minimize the divergence only at the terminal marginals:

Static Schréodinger Bridge Problem

argmin KL(7°||po.r) (2.18)
S eS(a,B)

where S(a, 8) := {r € P(X x X)|ng = o, 70 = 8}

Given KL(7||p) = KL(mo,r|po,r) + Exy - [KL(70,7||po,r)], the optimal path for the

dynamic problem 7* marginalizes to the optimal static coupling 7%*:
™ (20,11) = 5% (20, 27)7* (z(0,1))
where zo ) = {2t € (0,T)} = o, \ {0, z7}. By expansion:

KL(7°||po.r) = /Ws(xo,:lr;p)[log 7 (w0, x7) — log por (w0, v7)]dxe, dor  (2.19)
—E,s[ logpor] - H(x") (2.20)
where H(mor) := — [ (20, 27) log 7% (z0, 27)dx0, dzr. Given fixed marginals, we

have the following equivalence under arg min:

argmin E s[—log por] — H(7°) = argmin E,s[— log pr] — H(7)
75eS(a,B) m5eS(a,B)
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Therefore the static Schrodinger bridge problem is equivalent to the regularized
optimal transport problem with ground cost ¢(z,y) = —logprjo(y|z) and regu-
larization term ¢ = 1:

argmin KL(7°||po,r) = argmin E.s — log p(X7|Xo) — H(7*).
m5eS(a,B) mSeS(a,B)

. . — 2
For the Brownian motion reference process — log prjo(y|z) = %, as Xrp|zg ~

N (zg,0°T). This gives the standard squared-Euclidean ground cost with regu-

larization ¢ = 202:

argmin KL(77%||po.r) = argmin E s|| Xy — Xo||? — 202 H(7%).
m5eS(a,B) n5eS(a,B)
Iterative Proportional Fitting. Let my = p, then for n > 0, the iterative

proportional fitting (IPF) procedure [38] is given by:

7t = arg m7rin{KL(7T||7T2"), mr = [} (2.21)

2n+2

77 = arg mﬁin{KL(WHw%“), o = a}. (2.22)

This procedure converges to the solution of the Schrodinger bridge problem [74].
By comparison to (2.16)), it can be seen that the Sinkhorn algorithm is a particular
case of IPF procedure for discrete measures, where the KL, minimization is over

doubly stochastic matrices rather than continuous time stochastic processes.
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2.2 Diffusion Models: From Score-Matching to
the Schrodinger Bridge

2.2.1 Deep Probabilistic Modeling via Time Reversal

Diffusion models, also known as score-based generative models, were first pioneered
by 47, (82}, |86], |88] and have since emerged as state of the art deep probabilistic
models for a number of tasks. Diffusion models are first and foremost generative
models and have been applied across modalities: image [24], video |5, [39, [79], audio
[58], manifold valued data |23, 93]. Other applications of diffusion models include:
classification [44]; inverse problems (e.g. [59]); in biology (e.g. [102]); density

estimation [85], trajectory inference [7] - the list continues to grow.

As shown in this thesis and contributing papers [7, 93], diffusion models also have
deep connections to OT. This connection both offers novel insights and methodology
for generative modeling tasks; and secondly enables one to approximate high-

dimensional optimal transport.

Diffusion generative models consist of three primary components:

1. An iterative forward process, initialized from a data distribution and termi-

nating ‘close’ to a ‘simple’ distribution.

2. An easy to sample distribution ‘close’ to the terminal distribution of the

forward process. Often referred to as a prior.

3. A learnt, iterative, backward process, initialized from the prior. The backward

process is constructed to terminate ‘close’ to the given data distribution.

A core characteristic of diffusion models is in their highly scalable training procedure.
Although sampling the backward process typically consists of many steps in an
iterative process, the training procedure does not require taking gradients through
the sampling iterations. But instead only a single step. Informally, the diffusion

model training procedure consists of decomposing the generative modeling problem
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into infinitely many small problems, each corresponding to a single time point,

t; and then solving these problems jointly.

Time reversal. Denote the forward noising process by (X;)L, with the fol-

lowing dynamics:
dX, = f(X;, t)dt + g(Xe, t)dBy,  Xo ~ Po = Pdatas (2.23)

where (By);eo,7) is @ Brownian motion and f : R? x R — R? is regular enough

so that (strong) solutions exist.

Under conditions on f, it is well-known (see [14, |37, |45] for instance) that the
reverse-time process (Y)icppr] = (Xr—t)icpr) satisfies

dY, = [—f(Yt, t)+ 99" (Y1, t)Vlog pr—i(Y:) + Vy - gg" (Yy, t)} dt+9(Yy, t)dB; (2.24)

with initialization Y, ~ pr, where p; denotes the marginal density of X, and B

denotes another Brownian motion, independent to the forward process.

Typically, the diffusion term ¢ is chosen to be a function of only ¢, independent

of state-dimension, which simplifies the time-reversal to:

dY, = [~ f(Yi,t) + g*(t)Viog pr_i(Y1)| dt + g(t)dB, (2.25)

If one had access to the reverse diffusion terms, then one could simply simulate
the diffusion in order to generate data, such as through (2.29). The score term,
V log pr_; and hence reverse diffusion, is typically intractable however, so instead

must often be learnt.

Learning the time-reversal. The intractable score may be expressed as the

expectation over the tractable conditional density using score-matching [50].

vxtp('rt) — th fp<xt7 ‘rs)dxs _ .f v(l?tp(xt? xs)dxs
p(y) p(xy) p(xe)

_ fp(xty xs)vx logp(xt, xs)dxs o

— () = /p(xs|xt)vzt log p(x|xs)dz,

= E:[ Vg, log p(z¢|X,)] (2.26)

V., logp(x,) =




2. Background 23

here the first step uses the gradient of a logarithm, the next uses marginaliza-
tion of an augmented density where swapping integral and gradient is possible
given the density is finite. The middle line step uses derivative: V,,p(z, x¢) =

p(xy, x5)Vy, log p(xy, xs) and the final steps use Bayes’ rule and a simplification.

By definition, the conditional expected value is the minimizer of the L2 distance:
Vlogpi(xy) = argmin Ky, [[[r — Va, log pys(z:|X,) 12]. (2.27)

The above learns a single score-term at time ¢, instead, one can learn the score for

all t € [0,7] jointly using a neural network sp«(z,t) = V log p;(zy):
0" = arg m@inEpS_’t[Hs@(Xt,t) — V, log pys(Xe| X) [7]. (2.28)

For SDEs with affine drift, one may simply choose s = 0 as V, log pyjo(X¢|z0)
is analytically tractable. Additionally, for affine SDEs one can simulate X; ~
Prjo(X¢|zo) in closed-form without approximation. This means the diffusion model

may be trained in a scalable manner.

Diffusion Model Training Procedure

1. Sample data, g ~ pgata

2. Sample time, t ~ Uniform([0, T")

3. Sample forward SDE, z; ~ p:(-|zo)

4. Perform a gradient descent step e.g. on loss from .

Note: other losses and parameterizations also exist.

Simulation is typically required to approximate for more complex forward
diffusions, achieved through some discretization scheme. If one partitions the time
domain [0, 7] by 0 =ty < t; <ty < ... <ty =T, then one may simulate X; , X;, ,,
using e.g. Euler Maruyama, then evaluate the single step conditional score term

V1og pijt, -1 (X4, | X4, _, ), which is often available even if V, log pyjo(X¢|Xo) is not.

Alternatively, one may use implicit score-matching (ISM) [50, [87] which does not
require knowing Vlogpy, 1, (X4, | X, ,):

. 1 :
Vlogp; = arg ng})nEpt §||59(xt,t)||2 + divg,(sg)| -
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Here div, is the divergence operator, for high dimensional settings this may be
estimated via Hutchinson’s trace estimator [49]. A derivation and extension to

drift-matching on manifolds is given in Chapter [6]

Sampling from the diffusion process. There are many way to sample from
a diffusion process, arguably the most simple is via a time-discretization and the
Euler-Maruyama scheme. This is general to both simulating the forward process

for the ISM loss or sampling from the backward process to generate new samples.

Denote the backward drift term as by(Yy,t) := — (Y4, t) + g?(t)Vsp(Yy, 1), where
so(Yy, 1), the generative diffusion may then be written dY, = bg(Yy, t)dt + g(t)dB,.
For step-schedule (7;);, typically annealed toward 0, simulating the reverse diffusion

corresponds to the following stepwise update:

Y1 =Y+ 9bo(Ye, t) + g(t) /e e~ N(0,1), (2.29)

where recall Y, has the reverse time index to X;.

The sampling procedure is often decomposed into ‘predictor’ and ‘corrector’ steps
[88]. The predictor step corresponds to sampling from p;_q), typically using the
reverse-time SDFE described above. The corrector step corresponds to sampling from

a Markov chain converging to p;, which may be approximated by Langevin dynamics:

YH = YE 4 850(YE 1) + Ve ex ~ N(0,1). (2.30)

where superscript k£ indexes the Langevin dynamics Markov chain with step sizes

(Y )k, and subscript ¢ is the fixed time index of the backward SDE.
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Langevin Dynamics vs Stochastic Gradient Langevin Dynamics

Many recent papers and popular blog posts [2, 26, 42, 100] confuse the
stochasticity introduced in Langevin dynamics with the stochasticity from
the stochastic gradient in Stochastic Gradient Langevin Dynamics (SGLD)
[99]. Langevin dynamics is the broader Monte Carlo method for approximate
sampling from a distribution p(z) using

Xk+1 _ Xk‘ + ﬁ/k;v logp(Xk) + /2,’5%6]C €, ~ N(O’]I) (231)

SGLD is a particular case of Langevin dynamics targeting the posterior
p(zly) = p(z) [TY, p(yi|x), but where the the likelihood gradient terms are
subsampled with minibatch size n < N, indexed by (ig):

N
Vlog p(aly) = Vlogp(z) + > _ Vlogp(yilz) (2.32)
i=1
N n
~ Vlogp(r) + - > Viog p(yi,|x). (2.33)
k=1

Here the ‘stochastic gradient’ comes from minibatching the gradient terms.

In addition to Euler-Maruyama sampler, one may use a number of other sampling
schemes for SDE solvers or ODE solvers, as discussed in the next section. Some
notable sampling schemes include:, higher-order SDE samplers [27], adaptive step
sizes [b1l], or for models with linear forward process, one may discretize and

reparameterize the sampling scheme to iteratively predict zo [47, 84].

Choice of forward process. The field of diffusion models has rapidly expanded
to encompass various forward processes beyond the original linear SDEs on finite-
dimensional Euclidean space [47, 86, |8§]. Extensions include: to Riemannian
manifold constrained diffusions |23, |93]; non-linear neural network parameterized
forward processes |7, 93], higher-order diffusions |28, [63], discrete state [12], infinite-
dimensional [6}, |55]; heat dissipation or blurring [2, 48| [69]. Although not technically
diffusions, the basic forward-backward paradigm has been investigated with various
other corruption processes [2, 22, |43, [101]. In particular, [3] provides a general

framework for understanding a wide class of time-reversals.

By far the most commonly used forward noising process are linear SDEs, and



26 2.2. Diffusion Models: From Score-Matching to the Schridinger Bridge

in particular scaled Brownian motion or the Ornstein Uhlenbeck process. For
scalable training without simulation approximation, one is required to evaluate
V2, log pio(x¢|zo) and sample from perturbation kernel pyo(-|xo) - this is possible

with linear SDEs but not typically possible for other SDEs.

Linear Forward Processes. Let the moments of density pyo(2¢|2o) be denoted
fie, X¢. Moments jug, 3 of linear pyjo(x¢|zo) satisfy ODEs [73] which may then be

solved for closed-form sampling.

By appealing to Fokker—Planck-Kolmogorov, [73, Chapter 5] shows that ;3
follow the following ODEs:

duy
- = Bl (X)) (2.34)
f?ﬁﬁﬂ&ﬁ@fmFMEKX—wﬂ&ﬁﬂ+EM&ﬁM&@ﬂ.

For linear forward SDE let F(¢)X; := f(Xy,t), and diffusion matrix as G, hence
dXt = F(t)Xtdt + G(t)dBt7 X(] ~ Do = Pdata, (235)

The distribution for density pyo(2¢|2o) will be Gaussian for linear forward SDEs
hence fully specified by moments i, ;. The equations (2.34) may be rewritten

for linear SDEs as:

dpy
e _ gy (2.36)
ngit =F()S; + ZF' (1) + G()G' (1)

Although the solution to the Brownian motion SDE is trivial, the solutions to the
ODEs in (2.36)) may be used to compute the perturbation kernel for other linear
SDE including higher order diffusions [28] and multivariate, time-inhomogeneous
Ornstein Uhlenbeck processes with non-zero terminal mean and non-unit terminal
variance, see below. Note that the Ornstein Uhlenbeck process is used heavily in

discrete diffusions such as [47] and connections are given in Section [2.2.2]
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The solution of (2.36) may be found by appropriate substitution verification or
the integrating factor approach for simple linear SDEs. A more general approach,
similar to a multivariate integrating factor, uses matrix exponentials, again detailed

in |73, Chapter 6]. Mean u; may be evaluated as below in ([2.37))

[t = €Xp [/F(t)dt

Zo, (237)

where the integral in the exponential is element-wide. For time homogeneous
F(t) = F the integral [F(t)dt¢ is trivial. More commonly F(¢) = p(¢)F for

integrable time-scaling function 3(t)!, the solution is also simple to compute.

The covariance matrix »; may be computed using filtering techniques, see e.g.
[73, Chapter 6]. One may construct matrices C;, Dy, such that ¥, = C,D; ',
with dynamics following ODEs

dc,

dD; _FfT
ap, 0 F7(#) | |D,

with initialization Cy = ¥, Dy = [z, where ¥, typically has entries all 0 in

our setting, for fixed Xy = .

Again, (2.38) may be solved similar to as in ([2.37)) with matrix exponential

G-l el e

where again the integral in the exponential of (2.39)) is element-wise.

As far as I am aware, this very practical approach has not been utilized in the
diffusion model literature other than in [80], whereas other complex higher-order
SDEs are solved via lengthy algebraic manipulation and substitution verification
[28]. For practical purposes, many software packages facilitate matrix exponential
computations or close approximations, some software packages even provide symbolic

matrix exponential solutions.
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Time inhomogeneous Ornstein Uhlenbeck Process

If do = —@ (““) dt + /B(t)dB; then Xy|zg ~ N (g, Xt) where

o2
Uy = 6720% f(t)'B(t/)dtla;O + <1 — ele%2 f(f ﬁ(tl)dt/> o]

5= o’ (1 _eh ﬂ(”dt’)

Often in the literature practitioners set o <— 1, u <— 0, and instead scale the
data zo to lie within a fixed interval such as [—1,1] or [-0.5,0.5].

Time scaling. Let time-scaling function be denoted 8 : [0,7] — RT [| Under
discretization scheme given by choosing 3(t) appropriately with fixed step-size
is equivalent to no time-scaling but a corresponding varying step-size. Empirically
it has been found useful to decrease §(t) — 0 as t — 0, i.e. approaching data.

By Ito, time-scaling transforms the SDE as follows:

dX, = f(Xy, t)dt + g(X,, t)dB; (2.40)
dX,; = B(t) f(Xy, t)dt + 1/ B()g(Xy, t)dB. (2.41)

Although lots of empirical and heuristic work has been done to find a suitable
B(-) [24, 4], as far as I am aware identifying an optimal time-scale function

is still an open problem.

VPSDE vs OU, VESDE vs Brownian Motion

The terms variance preserving SDE (VPSDE) and variance exploding SDE
(VESDE) were introduced in [88] to refer to time-inhomogeneous Ornstein

Uhlenbeck (OU) and Brownian motion (BM) SDEs.

The terms VPSDE and VESDE are commonly used in the literature often
without historical acknowledgement of simply being OU and BM processes,
and sometimes treated as distinct from OU and BM [10].

ITo be consistent with the literature, 8 is used as the time-scaling function, beware however
that in other sections of this thesis § is used as a marginal measure in OT.
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2.2.2 The Many Faces of Diffusion Models

As discussed in Section[2.2.1] treating diffusion models as the time-reversal of an SDE
is a broad and elegant framework. There are many connections, generalizations, and
similarities to other well studied generative probabilistic models. Such other models
can often be trained in a scalable manner using the diffusion model corruption /

iterative refinement training paradigm. A non-exhaustive list is detailed below:

e Time reversal of an SDE o Amortized Langevin Dynamics

o Variational Markov Chain » Sequential Denoising Autoencoders
o Autoencoder with Fixed Encoder o Continuous-time Normalizing Flow
e Sequential Energy-based Model e Schrodinger Bridge.

Amortized Langevin Dynamics

Before the time-reversal generalization 7, [88], earlier work [86] proposed to learn
the score term directly using the implicit score-matching loss [87], or denoising
score matching [84] for a sequence of noise levels that converges to 0. The denoising
approach is in similar vein to annealing and corresponds to learning the scores
V log p; for a sequence of ¢, where p; is the density of the data distribution convolved

with Gaussian noise of variance corresponding to time ¢.

A naive approach may to approximate V logpy with sy(-,0), then directly apply

Langevin dynamics to simulate from the data distribution:

Tpr1 = Tk + YeSo(Tk, 0) + v/ 2ykex

where ¢, ~ N(0,I). Here k indexes the iteration of the Markov chain Monte
Carlo procedure with score Vlogp targetting py. This has practical limitations,
in particular it suffers from mode-collapse in generation. In order to sample from
multi-modal distributions an annealed-type approach is typically used - one would
apply Langevin dynamics for each noise level ¢ for a number of steps, before

continuing onto the next lower noise level.
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Within the predictor-corrector framework, this approach corresponds to a sequence
of ‘corrector’ steps without the ‘predictor’ step. Here each step is an iteration
of Langevin dynamics where the gradient of the potential is approximated with

the neural network parameterized score.

Variational Markov Chain

Closely related to the time-reversal of an SDE is an approach derived by [82] which is
then built upon with the addition of scalable training procedure by [47]. The primary
difference to reverse-time SDEs is the explicit discretization and a training objective
derived from a variational perspective, rather than through reverse SDE. Both

approaches lead to equivalent losses however, up to weighting of component terms.

Consider the forward noising process as a discrete Markov chain: p(zg.n) =

p(ZEo) Hévz_llp($k+1|$k), where py = pdata and $k|37k—1 ~ N (\/1 — Br, ﬁkﬂ) for
some positive schedule (). This forward process is a discrete approximation to

the Ornstein Uhlenbeck process, hence py ~ N(0,I) by construction.

The forward DDPM noising process is a discrete approximation to the Ornstein
Uhlenbeck Process

The DDPM forward discretized SDE is applied independently per dimension,
so here we just consider the univariate case. Consider the moments of an
Ornstein Uhlenbeck (OU) process, let 4 = 0, 0 = 1 and piecewise constant /3,
B(t") = B, for t' € (t,t + 1), i.e. [/t B(¥')dt’ = B,. By a Taylor approximation
EXi1|z:] = e 3 JUTBWA . fomB V1— 3, and variance
V[Xis1|z] = 1 —e P =~ B,. Therefore, z;|z;_1 ~ N (\/1—7@:%&, Bt).

Similarly, the closed-form perturbation kernel may be derived from the OU pro-
cess. E[Xt\xo] = e_%féﬁ(tl)dt,xo = e_%zzzl fﬁlﬁ(tl)dt,m = e_%zz':lﬂt’.’ro =
VI, e Prag = /ITh_ (1 — Bi)zo = v/@sro and variance V[X|zg] = 1—ay
where a; = [T0,_;(1 — ).

Now consider a parameterized reverse process qg(zo.n) = q(on) [Theo Po(Tr_1]71),

where g(zy) = N(0,1) and py(zi1|z) = N (o, k), o21).

Learning the generative model may be formulated as a KL divergence minimization,
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using xy,...,r; as latent variables. As shown in [82]
B~ oga)] < B, | - log fe70) | (2.2
p(z1.x|T0)
Qo(Tp—1|T1)
=K, [—logqg(x log ———= 2.43
P i gq N kg:l (xk’xk 1)] ( )
_ Go(Tp—1lor)  plrr—1|wo)
=E, |—logq(x log : 2.44
| ) kz>:1 p(rp-1|zr, o) p(wr|zo) (2.44)
—E, |—log gqlay) 3 log Go(Tr—lt) log qo(o|x1) (2.45)
i p(l‘N|ﬂfo) k1 p(l’kq!%k,%o)

k>1

=E, |KL(p(zn|zo)|lg(zn)) + D KL(p(zr-1|2k, 20)||go(zk-1]2k)) — log QH($0|$1)}

(2.46)

The first inequality above is derived from standard variational inference
methods. The second line is computed using the logarithm of gy(xo.n) =
q(zn) TT-g po(2h_1|zk). Line is derived from identity p(xg|zp_1)p(zr—1|T0) =
p(Tg—1|TK, To)p(xkK|20), Which is a consequence of Bayes’ rule. Line is derived
from a telescopic sum of the second logarithmic product term, and then a shift
in index within the summation. The final equation is simply according to the

definition of the Kullback—Leibler divergence.

The first term in may be ignored as it is not dependent on #. Choosing
zo ~ qo(-|z1) to be Gaussian results in the last term of having a similar
form to the other KL terms. By Bayes’ rule, the single-step bridge posterior
p(Tr_1]zR, o) is Gaussian denoted xp_1|xy, zo ~ N (fig, ZN]k) where

NG 1 —ax_ ~ 1-—
ﬁkzwﬁo+¢\/l—ﬁkxk, X = ak lﬁkﬂ

1—(1/]g 1—04,1C 1—

For choice 07 = S, the remaining divergence terms may be expressed as follows,

up to a constant:

|
KL(p(wp-1|x, 20)||go(wr1]2x)) = 55l — po (s, k)||* + const. (2.47)

207%
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Given both xj, the input to the network, and fi) are linear combinations of xy and

noise € ~ N(0,1), for different network parameterizations py, €9, g g:

ik — 1o W) o [le = eoan )| o [0 — wop(an W) (2.48)

hence one may re-write the loss terms for €, x¢ and i, prediction, or indeed any

other linear combination of xy and e.

Sequential Denoising Autoencoders

As discussed above, one such parameterization of the loss for the variational discrete
Markov chain is in predicting z for different noise levels, indexed by ¢. This is

essentially sequential denoising autoencoding [25].

Variational Autoencoder with Fixed Encoder

Another autoencoding interpretation is to view the forward noising process as an
encoder, transforming data to a latent Gaussian distribution, and view the learnt
reverse process as a decoder. This interpretation views the forward process as a fixed,

infinite depth encoder; and the backward process as an infinite depth decoder [95].

An interesting observation given in the Appendix D.4 of Chapter [5| and in
[7] is that in the Schrodinger bridge setting, there is no wvariational gap in the
autoencoder interpretation as the encoder is no longer fixed but is trained to

map strictly to a Gaussian.

Continuous-time Normalizing Flow

There is a close relationship between the SDE interpretation of generative diffusion
models and continuous normalizing flows. [88] details how one may transform the
generative SDE (2.49) into a continuous-time normalizing flow (2.50) with the same

marginal distributions p;(z;) at each time point ¢ € [0, 7], given below:

SDE:  dY, = [~f(Yi,t) + g*(t)Viogpr(Yy)| dt + g(t)dBy,  (2.49)
ODE:  dY, = [—f(Y;,1) + L2V logpr_,(Y,)] dt. (2.50)
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This permits likelihood computation in a similar way to continuous normalizing
flows/ neural ODEs using the instantaneous change of variables formula of [15].
Likelihood computation by converting the generative SDE to probability flow ODE
makes the assumption that the SDE has fully converged from data to Gaussian,

this may not necessarily be true in practice.

Instead of sampling from the SDE to generate samples, one may also sample from
the corresponding ODE. This opens up many forms of deterministic samplers

and deterministic distillation [70].

Sequential Energy Based Models

Given the score, Vlog p;, is a gradient, instead of learning the score directly with
a neural network sg(x;,t) ~ Vlogp(z;), one could learn a sequence of energy
functions (Ey(+,t));, such that =V, FEy(xy,t) ~ Vlog p;(z;), where the gradient of
the energy function may be computed using auto-gradient tools. This was first
successfully achieved in [71] by using a specific parameterization and similar network
architecture to those used in diffusion models. Although a conservative vector field,
the generative performance remains similar to diffusion models but sampling time

is significantly slower, due to requiring auto-gradient computation at each step.

There are however a number of benefits of learning an energy based formulation, it
permits composition of multiple score-networks through approximate Metropolis
rejection steps during the sampling procedure, such as through Hamiltonian Monte
Carlo [32]. The downside is that it is difficult to parameterize Ey, slow to train
as it requires calling auto-gradient twice through Fjy at each training step, and
slow to generate new samples as each step of the iterating sampling procedure also

requires calling auto-gradient, which is expensive.

Diffusion Schrodinger Bridge

The final interpretation discussed in this section is that of the Schrodinger bridge.

This will be given a proper treatment in Chapter [5] Essentially, the time-reversal
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involved in training a diffusion model is equivalent to finding the diffusion which
minimizes the Kullback—Leibler divergence in path-space to the forward process,
with fixed marginal. As discussed in [2.1.4] a general approach to solving the
Schrodinger bridge problem is through iterated Kullback—Leibler projections, hence
iterated time-reversals, known as iterative proportional fitting or IPF [38]. One may

therefore perform each step of the IPF procedure by training a diffusion model [7].
For some special cases, iterated time-reversal is not needed.

- Converged Forward Process. If the initial forward process converges to
the desired terminal marginal distribution, then only a single time-reversal is
sufficient for the IPF procedure to converge, hence a diffusion model with converged
forward noising process is a Schrodinger bridge. Importantly, this means the
Schrodinger bridge methodology is a generalization of diffusion models. This
special case corresponds to infinite regularization in the corresponding OT problem.
Although this provides good generative performance, it results in the independent,
and hence non-meaningful, coupling between the two marginal measures. Slight
variations in the initialization for the reverse process xr ~ «a, may result in vastly

different generated samples.

- Degenerate Marginals. If one of the marginals is a Dirac measure, § = (Laﬂ
then a single time-reversal will also result in a Schrodinger Bridge. This approach
coincides with diffusion bridge [46] when the other measure is also a Dirac measure.
This special case has been used for generative modeling with diffusion models in
[97] with a slight variation. Instead of a Schrodinger bridge between marginals,
the approach of [97] considers a two part process where the generative diffusion
is initialized from a single point, 7 to a noised data distribution, then a second

denoising process to generate samples.

- Bridging an optimal coupling, with linear reference process. Recall KL

decomposition KL(7|p) = KL(mor||po,r) + Exy . [KL(7o,7|[pj0,r)]. If the optimal

2Here j3 refers to marginal measure in OT not time-scaling.



2. Background 35

coupling is known then the first term, KL(my r||por), is minimized, hence not
required in order to learn the Schrodinger bridge. For the specific case of a linear
reference process, such as Brownian motion or an Ornstein Uhlenbeck process,
one may sample from and evaluate the density of the reference diffusion bridge,
po,r in closed form. Indeed, given an optimal coupling 77 between marginals
a, 3, one may train a Schrodinger bridge by first sampling from the coupling
xg, T ~ To,r, then learning a the time-reversal of the reference bridge conditioned on
Xo, T, using score-matching techniques. The time-reversal of the bridge minimizes
Ery - [KL(m0,r[pjo,7)]. This approach was first exploited by [94]. Other than reference
process limitations, the primary challenge for this method is that computing the
optimal coupling is often more difficult than the time-reversal of a diffusion, especially
for high dimensional data. [67] follows the same approach, using Sinkhorn on

minibatches with the hope that the coupling is approximately optimal.

Schrodinger bridge vs diffusion bridge

As discussed above, the Schrodinger bridge is essentially a diffusion bridge,
close to a given reference bridge, averaged across samples from an optimal
coupling. However, importantly, here the coupling is optimal with respect to
the reference diffusion marginals i.e. minimizes KL(mo r||po.r)-

Recent works [57, 83] build diffusion bridges [46] with reference Brownian
motion, minimizing B, .[KL(m o r||ppr)], but with data driven couplings.
Although well performing, strictly speaking it is not clear that this approach
yields a Schridinger bridge. Given that the couplings provided and not
computed, there is no clear reason they would form an optimal coupling
corresponding to the chosen reference diffusion, i.e. the coupling likely does
not minimize KL (7o 7||po.r)-

- Gaussian to Gaussian. When both marginal measures are Gaussian, there
exists a unique and closed-form solution to the Schrodinger bridge problem |10} |16,
hence does not require IPF. While limited in application itself, [10] has shown it
to be a good initializer for DSB [7] and provides an alternate reference diffusion

for the Schrodinger bridge.
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Differentiable Particle Filtering via Entropy-Regularized Optimal Transport

Adrien Corenflos ! James Thornton “? George Deligiannidis> Arnaud Doucet >

Abstract

Particle Filtering (PF) methods are an established
class of procedures for performing inference in
non-linear state-space models. Resampling is a
key ingredient of PF, necessary to obtain low vari-
ance likelihood and states estimates. However,
traditional resampling methods result in PF-based
loss functions being non-differentiable with re-
spect to model and PF parameters. In a varia-
tional inference context, resampling also yields
high variance gradient estimates of the PF-based
evidence lower bound. By leveraging optimal
transport ideas, we introduce a principled differ-
entiable particle filter and provide convergence
results. We demonstrate this novel method on a
variety of applications.

1. Introduction

In this section we provide a brief introduction to state-space
models (SSMs) and PF methods. We then illustrate one
of the well-known limitations of PF (Kantas et al., 2015):
resampling steps are required in order to compute low-
variance estimates, but these estimates are not differentiable
w.r.t. to model and PF parameters. This hinders end-to-end
training. We discuss recent approaches to address this prob-
lem in econometrics, statistics and machine learning (ML),
outline their limitations and our contributions.

1.1. State-Space Models

SSMs are an expressive class of sequential models, used in
numerous scientific domains including econometrics, ecol-
ogy, ML and robotics; see e.g. (Chopin & Papaspiliopoulos,
2020; Douc et al., 2014; Doucet & Lee, 2018; Kitagawa &
Gersch, 1996; Lindsten & Schon, 2013; Thrun et al., 2005).
SSM may be characterized by a latent X'-valued Markov
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“Department of Statistics, University of Oxford. Correspondence
to: Adrien Corenflos <adrien.corenflos@aalto.fi>>, James Thorn-
ton <james.thornton@spc.ox.ac.uk>.

Proceedings of the 38" International Conference on Machine
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process (X;);>1 and Y-valued observations (Y3)¢>1 satis-
fying X1 ~ pp(:) and for ¢ > 1

X 1{Xe = 2} ~ fo(lz), Yi{Xe =2} ~ go(-|z), (D)

where 6 € © is a parameter of interest. Given observations
(y¢)1>1 and parameter values 6, one may perform state in-
ference at time ¢ by computing the posterior of X; given

y1:t == (Y1, ..., yt) where

po(2|y1:6—1) =/fe(lﬁt\l“t—1)p9($t—1|Z/1;t—1)dl“t—1,

Po(welyie) = 90 (el ze)po(we|yr:1—1)
' I g0(yslze)po(welyre—1)day’

with pg(z1]y0) = po(z1).
The log-likelihood £(0) = log pg(y1.7) is then given by

T

0(0) = log pa(yrlyr:1—1),

t=1

with pg(y1|yo) = [ go(y1|z1)pe(x1)dzy and for t > 2

Po(Ye|y1—1) = /90(yt|zt)p6($t|y1:t71)d$t-

The posteriors pg(x¢|y1.:) and log-likelihood py(y1.7) are
available analytically for only a very restricted class of SSM
such as linear Gaussian models. For non-linear SSM, PF
provides approximations of such quantities.

1.2. Particle Filtering

PF are Monte Carlo methods entailing the propagation
of N weighted particles (wj, X{);e[n], here [N] =
{1, ..., N}, over time to approximate the filtering distribu-
tions py(x¢|y1.¢) and log-likelihood £(6). Here X} € X
denotes the value of the ™ particle at time ¢ and w; =
(w}, ..., w]N) are weights satisfying wi > 0, SN wi=1.
Unlike variational methods, PF methods provide consis-
tent approximations under weak assumptions as N — oo
(Del Moral, 2004). In the general setting, particles are sam-
pled according to proposal distributions g4 (1 |y ) at time
t = 1 and gy (x¢|zs—1,y:) at time ¢ > 2 prior to weighting
and resampling. One often chooses § = ¢ but this is not
necessarily the case (Le et al., 2018; Maddison et al., 2017;
Naesseth et al., 2018).
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Algorithm 1 Standard Particle Filter

1: Sample Xi "% 4o (-ly1) fori € [N]

. i _ pe(X{y1) .

2: ?ompute wi = m fori € [N]
3 0(6) « 5 X0y i

4: fort =2,...,T do

5: Normalize weights wi_; ocwi_;, SN wi | =1
6:  Resample Xi | ~ YN wi_10x; , fori € [N]
7: Sample X ~ q4(-| X7_,y:) fori € [N]

8:  Compute w! = PoXiwel Xic1) o € [N]

Q¢(XZ|XZ—17yl)

9: Compute Py (ye|yr:e—1) = & Y1y wi

10: 0(0) = £(6) +log po (yelyr+—1)

11: end for A

12: Return: log-likelihood estimate ¢(0) = log po(y1.1)

A generic PF is described in Algorithm 1 where
po(z1,y1) = po(x1)ge(y1|z1) and po(xe, yelzi—1) =
fo(xt|ri—1)ge(yi|xt). Resampling is performed in step 6 of
Algorithm 1; it ensures particles with high weights are repli-
cated and those with low weights are discarded, allowing
one to focus computational efforts on ‘promising’ regions.
The scheme used in Algorithm 1 is known as multinomial
resampling and is unbiased (as are other traditional schemes
such as stratified and systematic (Chopin & Papaspiliopou-
los, 2020)), i.e.

E[4xl )] =B [Slwivx)], @
for any ¢ : X — R. This property guarantees exp(/(f)) is
an unbiased estimate of the likelihood exp(¢(0)) for any N.

Henceforth, let ¥ = R%, 0 € © = R% and ¢ € & = R%.
We assume here that § — pg(z), 0 — fo(2'|z) and
0 — go(y:|x) are differentiable for all x,2’ and ¢ € [T
and 0 — £(0) is differentiable. These assumptions are sat-
isfied by a large class of SSMs. We also assume that we
can use the reparameterization trick (Kingma & Welling,
2014) to sample the particles; i.e. we have I'y(y1,U) ~
9o(x1ly1), Yo (ye, -1, U) ~ qp(xi|ai—1,y,) for some
mappings I'y, Uy differentiable w.r.t. ¢ and U ~ A, A
being independent of ¢.

1.3. Related Work and Contributions

Let U be the set of all random variables used to sample
and resample the particles. The distribution of U is (6, ¢)-
independent as we use the reparameterization trick'. How-
ever, even if we sample and fix U = u, resampling involves
sampling from an atomic distribution and introduces discon-
tinuities in the particles selected when 6, ¢ vary.

"For example, multinomial resampling relies on N uniform
random variables.
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(c) Differentiable PF

Figure 1. Left: Log-likelihood £(0) and PF estimates £(6; ¢, u) for
linear Gaussian SSM, given in Section 5.1, with dgp = 2 dz = 2,
and 7' = 150, N = 50. Right: V¢£(0) and Vl(6; ¢, u).

For d, = 1, Malik & Pitt (2011) make 6 2(0;(1), u)
continuous w.r.t. 6 by sorting the particles and then sam-
pling from a smooth approximation of their cumulative
distribution function. For d, > 1, Lee (2008) proposes
a smoother but only piecewise continuous estimate. De-
Jong et al. (2013) returns a differentiable log-likelihood
estimate /(6; ¢, u) by using a marginal PF (Klaas et al.,
2005), where importance sampling is performed on a col-
lapsed state-space. However, the standard marginal PF uses
the proposal gy () == S, wi_ qe(a|Xi_y,y:) from
which one cannot generally sample smoothly for arbitrary
mixture components. As a consequence they instead sug-
gest using a simple Gaussian distribution for ¢, (), which
can lead to poor estimates for multimodal posteriors. More-
over, in contrast to standard PF, this marginal PF cannot
be applied in scenarios where the transition density can
only be sampled from (e.g. using the reparameterization
trick) but not evaluated pointwise (Murray et al., 2013), as
the importance weight would be intractable. The implicit



Differentiable Particle Filtering

reparameterization method of Graves (2016) may be used
to obtain low variance gradient estimates with a mixture
proposal. This method however is only compatible for com-
ponent distributions with tractable conditional CDFs, such
as Gaussian distributions. An alternative unbiased estimate
of the likelihood based on dynamic programming may also
be obtained (Finke et al., 2016; Aitchison, 2019). As em-
phasized by Aitchison (2019), this estimate is differentiable.
This approach is again limited however to a restricted class
of proposal distributions, such as an unweighted mixture
proposal, which may perform poorly for slow-mixing time-
series.

In the context of robot localization, a modified resampling
scheme has been proposed in (Karkus et al., 2018; Ma et al.,
2020a;b) referred to as ‘soft-resampling’ (SPF). SPF has
parameter o € [0,1] where @ = 1 corresponds to reg-
ular PF resampling and o = 0 is essentially sampling
particles uniformly at random. The resulting PF-net is
said to be differentiable but computes gradients that ignore
the non-differentiable component of the resampling step.
Jonschkowski et al. (2018) proposed another PF scheme
which is said to be differentiable but simply ignores the non-
differentiable resampling terms and proposes new states
based on the observation and some neural network. This ap-
proach however does not propagate gradients through time.
Finally, Zhu et al. (2020) propose a differentiable resam-
pling scheme based on transformers but they report that the
best results are achieved when not backpropagating through
it, due to exploding gradients. Hence no fully differentiable
PF is currently available in the literature (Kloss et al., 2020).

PF methods have also been fruitfully exploited in Vari-
ational Inference (VI) to estimate 6, ¢ (Le et al., 2018;
MaddisonA et al., 2017; Naesseth et al.,, 2018). As
Eulexp (£(6; ¢, U))] = exp(£(9)) is an unbiased estimate
of exp(¢(0)) for any N, ¢ for standard PF, then one has
indeed by Jensen’s inequality

(FLBO (9, ¢) == Ey[l(6; ¢, U)] < £(6). 3)

The standard ELBO corresponds to N = 1 and many varia-
tional families for approximating py(z1.7|y1.7) have been
proposed in this context (Archer et al., 2015; Krishnan et al.,
2017; Rangapuram et al., 2018). The variational family in-
duced by a PF differs significantly as /®*BO (9, ¢) — £(0)
as N — oo and thus yields a variational approximation con-
verging to pg(z1.7|y1.7). This attractive property comes at
a computational cost; i.e. the PF approach trades off fidelity
to the posterior with computational complexity. While un-
biased gradient estimates of the PF-ELBO (3) can be com-
puted, they suffer from high variance as the resampling
steps require having to use REINFORCE gradient estimates
(Williams, 1992). Consequently, Hirt & Dellaportas (2019);
Le et al. (2018); Maddison et al. (2017); Naesseth et al.
(2018) use biased gradient estimates which ignore these

terms, yet report improvements as [V increases over standard
VI approaches and Importance Weighted Auto-Encoders
(IWAE) (Burda et al., 2016).

Finally, if one is only interested in estimating 6 (and not
some distinct ¢), then particle techniques approximating
pointwise the score vector V¢(f) are also available (Poyi-
adjis et al., 2011; Kantas et al., 2015).

The contributions of this paper are four-fold.

* We propose the first fully Differentiable Particle Filter
(DPF) which can use general proposal distributions. DPF
provides a differentiable estimate of ¢(6), see Figure 1-c,
and more generally differentiable estimates of PF-based
losses. Empirically, in a VI context, DPF-ELBO gradient
estimates also exhibit much smaller variance than those
of PF-ELBO.

* We provide quantitative convergence results on the dif-
ferentiable resampling scheme and establish consistency
results for DPF.

* We show that existing techniques provide inconsistent
gradient estimates and that the non-vanishing bias can be
very significant, leading practically to unreliable parame-
ter estimates.

* We demonstrate that DPF empirically outperforms recent
alternatives for end-to-end parameter estimation on a
variety of applications.

Proofs of results are given in the Supplementary Material.

2. Resampling via Optimal Transport
2.1. Optimal Transport and the Wasserstein Metric

Since Optimal Transport (OT) (Peyré & Cuturi, 2019; Vil-
lani, 2008) is a core component of our scheme, the basics
are presented here. Given two probability measures «, 3 on
X = R the squared 2-Wasserstein metric between these
measures is given by

Wi(a,8)= min Egvyp[|lU-V|?], @

PeU(a,B)
where U(a, §) the set of distributions on X x X with
marginals « and (3, and the minimizing argument of (4)
is the OT plan denoted P°T. Any element P € U(a, 3)
allows one to “transport” « to 3 (and vice-versa) i.e.

B(dv) = /P(du,dv) = /P(dv|u)a(du).

For atomic probability measures oy = Zf\; a;0,, and
By = Z;V=1 bjd,, with weights a = (a;)ien), b =

(bj)jein)» and atoms u = (u;)ien], V = (Vj)je[n]> ONE
can show that

N N
Dim1 2ojei CigPigy  (5)

Wi(an,Bn) = Pefglg;lb)
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where any P € U(ay, By ) is of the form
P(du,dv) = Z” Pi,j0u, (du)dy, (dv),

Cij = HUZ — UjH2, P = (pi,j)i,jE[N] and S(a, b) = {P S

[0, VN - S pij = ai, Yoy piy = b;}. Insuch
cases, one has

P(dvju = u;) = Zj a;lpi’j&,j (dv). (6)

The optimization problem (5) may be solved through lin-
ear programming. It is also possible to exploit the dual
formulation

Wj(an,By) = max a'f +b'g, ©)

f.geR(C)

where £ = (f:), & = (91), C = (1) and R(C) = {£, g €
RN|f; + g5 < cijyi,j € [N}

2.2. Ensemble Transform Resampling

The use of OT for resampling in PF has been pioneered by
Reich (2013). Unlike standard resampling schemes (Chopin
& Papaspiliopoulos, 2020; Doucet & Lee, 2018), it relies
not only on the particle weights but also on their locations.

At time t, after the sampling step (Step 7 in Algo-

rithm 1), ag\t,) = % Zf\il 5Xf is a particle approxima-
tion of a® = [ qu(@i|zi—1,ye)po(Tt—1|Y1:4—1)dTs—1
and ﬁ](\t,) = Ew%éxg is an approximation of f(*) =

po(2+|y1:+). Under mild regularity conditions, the OT plan
minimizing Wa (o), ) is of the form PO (dz,dz’) =
a(dz) S (o) (da’) where T : X — X is a determin-
istic map; i.e if X ~ a® then T® (X) ~ B, It is shown
in (Reich, 2013) that one can one approximate this trans-
port map with the ‘Ensemble Transform’ (ET) denoted Tg\t,).
This is found by solving the OT problem (5) between ag\t,)

and B](\?) and taking an expectation w.r.t. (6), that is
X{=NL i Xl =T, ®

where we slightly abuse notation as Tg\f}) is a function of
XN Reich (2013) uses this update instead of using X7 ~
SO, widx;. This is justified by the fact that, as N —
oo, TV (X}) — T®(X}) in some weak sense (Reich,
2013; Myers et al., 2021). Compared to standard resampling
schemes, the ET only satisfies (2) for affine functions .

This OT approach to resampling involves solving the linear
program (4) at cost O(N3log N) (Bertsimas & Tsitsiklis,
1997). This is not only prohibitively expensive but moreover
the resulting ET is not differentiable. To address these
problems, one may instead rely on entropy-regularized OT
(Cuturi, 2013).

3. Differentiable Resampling via
Entropy-Regularized Optimal Transport

3.1. Entropy-Regularized Optimal Transport

Entropy-regularized OT may be used to compute a trans-
port matrix that is differentiable with respect to inputs and
computationally cheaper than the non-regularized version,
i.e. we consider the following regularized version of (5) for
some € > 0 (Cuturi, 2013; Peyré & Cuturi, 2019)

N
2 _ . o o p’b,j
Wi clan, By) =, min ]21 Pi.j (Cz,J +elog 4 ) L (9)

The function minimized in (9) is strictly convex and hence
admits a unique minimizing argument P?T = (pggj),
W%E(a ~, Bn) can also be computed using the regularized
dual;ie. W3 (an, ) = maxg,g DOT.(f, g) with

DOT.(f,g) := a'f + b'g — ca’'Mb (10)

where (M); ; == exp(e ' (f; + g; — ¢i;)) — 1 and f, g are
now unconstrained. For the dual pair (f*, g*) maximizing
(10), we have V¢ g DOT(f, g)| ¢+ g+) = O. This first-order
condition leads to

fi =T(b,g", Cs), g9i =Te(a,f7,Cy), (1D

where C;. (resp. C.;) is the i row (resp. column) of C.
Here 7. : RN x RN x RY — R denotes the mapping

ﬁ(aafv C:,i) = —¢€ logZexp { logak+€71 (fk - Ck,i) }
k

One may then recover the regularized transport matrix as
pSiT,j =azbjexp (e ' (ff + g —cijg)) - (12)

The dual can be maximized using the Sinkhorn algorithm
introduced for OT in the seminal paper of Cuturi (2013).
Algorithm 2 presents the implementation of Feydy et al.
(2019) where the fixed point updates based on Equation (11)
have been stabilized.

Algorithm 2 Sinkhorn Algorithm

Function Potentials(a, b, u,v)
Local variables: f, g ¢ RY
Initialize: f =0,g=0
Set C + uu? + vvt — 2uv?t
while stopping criterion not met do
for i € [N] do
fi+ 5 (fi+T(b,g,Cy))
gi < 5 (9: +Tc(a, f,Cy))
end for
end while
: Returnf, g

LRI RE RN

—_—
— o
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The resulting dual vectors (f*, g*) can then be differentiated
for example using automatic differentiation through the
Sinkhorn algorithm loop (Flamary et al., 2018), or more
efficiently using “gradient stitching” on the dual vectors at
convergence, which we do here (see Feydy et al. (2019) for
details). The derivatives of POT are readily accessible by
combining the derivatives of (11) with the derivatives of
(12), using automatic differentiation at no additional cost.

3.2. Differentiable Ensemble Transform Resampling

We obtain a differentiable ET (DET), denoted Tg\t,)’e, by
computing the entropy-regularized OT using Algorithm 3
for the weighted particles (X, w;, V) at time ¢

Xi= Ny pOnXF =TV (X)), (13)

Algorithm 3 DET Resampling

: Function EnsembleTransform(X, w, N)
: f,g + Potentials(w, 11, X, X)
: fori € [N]do

for j € [N] do

1
2
3
4
6
7
8

end for
: end for
: Return X = NPOTX

Compared to the ET, the DET is differentiable and can be
computed at cost O(IN?) as it relies on the Sinkhorn algo-
rithm. This algorithm converges quickly (Altschuler et al.,
2017) and is particularly amenable to GPU implementation.

The DPF proposed in this paper is similar to Algorithm 1
except that we sample from the proposal g4 using the repa-
rameterization trick and Step 6 is replaced by the DET.
While such a differentiable approximation of the ET has
previously been suggested in ML (Cuturi & Doucet, 2014;
Seguy et al., 2018), it has never been realized before that
this could be exploited to obtain a DPF. In particular, we
obtain differentiable estimates of expectations w.r.t. the fil-
tering distributions with respect to 6 and ¢ and, for a fixed
“seed” U = u 2, we obtain a differentiable estimate of the
log-likelihood function 6 — 26(0; o, ).

Like ET, DET only satisfies (2) for affine functions 1.
Unlike POT, POT is sensitive to the scale of X;. To
mitigate this sensitivity, one may compute 6(X;) =
Vd, maxyeq,) stdi(X; ;) for X; € RN*% and rescale C
accordingly to ensure that € is approximately independent
of the scale and dimension of the problem.

*Here U denotes only the set of 8, ¢-independent random vari-
ables used to generate particles as, contrary to standard PF, DET
resampling does not rely on any additional random variable.

4. Theoretical Analysis

We show here that the gradient estimates of PF-based losses
ignoring gradients terms due to resampling are not consis-
tent and can suffer from a large non-vanishing bias. On
the contrary, we establish that DPF provides consistent and
differentiable estimates of the filtering distributions and log-
likelihood function. This is achieved by obtaining novel
quantitative convergence results for the DET.

4.1. Gradient Bias from Ignoring Resampling Terms

We first provide theoretical results on the asymptotic bias of
the gradient estimates computed from PF-losses, by drop-
ping the gradient terms from resampling, as adopted in (Hirt
& Dellaportas, 2019; Jonschkowski et al., 2018; Karkus
et al., 2018; Le et al., 2018; Ma et al., 2020b; Maddison
et al., 2017; Naesseth et al., 2018). We limit ourselves
here to the ELBO loss. Similar analysis can be carried out
for the non-differentiable resampling schemes and losses
considered in robotics.

Proposition 4.1. Consider the PF in Algorithm 1 where
¢ is distinct from 0 then, under regularity conditions, the
expectation of the ELBO gradient estimate V("3 (6, ¢)
ignoring resampling terms considered in (Le et al., 2018;
Maddison et al., 2017; Naesseth et al., 2018) converges as
N — oo to

E[VolFEO(9, ¢)]— / Vo logpe(x1,y1) po(x1|y1)dey
T
+ > /Ve log po (e, Ye|2e—1) Po(Te—1:¢|Y1:0)das 12
i=2
whereas Fisher’s identity yields
Vol(0) = [ Vologpo(or,) po(arlma)ds (19

T
+ > | Velogpg(xs, ye|re—1) po(@i—1:¢|yrr)dai—1:e.
t=2

Hence, whereas we have Vo/ELBO(9 ¢) — Vyl(0) as
N — oo under regularity assumptions, the asymptotic
bias of Vo/FLBO (0, ¢) only vanishes if pg(z¢_1.¢|y1.) =
po(xt—1.t|y1.7); i.e. for models where the X; are indepen-
dent. When y;11.7 do not bring significant information
about X, given y.1, as for the models considered in (Le
et al., 2018; Maddison et al., 2017; Naesseth et al., 2018),
this is a reasonable approximation which explains the good
performance reported therein. However, we show in Sec-
tion 5 that this bias can also lead practically to inaccurate
parameter estimation.

4.2. Quantitative Bounds on the DET

Weak convergence results for the ET have been established
in (Reich, 2013; Myers et al., 2021) and the DET in (Seguy
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etal., 2018). We provide here the first quantitative bound for
the ET (¢ = 0) and DET (e > 0) which holds for any N >
1 by building upon results of (Li & Nochetto, 2021) and
(Weed, 2018). We use the notation () := [ ¢ (x)v(dz)
for any measure v and function .

Proposition 4.2. Consider atomic probability measures
an = Eivzl a;0y: with a; > 0 and By = Zf\; bidxi,
with support X C R% Let By = Zf\il aié)g}v

Xy = AT'POTX for A = diag(ay, ..., ay) and POT
is the transport matrix corresponding to the e-regularized
OT coupling, POTN, between ay and By. Let o, B be two
other probability measures, also supported on X, such that
there exists a unique \-Lipschitz optimal transport map T
between them. Then for any bounded 1-Lipschitz function
1, we have

where

B () — A ()] < 202612 [o01/2 4] e

+ max{\, 1} Wa(an,a) + Wa(Bn, 5)], (15)

where d = sup, ey |z — y| and & = Wa(an,a) +

Wg(ﬂ]\r,ﬁ) + \/QEIOgN.

If Wh(an,a), Wa(Bn,8) — 0 and we choose ey =
0(1/log N) the bound given in (15) vanishes with N — oo.
This suggested dependence of € on N comes from the en-
tropic radius, see Lemma C.1 in the Supplementary and
(Weed, 2018), and is closely related to the fact that entropy-
regularized OT is sensitive to the scale of X. Equiva-
lently one may rescale X by a factor log N when com-
puting the cost matrix. In particular when ay and Sy
are Monte Carlo approximations of « and 3, we expect
Wa(an, a), Wa (B, B) = O(N /%) with high probabil-
ity (Fournier & Guillin, 2015).

4.3. Consistency of DPF

The parameters 6, ¢ are here fixed and omitted from no-
tation. We now establish consistency results for DPF,
showing that both the resulting particle approximations
~](\? = % Zf\;l 5;(2 of B = p(x|y..;) and the cor-
responding log-likelihood approximation log py (y1.7) of
log p(y1.7) are consistent. In the interest of simplicity, we
limit ourselves to the scenario where the proposal is the tran-
sition, ¢ = f, so w(x¢—1, Tt, yt) = g(yi|zt), known as the
bootstrap PF and study a slightly non-standard version of it
proposed in (Del Moral & Guionnet, 2001); see Appendix D
for details. Consistency is established under regularity as-
sumptions detailed in the Supplementary. Assumption B.1
is that the space X C R has a finite diameter 9. Assump-
tion B.2 implies that the proposal mixes exponentially fast
in the Wasserstein sense at a rate x, which is reasonable
given compactness, and essential for the error to not accu-
mulate. Assumption B.3 assumes a bounded importance

weight function i.e. g(y|z:) € [A, A™!], again not un-
reasonable given compactness. Assumption B.4 states that
at each time step, the optimal transport problem between
a® and S is solved uniquely by a deterministic, globally
Lipschitz map. Uniqueness is crucial for the quantitative
stability results provided in the following proposition.

Proposition 4.3. Under Assumptions B.1, B.2, B.3 and B.4,
for any 6 > 0, with probability at least 1 — 26 over the
sampling steps, for any bounded I-Lipschitz 1), for any
t € [1: T), the approximations of the filtering distributions
and log-likelihood computed by the bootstrap DPF satisfy

1BV () = BO@)| <Y 1y 4 (Me,C.d, T, N,5)),

< = max Lip[g(y: | )]

ﬁN(yl:T)
log £
‘ o8 A te[1:T)

p(yr.1)

XZ@@;/TM@ ¢,C,d, T, N,§)),

for Xc,C,d,T,N,d) = -t (%) where ¢, C

are finite constants independent of T, and Lip[f] is the
Lipschitz constant of the function f, and 65\?6, fa defined
in Appendix D are two functions such that ifvwe set ey =
o(1/log N) then we have in probability

ﬁN (yl:T)

A(t) 10
1BO W) — 8O ()] -, %ngﬂ

The above bounds are certainly not sharp. A glimpse into the
behavior of the above bounds in terms of 7" can be obtained
through careful consideration of the quantities appearing in
Proposition D.1 in the supplement. In particular, for £ small
enough, it suggests that the bound on the error of the log-
likelihood estimator grows linearly with 7" as for standard
PF under mixing assumptions. Sharper bounds are certainly
possible, e.g. using a L version of Theorem 3.5 in (Li &
Nochetto, 2021). It would also be of interest to weaken the
assumptions, in particular, to remove the bounded space
assumption although it is very commonly made in the PF
literature to obtain quantitative bounds; see e.g. (Del Moral,
2004; Douc et al., 2014). Although this is not made explicit
in the expressions above, there is an exponential dependence
of the bounds on the state dimension d,. This is unavoidable
however and a well-known limitation of PF methods.

Finally note that DPF provides a biased estimate of
the likelihood contrary to standard PF, so we can-
not guarantee that the expectation of its logarithm,
(ELBO (9. ¢) = Byl (0; ¢, U)]. is actually a valid ELBO.
However in all our experiments, see e.g. Section 5.1,
[(ELBO (9 o) — (ELBO(0, $)] is significantly smaller than
0(0) — (EVBO(9, ¢) so (ELBO (9, ¢) < £(0). Hence we keep
the ELBO terminology.
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5. Experiments

In Section 5.1, we assess the sensitivity of the DPF to the
regularization parameter €. All other DPF experiments pre-
sented here use the DET Resampling detailed in Algorithm 3
with e = 0.5, which ensures stability of the gradient calcula-
tions while adding little bias to the calculation of the ELBO
compared to standard PF. Our method is implemented in
both PyTorch and TensorFlow, the code to replicate the ex-
periments as well as further experiments may be found at
https://github.com/JTT94/filterflow.

5.1. Linear Gaussian State-Space Model

We consider here a simple two-dimensional linear Gaussian
SSM for which the exact likelihood can be computed exactly
using the Kalman filter

Xt+1|{Xt = -%'} ~ N(diag(01 92)1’,0.512) R
Yi{X, = 2} ~ N(z,0.11,).

We simulate 77 = 150 observations using § = (01, 6) =
(0.5,0.5), for which we evaluate the ELBO at § =
(0.25,0.25), 8 = (0.5,0.5), and 8 = (0.75,0.75). More
precisely, using a standard PF with N = 25 particles, we
compute the mean and standard deviation of + ((6;U) —
£(9)) over 100 realizations of U. The mean is an estimate
of the ELBO minus the true log-likelihood (rescaled by
1/T). We then perform the same calculations for the DPF
using the same number of particles and € = 0.25,0.5,0.75.
As mentioned in Section 3.2 and Section 4.3, the DET re-
sampling scheme is only satisfying Equation (2) for affine
functions 1/ so the DPF provides a biased estimate of the
likelihood. Hence we cannot guarantee that the expectation
of the corresponding log-likelihood estimate is a true ELBO.
However, from Table 1, we observe that the difference be-
tween the ELBO estimates computed using PF and DPF is
negligible for the three values of . The standard deviation
of the log-likelihood estimates is also similar.

Table 1. Mean & std of & (£(6; U) — £(6))

0. 6 025 05 075
pp mean -1.13  -093 -1.05

sd 020 018 0.17

mean -1.14 -0.94 -1.07

DPF (e = 0.25) std 020 0.18 0.19
mean -1.14 -0.94 -1.08

DPF(e=0.5) i 020 018 0.8
mean -1.14 -0.94 -1.08

DPE(e=0.79) "4 020 018 0.18

Recall here that alternative techniques estimating the score
vector Vg{(0) by approximating (14) using particle smooth-

ing algorithms (Poyiadjis et al., 2011; Kantas et al., 2015)
could also be used to estimate 6.

5.2. Learning the Proposal Distribution

We consider a similar example as in (Naesseth et al., 2018)
where one learns the parameters ¢ of the proposal using the
ELBO for the following linear Gaussian SSM:

X { X = 2} ~ N (A2,14,), (16)
Yi{X: =2} ~ N4, 0,7, 14,), (17

with A = (0.42/791+Y) ;g Iy, a, is a dy x d, ma-
trix with 1 on the diagonal for the d, first rows and zeros
elsewhere. For ¢ € Ré=tdy we consider

4o (@e|Ti—1, 1) = N(%M; (Azi—1+Toye) , Ay),

with Ay = diag(¢1,...,¢q,) and a d; x d, matrix
Iy = diag, 4 (¢1,..., ¢4, ) with ¢; on the diagonal for
d first rows and zeros elsewhere. The locally optimal pro-
posal p(z¢|zi—1,y:) < g(ye|ze) f(ze]zi—1) in (Doucet &
Johansen, 2009) corresponds to ¢ = 1, the vector with unit
entries of dimension dy = d, + d,,.

For d, = 25,d, = 1, M = 100 realizations of T' = 100
observations using (16)-(17), we learn ¢ on each realization
using 100 steps of stochastic gradient ascent with learning
rate 0.1 on the /B9 () using regular PF with biased gradi-
ents as in (Maddison et al., 2017; Le et al., 2018; Naesseth
etal., 2018) and (ELBO () with four independent filters us-
ing DPF. We use N = 500 for regular PF and N = 25 for
DPF so as to match the computational complexity. While
p(xt|Ti—1,y:) is not guaranteed to maximize the ELBO,
our experiments showed that it outperforms optimized pro-
posals. We therefore report the RMSE of ¢ — 1 and the
average Effective Sample Size (ESS) (Doucet & Johansen,
2009) as proxy performance metrics. On both metrics, DPF
outperforms regular PF. The RMSE over 100 experiments
is 0.11 for DPF vs 0.22 for regular PF while the average
ESS after convergence is around 60% for DPF vs 25% for
regular PF. The average time per iteration was around 15
seconds for both DPF and PF.

5.3. Variational Recurrent Neural Network (VRNN)

A VRNN is an SSM introduced by (Chung et al., 2015)
to improve upon LSTMs (Long Short Term Memory net-
works) with the addition of a stochastic component to the
hidden state, this extends variational auto-encoders to a se-
quential setting. Indeed let latent state be X; = (R:, Z:)
where R; is an RNN state and Z; a latent Gaussian variable,
here Y; is a vector of binary observations. The VRNN is
detailed as follows. RNNy denotes the forward call of an
LSTM cell which at time ¢ emits the next RNN state R; 1
and output O;y1. Fy, hg, pe, 0 are fully connected neu-
ral networks; detailed fully in the Supplementary Material.
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This model is trained on the polyphonic music benchmark
datasets (Boulanger-Lewandowski et al., 2012), whereby
Y, represents which notes are active. The observation se-
quences are capped to length 150 for each dataset, with each
observation of dimension 88. We chose latent states Z; and
R; to be of dimension d, = 8 and d,- = 16 respectively so
dy = 24. We use qg(v¢|wi—1,y:) = fo(xt|zi-1).

(Rt+17 Ot+1) = RNNO(Rfy Yl:t’ Ee(Zt))7
Ziy1 ~ N(p9(Or11),09(0141)),
D1 = ho(Eo(Zi41), Org1),
Y| X ~ Ber(p;).

Table 2. ELBO =+ Standard Deviation evaluated using Test Data.

MUSEDATA JSB NOTTINGHAM
DPF —-7.59+001 —7.67+0.08 —3.7940.02
PF —7.60+0.06 —7.92+0.13 —3.81+0.02
SPF  —7.734+0.14 —8.17+0.07 —3.91410.05

The VRNN model is trained by maximizing ¢E-BO(0) us-
ing DPF. We compare this to the same model trained by
maximizing /F“B0 () computed with regular PF (Maddi-
son et al., 2017) and also trained with ‘soft-resampling’
(SPF) introduced by (Karkus et al., 2018) and described
in Section 1.3, SPF is used here with parameter o = 0.1.
Unlike regular resampling, SPF partially preserves a gradi-
ent through the resampling step, however SPF still involves
a non-differentiable operation, again resulting in a biased
gradient. SPF also produces higher variance estimates as
the resampled approximation is not uniformly weighted,
essentially interpolating between PF and IWAE. Each of the
methods are performed with N = 32 particles. Although
DET is computationally more expensive than the other re-
sampling schemes, the computational times of DPF, PF, and
SPF are very similar due to most of the complexity com-
ing from neural network operations. The learned models
are then evaluated on test data using multinomial resam-
pling for comparable ELBO results. Due to the fact that
our observation model is Ber(p; ), this recovers the negative
log-predictive cross-entropy.

Table 2 illustrates the benefit of using DPF over regular PF
and SPF for the JSB dataset. Although DPF remains compet-
itive compared to other heuristic approaches, the difference
is relatively minor for the other datasets. We speculate that
the performance of the heuristic methods is likely due to
low predictive uncertainty for the next observation given the
previous one.

5.4. Robot Localization

Consider the setting of a robot/agent in a maze (Jon-
schkowski et al., 2018; Karkus et al., 2018). Given the
agent’s initial state, Sy, and inputs a;, one would like

500 ‘ ‘
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w ¢

300 X%

200

100 ’J

]

200 400

Figure 2. Left: Particles (Xt(l)‘i, szm) (green), PF estimate of
E[X¢|y1.¢] (blue), true state X" (red). Right: Observation, Os.

to infer the location of the agent at any specific time
given observations O;. Let the latent state be denoted
S = (Xt(l), Xt(Q), v¢) where (Xt(l), Xt(g)) are location co-
ordinates and -, the robot’s orientation. In our setting obser-
vations O; are images, which are encoded to extract useful
features using a neural network Fy, where Y; = FEy(Oy).
This problem requires learning the relationship between the
robot’s location, orientation and the observations. Given
actions a; = (vt(l), v§2),wt), we have

Siy1 = Fo(S,ae) + v, 1y Y N(0,3F),
Y;f = G@(St) + €ty €t I’]\(} N(an—éﬂed)a

where X5 = diag(c2, 02, 07) and the relationship between

state .S; and image encoding Y; may be parameterized by
another neural network Gy. We consider here a simple
linear model of the dynamics

X 4+ 0 cos(y) + v sin(y)
F(Sy,a1) = Xt(z) + vt(l) sin(vy) — vt(z) cos(yt)
Yt + Wi

Dy denotes a decoder neural network, mapping the encoding
back to the original image. Ey, Gg and Dy are trained using
a loss function consisting of the PF-estimated log-likelihood
ﬁpp; PF-based mean squared error (MSE), ﬁMSE; and auto-
encoder loss, L AR, given per-batch as in (Wen et al., 2020):

T N
A 1 * v A 1,
Lysk = T Z X7 — ZthtH27 Lpp := —Tﬁ(ﬁ),
t=1 i=1

T

[:AE = Z HDO(EO(Ot)) - Ot||27

t=1

where X are the true states available from training data and
SN wiX] are the PF estimates of E[X;|y1.,]. The auto-
encoder / reconstruction loss £ AE ensures the encoder is
informative and prevents the case whereby networks Gy, Eyg
map to a constant. The PF-based loss terms [ﬁMSE and ﬁpF
are not differentiable w.r.t. # under traditional resampling
schemes.

We use the setup from (Jonschkowski et al., 2018) with data
from DeepMind Lab (Beattie et al., 2016). This consists of
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Table 3. MSE and =+ Standard Deviation evaluated on Test Data:
Lower is better

MAZE 1 MAZE 2 MAZE 3
DPF  3.551020 4.651050 4.4410.26
PF 10.7140.45 11.86+057 12.8810.65
SPF 9.1440.39 10.1240.40 11.4240.37

3 maze layouts of varying sizes. We have access to ‘true’
trajectories of length 1, 000 steps for each maze. Each step
has an associated state, action and observation image, as de-
scribed above. The visual observation O; consists of 32 x 32
RGB pixel images, compressed to 24 x 24, as shown in Fig-
ure 2. Random, noisy subsets of fixed length are sampled at
each training iteration. To illustrate the benefits of our pro-
posed method, we select the random subsets to be of length
50 as opposed to length 20 as chosen in (Jonschkowski et al.,
2018). Training details in terms of learning rates, number of
training steps and neural network architectures for Ey, Gg
and Dy are given in the Appendices.

We compare our method, DPF, to regular PF used in (Mad-
dison et al., 2017) and Soft PF (SPF) used in (Karkus et al.,
2018; Ma et al., 2020a;b), whereby the soft resampling is
used with o = 0.1. As most of the computational complex-
ity arises from neural network operations, DPF is of similar
overall computational cost to SPF and PF. As shown in Table
3 and Figure 3, DPF significantly outperforms previously
considered PF methods in this experiment. The observation
model becomes increasingly important for longer sequences
due to resampling and weighting operations. Indeed, as
shown in Figure 4, the error is small for both models at the
start of the sequence, however the error at later stages in the
sequence is visibly smaller for the model trained using DPF.

—— PF — PF — PF
—— DPF —— DPF — DPF
—— SPF —— SPF —— SPF
w w w
(2] (2] (%]
= = =
Iteration Iteration Iteration
(a) Maze 1 (b) Maze 2 (c) Maze 3

Figure 3. MSE of PF (red), SPF (green) and DPF (blue) estimates,
evaluated on test data during training.

6. Discussion

This paper introduces the first principled, fully differentiable
PF (DPF) which can use general proposal distributions. It
provides a differentiable estimate of the log-likelihood func-
tion and more generally differentiable estimates of PF-based
losses. This permits parameter inference in state-space mod-

(b) Differentiable PF

(a) Standard PF

Figure 4. Tllustrative Example: PF estimate of path compared to
true path (black) on a single 50-step trajectory from test data.

els and proposal distributions, using end-to-end gradient
based optimization. This also allows the use of PF routines
in general differentiable programming pipelines, in partic-
ular as a differentiable sampling method for inference in
probabilistic programming languages (Dillon et al., 2017;
Ge et al., 2018; van de Meent et al., 2018).

For a given number of particles N, existing PF methods ig-
noring resampling gradient terms have computational com-
plexity O(N). Training with these resampling schemes
however is unreliable and performance cannot be improved
by increasing /N as gradient estimates are inconsistent and
the limiting bias can be significant. DPF has complexity
O(N?) during training. However, this cost is dwarfed when
training large neural networks. Additionally, once the model
is trained, standard PF may be ran at complexity O(N). The
benefits of DPF are confirmed by our experimental results
where it was shown to outperform existing techniques, even
when an equivalent computational budget was used. More-
over, recent techniques have been proposed to speed up the
Sinkhorn algorithm (Altschuler et al., 2019; Scetbon & Cu-
turi, 2020) at the core of DPF and could potentially be used
here to reduce its complexity.

Regularization parameter € was not fine-tuned in our exper-
iments. In future work, it would be interesting to obtain
sharper quantitative bounds on DPF to propose principled
guidelines on choosing €, further improving its performance.
Finally, we have focused on the use of the differentiable
ensemble transform to obtain a differentiable resampling
scheme. However, alternative OT approaches could also be
proposed such as a differentiable version of the second order
ET presented in (Acevedo et al., 2017), techniques based on
point cloud optimization (Cuturi & Doucet, 2014; Peyré &
Cuturi, 2019) relying on the Sinkhorn divergence (Genevay
et al., 2018) or the sliced-Wasserstein metric. Alternative
non-entropic regularizations, such as the recently proposed
Gaussian smoothed OT (Goldfeld & Greenewald, 2020),
could also lead to DPFs of interest.
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A. Proof of Proposition 4.1

A particle filter with multinomial resampling is defined by the following joint distribution

ay_ AP
qg ¢(x1Taa1T 1) H% a HHwtif% (xixtif)

t=21=1

where ai_; € {1,..., N} is the ancestral index of particle i and

po (1, Y1)

P0($tayt|1‘t 1)
q¢(z1)

) we Tt—1,Tt, Y
¢( =1, ) = Q¢($t|xt71)

wo,¢(T1,y1) =
Finally, we have w! o wg (2,1, 2%, 5:), Son, wi = 1. We do not emphasize notationally that the weights w; 7" are

0, ¢ and observations dependent.

The ELBO is given by

(ELBO(9, ) =Eg, , logpo(y1.7)] = Eg, ,

N
1 A i
log ( Z“’M le?/l)) +Zlog (N > wo (X5 I»Xt,yt)ﬂ :
=1

We now compute Vo/ELBO (9, ¢). We assume from now on that the regularity conditions allowing us to swap the expectation
and differentiation operators are satisfied as in (Maddison et al., 2017; Le et al., 2018; Naesseth et al., 2018). We can split
the gradient using the product rule and apply the log-derivative trick:

Vol"P0(0, ¢) =Eq, , [Volog po(yr.1)] + Eg, , [log Do (y1: T)Ve log @p 4 (X1, AT _1)]

N
1 i 1 Al i
Vo log (N Zwe,¢(X1,y1)) + Zve log (N D wos(X I,Xt,yt)ﬂ (18)

(ZQ b
i=1
T
+ Eg, , [logpo(y1.m {ZZVg logwt 1 }} (19)
t=2 i=1
For the first part of the ELBO gradient (18), we have
1N N N
Vo log (N Zw0,¢(Xf)>y1> =Y wiVylogwy(Xi,y1) = > wiVelogpe(Xi, 1)
i=1 i=1 i=1
and
1 al Al N Al N Al
Vi log (N > wos(XiTH X yt)> =D _wiVeloguwos(X, ", Xisy) = 3 wiVologpe(X{, el X,71).
i=1 i=1 i=1
This gives
N T N .
VolPEO(0,0) =B, , | D wiVelogps(Ximn) + D> wiVlogpe(Xi, | X, ') (20)
i=1 t=2 i=1
—H’EqM log Do (y1.1) {ZZVglogwt 1 }] . 21
t=2 i=1

When we ignore the gradient terms due to resampling corresponding to (21) as proposed in (Naesseth et al., 2018; Le et al.,
2018; Maddison et al., 2017; Hirt & Dellaportas, 2019), we only use an unbiased estimate of the first term (20), i.e.

N T N
VGZELBO(ga Z U)1V9 10gp0( 13 yl) + Z zthO Inga( ts yt|Xt tl )7 where (Xll::é"v7 A%?—l) ~ @9,¢(')~

=1 t=2 i=1
(22)
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Now we assume that the mild assumptions ensuring almost sure convergence of the PF estimates are satisfied (see e.g.
(Del Moral, 2004)). Under these assumptions, the estimator (22) converges almost surely as N — oo towards

T
/Ve log po (1, y1)pe(w1]y1)dz: + Z/Ve log po (¢, Yt |Te—1)Po (Te—1:[Y1:6—1)dTe— 122 (23)
=2

Under an additional uniform integrability condition on V(F50 (6, ¢), we thus have that Eg, , [V(®80(6, ¢)] converges
towards (23). We recall that the true score is given by Fisher’s identity and satisfies '

T
[¥otogpatermmtarlnaldes + Y [ Vologpa(on,lee)oo(we i)z
t=2
This concludes the proof of Proposition 4.1.

B. Notation and Assumptions
B.1. Filtering Notation

Recall X = R%, denote the Borel sets of X by B(X) and P(X) the set of Borel probability measures on (X, B(X)). In
an abuse of notation, we shall use the same notation for a probability measure and its density w.r.t. Lebesgue measure;
i.e. v(dz) = v(z)dz. We also use the standard notation v/(¢)) = [ ¢(x)v(z)dz for any test function 1. In the interest of
notational clarity, we will remove subscript 6, ¢ where unnecessary in further workings.

We denote {a®};> the predictive distributions where a® () = p(2;|y1.+_1) for t > 1 and oM (z1) = p(x;) while
{B®};>1 denotes the filtering distributions; i.e. 3% (z;) = p(z¢|y1.¢) for t > 1.

Using this notation, we have

a<”<¢o::L/“w(xt>f<xtm&4¢>ﬁ<**“<zt71>dxt71dzt:::6“*4>f<w>7 (24)

aO(g(url 1) BED(F(glurl )
(t) _ —
P = "0~ B (gwl) )

More generally, for a proposal distribution g(x¢|xt—1,y:) # f(a¢|zi—1) with parameter ¢ # 0, the following recursion
holds

B D (g(we v))

(t) _
FE0) = 55D (gl

(26)

) f(e|ze—
we(Te—1,0¢) = W(Te—1,Te, Yt) = 9elz) f (el 1)- 27
Q(zt‘xtflvyt)

To simplify the presentation, we will present the analysis in the scenario where ¢ = 6 and q(xt|xt—1,y:) = f(x¢|xi—1) S0
we will analyze (24) for which w¢(x¢—1, ) = g(y:|x:). In this case, the particle approximations of p is denoted py and
fort > 1, «® and B are given by the random measures

1 N ‘ N A R 1 N o
o () = 5 DoU(XD, BN (W) =D win(X]). BV (W) =5 Yo v(XD), 28)
i=1 i=1 i=1

where w o< g(y;|X}) with 31 | wi = 1 and particles are drawn from X} ~ f(:|Xi_,).

Here BJ(\? denotes the weighted particle approximation of 3() while BJ(\? is the uniformly weighted approximation obtained
after the DET transformation described in Section 3.2.
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B.2. Optimal Transport Notation

Recall from Section 2.1, PPT denotes a transport between a*) and /3 (t) with accompanying map T(*). tO TN denotes an

optimal transport between particle approximations agf,) and B](\t,) with corresponding transport matrix, P°T with 4, j entry
p??. To simplify notation, we remove script ¢ when not needed.

Similarly from Section 3.1, POTN denotes the regularized transport between ag\t,) and 6](\?) with accompanying matrix

PO" with 4, j entry pQ} . Recall BJ(\?) =+ S N 04 is the uniformly weighted particle approximation for 5(*) under the

DET, ie. X' = Tg\t,?e(X") = [yPOT-N(dy|z?). Note that X}Q’E will be used where necessary to avoid ambiguity when
comparing to other resampling schemes.

Recall also for p > 0:

WP(a, B) in Eyv)p[llU - V][] (29)

= m
PeU(e,B)

where U («, /3) is the collection of couplings with marginals « and S.

B.3. Assumptions

Our results will rely on the following four assumptions.
Assumption B.1. X C R is a compact subset with diameter

0:= sup |z—yl
T, yeX

Assumption B.2. There exists x € (0, 1) such that for any two probability measures 7, p on X

Wi(rf,pf) < sWh(m, p), kE=1,2.

Assumption B.3. The weight function w® : X — [A, A~'] is 1-Lipschitz for all ¢.

Assumption B.4. There exists a A > 0, such that for all £ > 0 the unique optimal transport plan between o(*) and 3(*) is
given by a deterministic, A-Lipschitz map T®).
C. Auxiliary Results and Proof of Proposition 4.2

We start by establishing a couple of key auxiliary results which will be then used subsequently to establish Proposition 4.2.

C.1. Auxiliary Results

As per section 2.1, let S(an, Bn) denote the collection of coupling matrices between ay = Zi\;l a;0yi with a; > 0 and
BN = Zf\il bidx:. We also denote entropy by H where H(P) = 3", . p; jlog(1/p; ;) for P = (p; ;)i ; € S(an, BN).
Lemma C.1. The entropic radius, Ry, of simplex U(an, Bn) may be bounded above as follows

Ry = max H(P,) - HP>y) <2log(N
" P, ,PyeS(an,BN) ( 1) ( 2)7 g( )

Proof. Notice that —H (P) is convex, so that H(P) is concave.

1 1 1
> i 10%( _ ) = N*> " sapilog <p_ )
%7

bi,j i,j 2]

2 1

1
< N’H e} > pij | =N?H(1/N*)=N e

2]

log(N?) = 2log(N).
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In addition since p; ; < 1 for all 4, j, we have that H (P) > 0 and therefore we can bound

Ry = H(P,) — H(Py) < H(P,) < 2log(N).
H = WaX (P1) (2)*P1e§(13§,m (P1) < 2log(N)

O

Lemma C.2. Let X C RY be compact with diameter d > 0. Suppose we are given two probability measures o, 3 on X with
a unique deterministic, \-Lipschitz optimal transport map T while o = Zfil a;0yi with a; > 0 and Sy = Zf\;l bidxi.
We write POTN, resp. POTN| for an optimal coupling between oy and By, resp. the e-regularized optimal transport plan,
between oy and By. Then

{/ lly — T(x)||27DEOT’N(dx, dy)} : < o\l/2gl/2 [01/2 + 5} 2 + max{A, 1} Wa(an,a) + Wa(Bn,5)],

where

E=E(N,e,a, ) = Wa(an,a) + Wa(Bn,B) + \/W-

Proof. From Corollary 3.8 from (Li & Nochetto, 2021)

1/2
{ / IT(2) — y|*PETN (da, dy)} <AV fEn . Wale, B) + én.]/? + AWia(an, ) + Wa(Bx, B),

where ) is the Lipschitz constant of the optimal transport map T sending « to 3, and
1/2
én,e = Walan,a) + Wa(Bn,B) + [ lz = y|PPOTN (A, dy) | — Wa(aw, B). (30)

From Proposition 4 of (Weed, 2018),

> PNV = X7 = Wi(an, Bn) < R,

ij=1,..,N

where Ry is the entropic radius as defined in Lemma C.1.

By Lemma C.1 we therefore have that
[ lle = PPNz dy) ~ Wh(an, B) < 2elog(N)

Since x — / is sub-additive, for r, s > 0 we have that /7 — /s < y/r — s, whence
1/2

[ [l @] - Wata. ) < VacTog .

We thus have
éN,e §W2<aN:O‘)+W2(ﬁN75)+ 2610g(N)

In addition, by Assumption B.1 we have that W;(«, 3) < 9'/2 and the result follows. O

C.2. Proof of Proposition 4.2

Proof of Proposition 4.2. By definition, we have Gy (d%) = [ an(dz)dr, (4 (dE) with Ty (z) = [#POTN(dz|z)
while, as POV belongs toU (o, By ), we also have By (dF) = [ an (dz)POTN(dZ|z). We then have for any 1-Lipschitz
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function

() = ()] = | [ | [ 0@ = o 0P @) ax(an)

< [[16@) — v (Tx ) an (@ PO )

< [[ 17 = Tu ) PO i, a2)

2

< (/[ 12 =Tl pOm s am))

< ( [fve- T<x>|2P?T’N<dx,df>)é ,

where the final inequality follows from the fact that for any random vector V' the mapping v + E[||V — v||?] is minimized
at v = E[V]. The stated result is then obtained using Lemma C.2. O

D. Proof of Proposition 4.3

For technical reasons, we analyse here a slightly modified PF algorithm where
N . 1N
t iiid 3(t—1 >
o) = Db, XA = 3 () @31
j=1 j=1
instead of the standard version where one has
1N
. . iy
=g (i)
=

This slightly modified version of the bootstrap PF was analyzed for example in (Del Moral & Guionnet, 2001). The analysis
does capture the additional error arising from the use of DET instead of resampling. Similar results should hold for the
standard PF algorithm. The main technical reason for analysing this modified algorithm is our reliance on Theorem 2
of (Fournier & Guillin, 2015); analysing the standard PF algorithm requires a version of (Fournier & Guillin, 2015) for
stratified sampling and will be done in future work.

Proposition D.1. Suppose that Assumptions B.1, B.2 and B.3 hold. Suppose also that given B](\t,fl), ag\t,) is defined through
(31). Define the functions

F(z) =z +\OK1(A0)z

x, d<4
fa(z) = log(2f—1/a¢)’ d=4
z9/2, d> 4.
_1 [log(C/d
FNesd (@) =F (m +y/fa ! (g(ﬁj\/))) ’
L .o 1/2 V2040 1/2
565’5,N’d(x) =2\ |:]'—N_’€7§’d (x) ++/2¢log N} [D + FN,e5.d () +/2¢elog N}
+ A6FN,e.0.a () + max{\, 1} Fnes.4 (). (32)
Then for any €,6 > 0 we have with probability at least 1 — 6, over the sampling step in (31), that
W (Y. 89) < 6o 2 (B0, 84°D))] (33)

In particular ifVVg(BJ(\t,_l)7 BE=DY = 0and ey = o(1/1log(N)) as N — oo we have that

WQ (B](\?v 5(t)) - 07
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in probability.

Proof of Proposition D.1. To keep notation concise we write for N > 1

an = CYE\?: a?\/' = B](\f'il)fa BN = B](\?)a ﬁN = B](\iil)'

Controlling W, (S, ). Let ¢ be 1-Lipschitz. Without loss of generality we may assume that 1)(0) = 0 since otherwise
WE can remove a constant.

B (w) - By)] = [ 2] 2)
an(@p)  o(wd)| | |awp)  alwy)
= Tan@) o) ’ T larw) " o)
< A jaw (@) — a(wi)] + A2a(wh)ax(w) — a@)]

At this stage notice that
[(w)'] < W]+ || < Y]l + [wlloo-
Notice that
()] = [¢(x) = (0)] < |z — 0] <.
Therefore we have that

(@) ] <o+ AT,
and thus w is (0 + A~1)-Lipschitz. It follows that
1B () = B()| < A7 an (W) — a(wi)] + A2 a(wi)|an (W) — a(w)]

<A+ ATYWi(an, a) + AT30W (an, @)
= K (A, o)W (an, a).

Therefore we have that
Wi(Bn, B) < K1(A, 0)Wi(an, ). (34)

Notice that using the compactness of the state space we easily get also that

Wa(Bn, B) < VWi (Br, B) < VOE1(A, )W (an, a) < VoK (A, )W (an, @), (35)

since clearly Wi (p, o) < Wh(p, o) for any two probability measures p, o
Controlling W, (B N,e, 3). Again supposing 1 is 1-Lipschitz, and (0) = 0, consider

Bn () — ’ = ‘/d} Tne(z))an(dz) — /w x))o(dw)

< ‘ [oTatenants) - [w(r)ayds

+ ‘ [or@axs) - [o(T@)acs)

For the second term, using the fact that T and v are A- and 1-Lipschitz respectively, we have that 1) o T is A-Lipschitz and
therefore

‘/w(T(ﬂﬂ))aN(dx) - /w(T(ﬂﬁ))a(dw) < MWi(an,a) < IWWs(ay, @),
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where we used Assumption B.2 for that last inequality For the first term recall that using Cauchy-Schwarz and Jensen we get

\ [on@pan(an) - [vT@)ay(a)

< / Ty (@) - T(@)] cu (da)
</ \ [vPsctw.dy) - @)
g/ ly — T(z)| an(dz)Py,e(, dy)

< { / / ly — T(2)|” an(dz)Py.c(z, dy)] "

Here we can directly apply Lemma C.2 to obtain

ay(dz)

{/ ly — T(2)* an(dz)Py..(z, dy)] v

1/2
< 2\l/2g1/2 [a1/2 n 5} +max{\, 1} W (an, @) + Wa(Bx, 8)],

where
E:=En,e,, B) = Wh(an,a) + Wa(Bn, B) + /2¢log(N).

From (35) we have that

Wa(an, @) + Wa(Bn, B) < Wa(an, @) + VK (A, 0)Wa(an, ).

Next we want to bound W5 (ay, o). Notice first that

Wala, a) < Walaw, ) + Walal,a) < Walaw, aly) + oWy (B0, 8¢°D),

by Assumption B.2.

To control the other term we use (Fournier & Guillin, 2015) to obtain a high probability bound on Wh(ap, oy ). In
particular, using Theorem 2 from (Fournier & Guillin, 2015), with & = co since we are in a compact domain, that for some

positive constants C, ¢ we have
P [Wi(an,dly) > 2] < Cexp [-cNfi(z)],

where
x, d<4
fal@) = geirey d=4
z4/2, d>4.

In particular, for any § > 0, with probability at least 1 — § over the sampling step in I’y we have that

Wa(an, aly) < \/W'

Assuming that d > 4 the rate then is of order N ~'/¢ as expected.

Therefore with probability at least 1 — & over the sampling step we have that

Wa(an, o) + Wa(Bn, B) < FN.esd (Wz (Bj(\trfl)ﬁ(t*l))) )

Fnesd(x)=F (mc + 4 /fd_l <10g£]6\;/5)>> , F(z) =z + oK1(A )z

where

(36)

(37

(38)

(39)
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Thus overall we have with probability at least 1 — & over the sample

Wa(Bn.e, B) < /oW1 (BN, B) < Gesna (W2 (3%71)75(%1))) ,

where

Lo 1/2 V21 1) 1/2
565,5,1\7,(1(95) =2\ [-FN,e,é,d (x) + +/2¢log N} [0 + Fies,d () + v/ 2elog N}
+ AeFN.e.5.d (m) + max{)\, 1}}—]\]7675@ (m) .
In particular notice that if we set ey = 0o(1/log N) and x = o(1) we have

Q5eN,5,N,d($N) — 0.

Therefore, notice that if ey = 0(1/log N) and Wy (i, jt) — 0, then for any > 0 we have that
P |:W2 (BN7E7B) > 1} < ]P)[WQ(OliN,OéN) > xl],

for some z’ that does not depend on N, where the probability is over the sampling step. The convergence in probability
follows. =

Proposition D.2. Let uy = & Zi\il dxi where Xi Lig- p = q(-|ly1) for i € [N] and suppose that for t > 1, ag\t,) is

defined through (31). Under Assumptions B.1, B.2, B.3 and B.4, for any 6 > 0, with probability at least 1 — 26 over the
sampling steps, for any bounded 1-Lipschitz 1, for any t € [1 : T, the approximations of the filtering distributions and
log-likelihood computed by DPF satisfy

B9 W) - BOW) <69 1 v <\/ fi (““ﬁ"”)) (40)
pn(yrr)| _ K . L _, (log(CT/é)
‘10 m < Ztrerﬁi}j(“] Lip [g(yt | )] ;66,6/T,N,d fd ! <C]V) “41)

where C'is a finite constant independent of T, & s/ N4, fa are defined in (32), and Lip[f] is the Lipschitz constant of the
function f. Qﬁit;/T g denotes the t-repeated composition of function & s N q. In particular, if we set ey = o(1/log N)

‘log pN(ylzT) -0,

p(yr.1)

in probability.

!/ ~
Proof of Proposition D.2. Following the proof of Proposition D.1, we define ag\? = Bj(\t,_l) fandfort € [1: T, the events

! _1 (log(CT/9)
Ay =Wy (ag\t,),ag\t,)) S\/fdl((cN/ >

We know from Theorem 2 in (Fournier & Guillin, 2015) that P(A;) > 1 — 6/, where the probability is over the sampling
step. In particular we have that

T T
N4 4t
t=1 t=1

Notice that on the event ﬁleAt, iterating the bound (33) we have

N
P =1-P zl—ZP[A§]21—T%:1—5.
t=1

W (B%)> B(t)) < ng()S/T,N,d (WZ (MNv M)) )
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with probability at least 1 — §. Again by Theorem 2 in (Fournier & Guillin, 2015) we have that with probability at least 1 — §

Wa(pn, 1) < \/fdl (bg(g\,T/a)>

Therefore with probability at least 1 — 2§ we have

t _1 (log(CT/6
®£,()3/T,N,d <\/fd ' (Og(CN/)>> :

It remains to prove (41). Note that | log(z) — log(y)| < mlli{ff‘y} for any z,y > 0 so

T
|10gﬁ(y1:T) log p(y1.7) Z log p(ye|y1:e—1) — Ing(yt|y1:t71)|

T i
< Z D yt|y1t 1) (yt|y1:t71) ‘
e BWelyr:e—1), p(yely1:e-1))

| /\

min
T
Z (Welyre—1) — p(yelyr:e—1)| (42)

where A is defined in Assumption B.3.

The term in line (42) may be written as follows

ﬁ(yt\yl:t—ﬂ - P(yt\yl:t—ﬂ

— [ [ stwlen sz @) - [ gtk s@afa-)i @)
=By () = B (h)
for A2 < h(z) == [ g(y¢|2’) f(z'|z)da’ < A~2. At this point notice also that

h(z) — h(z') = / F(dwle)g(y: | w) — / F(dwl gy | w)

:/6w(dz)/f(dw|z)g(yt \ w)—/éx/(dz)/f(dwlz)g(yt | w)

= [0 f1[g(ye | )] = [0ar f1lg (e | -)]
< Lip [g(ye | )IWr (02 f, 00 ) < LD [g(ye | )] Wi (02, 02r) = wLip [g(y: | )] |z — 2],

by Assumption B.2. It follows therefore that A is Lipschitz and therefore that
Pelyne1) = pludyne—) = B§ () = B4V (h) < wLip [glye | )W (8577,507Y)

Combining (40) and (42), and using the fact that W; < W, we thus get

T
| 1og p(yr) — logp(yrer)| < A™'w' Y Lin[g(ye | )] Wr (BY . 50)

t=1
T
(t) -1 (1o8(CT/9)
< ' SN

where the last inequality holds with probability at least 1 — ¢ over the sampling steps.

The convergence in probability follows from the corresponding statement of Proposition D.1.
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E. Additional Experiments and Details
E.1. Linear Gaussian model

We first consider the following 2-dimensional linear Gaussian SSM for which exact inference can be carried out using
Kalman techniques:

th{Xt,1 = 1’} ~ N(dmg(@l 02)1’,0512) s Y;El{Xt = .T} ~ N(QT, 0.1- 12) (43)

We simulate 7 = 150 observations using 6 = (61, 65) = (0.5,0.5). As a result, we expect in these scenarios that the
filtering distribution pg (¢ |y1.¢) is not too distinct from the smoothing distribution pg (+|y1.7) as the latent process is mixing
quickly. From Proposition 4.1, this is thus a favourable scenario for methods ignoring resampling terms in the gradient as
the bias should not be very large. Figure 1, displayed earlier, shows £(6) obtained by Kalman and [ (6; 1) computed regular
PF and DPF for the same number N = 25 of particles using gy (z¢|zi—1, y:) = fo(xi|zi—1). The corresponding gradient
vector fields are given in Figure 1, where the gradient is computed using the biased gradient from (Maddison et al., 2017;
Naesseth et al., 2018; Le et al., 2018) for regular PF.

We now compare the performance of the estimators éSMLE (for DPF) and éELBO (for both regular PF and DPF) learned using
gradient with learning rate 10~% on 100 steps, using N = 25 for DPF and N = 500 for regular PF, to fmie computed
using Kalman derivatives. We simulate M = 50 realizations of 7' = 150 observations using 6 = (61, 62) = (0.5,0.5). The
ELBO stochastic gradient estimates are computed using biased gradient estimates of £g o (6) ignoring the contributions of
resampling steps as in (Maddison et al., 2017; Naesseth et al., 2018; Le et al., 2018) (we recall that unbiased estimates suffer
from very high variance) and unbiased gradients of /EXB9(#) using DPF. We average B parallel PFs to reduce the variance
of these gradients of the ELBO and also B PFs (with fixed random seeds) to compute the gradient of ZZSMLE(g;ul: B) =
LS 4(6;uy). The results are given in Table 4. For this example, G275 maximizing (5580 (6) outperforms 5t 5, and

fsmLe. However, as B increases, fswig gets closer to 62FE which is to be expected as fsyig(6; uy.p) — (FXBO(6). In

Table 4, the Root Mean Square Error (RMSE) is defined as \/ DD D (e O )

Table 4. 10% x RMSE"* over 50 datasets - lower is better

NPF NDPF )
B OELBO HELBO OsmLE

1.94 1.30 794
2.40 1.35 3.28
10 2.80 1.37 2.18

A=

E.2. Variational Recurrent Neural Network

N = 32 particles were used for training, with a regularization parameter of € = 0.5. The ELBO (scaled by sequence length)
was used as the training objective to maximise for each resampling/ DET procedure. The ELBO evaluated on test data using
N = 500 particles and multinomial resampling. Resampling / DET operations were carried out when effective sample
(ESS) size fell below N/2. Learning rate 0.001 was used with the Adam optimizer.

Recall the state-space model is given by

(R¢,O) = RNNg(R¢—1, Y141, Eo(Z1-1)),
Zy ~ N (po(0r),09(0r)),
bt = ho(Eg(Zt), Or),
Y:| X ~ Ber(p).

Network architectures and data preprocessing steps were based loosely on (Maddison et al., 2017). Given the low volume of
data and sparsity of the observations, relatively small neural networks were considered to prevent overfitting, larger neural

“The Root Mean Square Error (RMSE) is defined as /- S22 S°M (0F — éfdeE’i)?A
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networks are considered in the more complex robotics experiments. R; is of dimension d,. = 16, Z; is of dimension d, = 8.
Ey is a single layer fully connected network with hidden layer of width 16, output of dimension 16 and RELU activation.

1o and oy are both fully connected neural networks with two hidden layers, each of 16 units and RELU activation, the
activation function is not applied to the final output of yy but the softplus is applied to the output of oy, which is the diagonal
entries of the covariance matrix of the normal distribution that is used to sample Z;.

hg is a single layer fully connected network with two hidden layers, each of width 16 and RELU activation. The final output
is not put through the RELU and is instead used as the logits for the Bernoulli distribution of observations.

E.3. Robot Localization

Similar to the VRNN example, N = 32 particles were used for training, with a regularization parameter of ¢ = 0.5 and
resampling / DET operations were carried out when ESS size fell below N/2. Learning rate 0.001 was used with the Adam
optimizer.

Network architectures and data preprocessing were based loosely on (Jonschkowski et al., 2018). There are 3 neural
networks being considered:

* Encoder Ey maps RBG 24 x 24 pixel images, hence dimension 3 x 24 x 24, to encoding of size dp = 128. This
network consists of a convolutional network (CNN) of kernel size 3 and a single layer fully connected network of
hidden width 128 and RELU activation.

* Decoder Dy maps encoding back to original image. This consists of a fully connected neural network with three
hidden layers of width 128 and RELU activation function. This is followed by a transposed convolution network with
matching specification to the CNN in the encoder, to return an output with the same dimension as observation images,
3 x 24 x 24.

¢ Network GGy maps the state S; = (Xt(l), Xt(2), v¢) to encoding of dimension 128. First angle ~; was converted to

sin(7y;), cos(7;). Then the augmented state (Xt(l), Xt(2), sin(7y;),cos(7y:)) was passed to a 3 layer fully connected
network with hidden layers of dimensions 16, 32, 64 and RELU activation function, with final output of dimension 128.
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Rethinking Initialization of the Sinkhorn Algorithm

James Thornton
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Abstract

While the optimal transport (OT) problem was
originally formulated as a linear program, the ad-
dition of entropic regularization has proven ben-
eficial both computationally and statistically, for
many applications. The Sinkhorn fixed-point al-
gorithm is the most popular approach to solve
this regularized problem, and, as a result, multiple
attempts have been made to reduce its runtime
using, e.g., annealing in the regularization param-
eter, momentum or acceleration. The premise
of this work is that initialization of the Sinkhorn
algorithm has received comparatively little atten-
tion, possibly due to two preconceptions: since
the regularized OT problem is convex, it may not
be worth crafting a good initialization, since any
is guaranteed to work; secondly, because the out-
puts of the Sinkhorn algorithm are often unrolled
in end-to-end pipelines, a data-dependent initial-
ization would bias Jacobian computations. We
challenge this conventional wisdom, and show
that data-dependent initializers result in dramatic
speed-ups, with no effect on differentiability as
long as implicit differentiation is used. Our ini-
tializations rely on closed-forms for exact or ap-
proximate OT solutions that are known in the
1D, Gaussian or GMM settings. They can be
used with minimal tuning, and result in consistent
speed-ups for a wide variety of OT problems.

1 Introduction

The optimal assignment problem and its generalization, the
optimal transport (OT) problem, play an increasingly impor-
tant role in modern machine learning. These problems de-
fine the Wasserstein geometry (Santambrogio, 2015; Peyré
et al., 2019), which is routinely used as a loss function

Proceedings of the 26" International Conference on Artificial Intel-
ligence and Statistics (AISTATS) 2023, Valencia, Spain. PMLR:
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Marco Cuturi
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in imaging (Schmitz et al., 2018; Janati et al., 2020), but
also used to reconstruct correspondences between datasets,
as for instance in domain adaptation (Courty et al., 2014,
2017) or single-cell genomics (Schiebinger et al., 2019).
Several recent applications use OT to obtain an intermediate
representation, as in self-supervised learning (Caron et al.,
2020), balanced attention (Sander et al., 2022), parameter-
ized matching (Sarlin et al., 2020), differentiable sorting and
ranking (Adams and Zemel, 2011; Cuturi et al., 2019, 2020;
Xie et al., 2020a), differentiable resampling (Corenflos et al.,
2021) and clustering (Genevay et al., 2019).

Sinkhorn as a subroutine for OT. A striking feature of all
of the approaches outlined above is that they do not rely
on the linear programming formulation of OT (Ahuja et al.,
1988, §9-11), but use instead an entropy regularized formu-
lation (Cuturi, 2013). This formulation is typically solved
with the Sinkhorn algorithm (1967), which has gained pop-
ularity for its versatility, efficiency and differentiability.

Ever Faster Sinkhorn. Given two discrete measures, the
Sinkhorn algorithm runs a fixed-point iteration that out-
puts two optimal dual vectors, along with their objective—a
proxy for their Wasserstein distance. Because Sinkhorn is
often used as an inner routine within more complex archi-
tectures, its contribution to the total runtime may result in a
substantial share of the entire computational burden. As a
result, accelerating the Sinkhorn algorithm is crucial, and
has been explored along two lines of works: through faster
kernel matrix-vector multiplications, using geometric prop-
erties (Solomon et al., 2015; Altschuler et al., 2019; Scetbon
and Cuturi, 2020), or by reducing the total number of itera-
tions needed to converge, using e.g. an annealing regular-
ization parameter (Kosowsky and Yuille, 1994; Schmitzer,
2019; Xie et al., 2020b), momentum (Thibault et al., 2021;
Lehmann et al., 2021), or Anderson acceleration (1965), as
considered in (Chizat et al., 2020).

Initialization as a Blind Spot. All methods above are,
however, implemented by default by setting initial dual
vectors naively at 0.

To our knowledge, initialization schemes have only been
explored in a few restricted setups, such as semi-discrete
settings in 2/3D (Meyron, 2019), or for discrete Wasser-
stein barycenter problems (Cuturi and Peyré, 2015). We
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argue that careful initialization of dual potentials presents
an overlooked opportunity for efficiency.

Contributions. We propose multiple methods to initialize
dual vectors. Contrary to concurrent and complementary
work by Amos et al. (2022), our initializers are not trained,
and not limited to fixed support setups. They require mini-
mal hyperparameter tuning and result in small to negligible
overheads. To do so, we leverage closed-form formulae and
approximate solutions for simpler OT problems, resulting
in the following procedures:

* We introduce a method to recover dual vectors when the
primal problem solution is known in closed-form, and
apply this to the non-regularized 1D problem. We show
that initializing Sinkhorn with these vectors results in
orders of magnitude speedups that can be readily applied
to differentiable sorting and ranking.

» When the ground cost is the squared L2 distance in R¢,
d > 1, we leverage closed-form dual potential functions
from the Gaussian approximation of source/target mea-
sures, and evaluate them on source points to initialize the
Sinkhorn algorithm. We extend this by introducing an
approximation of OT potentials for Gaussian mixtures.

* Finally we reformulate the multiscale approach of (Feydy,
2020, Alg. 3.6) as a subsample initializer.

We provide extensive empirical evaluation, and compare our
approaches to other acceleration methods. We show that
our initializations are robust and effective, outperforming
existing alternatives, yet can also work in combination with
them to achieve even better results.

2 Background material on OT

2.1 Entropic Regularization and Sinkhorn

Given two discrete probability measures p = Y ; a;d,, and
v o= Yb6, in P(RY), where a=(ay,...,an),
b=(by,...,by) are probability weights and
(X1,...,%X,) €ERP™ (y1,...,ym) e R™™, the entropy
regularized OT problem between p and v parameterized by
€ > 0 and a cost function ¢ has two equivalent formulations,

min (P,C)—e(P,log(P)-1), (1)
PR P1,,=a,P"1,=b

f g
e Euvec(f,g)=(f,a)+(g,b) ~efez Ke=). ()
where C := [¢(x4,y;)]i,;, with corresponding kernel K :=
e~C/=. While (f,g) are unconstrained for ¢ > 0, the regu-
larization term converges as € — 0 to an indicator function
that requires f; + g; < c(x;,y;).

The Sinkhorn Algorithm. Algorithm 1 describes a se-
quence of updates to optimize f,g in (2). When w = 1,
these updates correspond to cancelling alternatively the gra-
dients V1&,, ,.c.o(f,g) (line 4) and Vo&,, 1 .- (f,g) (line

Algorithm 1: Sinkhorn’s Algorithm

1: Input: a,b,C, > 0,w > 0,0 g0

2: Initialize: f < £(0) g « g(®

3: while not converged do

4: f<«w(eloga-min.(C-feg))+f
5: g« w(clogb-min (CT -gef))+g
6: end while

7: Returnf, g

5) of the objective in (2). These updates use the row-wise
soft-min operator min,, defined as:

Given S =[S, ;], min.(S) := [~elog (17 5:/%)],

and the tensor addition notation f & g = [f; + g;]; ;. The
runtime of the Sinkhorn algorithm hinges on several factors,
notably the choice of . Several works report that hundreds
of iterations are typically required when using fairly small
regularization ¢ (e.g. 500 in Salimans et al. 2018, App.B).
These scalability issues are compounded in advanced appli-
cations whereby multiple Sinkhorn layers are embedded in
a single computation or batched across examples (Cuturi
et al., 2019; Xie et al., 2020a; Cuturi et al., 2020). To miti-
gate runtime issues, popular acceleration techniques such
as fixed (Thibault et al., 2021) or adaptive (Lehmann et al.,
2021) momentum approaches, as well as Anderson accel-
eration (Chizat et al., 2020) have been considered. While
acceleration methods are known to work well when ini-
tialized not too far away from optima (d’ Aspremont et al.,
2021), all common implementations (Flamary et al., 2021;
Cuturi et al., 2022) initialize these vectors to (0, 0,,,).

2.2 Dual Variables in the Sinkhorn Algorithm

On starting closer to the solution. While the Sinkhorn
algorithm will converge with any initialization, the speed of
convergence is bounded by (Peyré et al., 2019, Rem. 4.14):

[£9 — £ var < [ — £ [uar A (K)*", ©)

where () denotes the potential vector f obtained after run-
ning Algorithm 1 for £ iterations, f* the optimal potential,
and deviation is measured using the variation norm. A(K)
reflects conditioning in K (Peyré et al., 2019, Theorem 4.1),
determined by the range and magnitude of costs evaluated
on (x;,y;) pairs relative to e. Since 0 < A(K) < 1, the
Sinkhorn algorithm converges more slowly as A(K) ap-
proaches 1. The motivation to obtain a better initialization
relies on targeting the initial gap in | £(0) — £*| .

Two or One Dual Initializations? While Algorithm 1 lists
two initial vectors (£(%), g(®)) a closer inspection of the
updates shows that only a single dual variable is needed:
when starting with an iteration updating g, only f(®) is
required (the reference to g is only there for numerical
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stability). Conversely, only g(?) is required when updating
f. Since only one is needed, we supply by default the
smallest vector when n # m, and set the other to 0.

Differentiability and Dual initialization. Any output of
the Sinkhorn fixed-point algorithm can be differentiated us-
ing unrolling (Adams and Zemel, 2011; Hashimoto et al.,
2016; Genevay et al., 2018, 2019; Cuturi et al., 2019; Caron
et al., 2020). This approach has, however, two drawbacks:
its memory footprint grows as L(n + m), where L is the
number of iterations needed to converge, and, more fun-
damentally, it prevents us from using more efficient steps,
such as adaptive momentum and acceleration, because they
typically involve non-differentiable operations. These issues
can be avoided by relying instead on implicit differentia-
tion (Luise et al., 2018; Cuturi et al., 2020; Xie et al., 2020b;
Cuturi et al., 2022), which only requires access to solutions
f*, g to work. We recall how this can be implemented for
completeness. Introducing the following notations:

F:p,v,c,e " g* optimal solutions to (2),

V1g ,V,c,s(f7 g)
VQg;L,V,C,s(f7 g) ’

one has that H(u,v,c,e, F(u,v,c,e)) = Opim, which is
the root equation that can be used to instantiate the implicit
function theorem, to recover the Jacobian of the outputs
of F' (i.e. f*,g*) w.rt. any variable “®” within inputs.
As a result, the transpose-Jacobian of F' applied to any
perturbation of the size of m (the only operation needed
to implement reverse-mode differentiation) is recovered as
(where ... is a shorthand notation for m, (f*, g*)):

H:I’L7V7C7E7f7g'_>[

Trm( ) 2= -Tua(. ) (T )") 2
All of these operations can be instantiated easily using v jp
Jacobian operators (Bradbury et al., 2018) and linear sys-
tems that rely on linear functions (rather than matrices) as
detailed in (Cuturi et al., 2022). These computations only re-
quire access to optimal values £*, g*, not the computational
graph that was needed to reach them.

2.3 Closed-Form Expressions in Optimal Transport

A few closed-forms for unregularized (¢ = 0) OT are known.
Some of these closed forms rely on the Monge formulation
of OT, recalled for completeness for two measures j, v €
P(R?) in (4), using the push-forward § notation, as well
as the dual formulation of OT in (5), using the convention
f(y) == ming ¢(x,y) - f(x), the c-transform of f.

min /c(x,T(x))du(x). (€]
T:RY>R?
Typ=v

We review two relevant cases, where either an optimal cou-
pling P* (for € = 0) in the primal formulation of (1), or an

Figure 1: Transport map (black) from Gaussian approxima-
tions (dashed) of S-curve (green) and two-moons (red)

optimal map T to (4) can be obtained in closed form. We
show in §3 how these solutions can be leveraged to recover
initialization vectors £(°) and g(%) for Alg. 1.

OT in 1D. For univariate data (d = 1), and when the cost
function c is such that —c is supermodular (d¢/0xdy < 0),
a solution P~ to (1) can be recovered in closed form (Chi-
appori et al., 2017; Santambrogio, 2015, §3). Writing
o, p for sorting permutations of the supports of x and v,
Tg, << T, and y,, < ... Yy, asolution P* is given
by the north-west corner solution NW(a,, b,,), where a,
and b, are the weight vectors a, b permuted using o and p
respectively (Peyré et al., 2019, §3.4.2).

Gaussian. The Monge formulation of the OT problem (4)
from a Gaussian measure 91; = A (my,3;),3; > 0, to
another 91y = N (my, 3>), is solved by (see also Fig. 1):

T*(x) = A(x-m;) + my, A =3 (225,52)Ex 2,
The optimal dual potential f* is a quadratic form given by
(%)= %XT(I—A)X+ (my - Am;)"x,  (6)

which recovers 7" = Id - V f*. The OT cost between 91y
and s is known as the Bures-Wasserstein distance:

W3 (M, Ny) = [my —my|* + B3 (51, 5s),

1 11 )
63(21722) = tr(Zl + 22 — 2(2%222%)5) )

3 Crafting Sinkhorn Initializations

We present important scenarios where careful initialization
can dramatically speed up the Sinkhorn algorithm. We start
with the 1D case (§3.1), where entropic transport has been
used recently as a possible approach to obtain differentiable
rank and sorting operators. We follow with the generic
and by now standard multivariate OT problem in R? with
squared-L2 ground cost, using Gaussian approximations
(§3.2) and an extension to mixtures (§3.3).

3.1 Initialization for 1D Regularized OT

Ranking as an OT problem. Using a cost c on R x R
such that dc/Oxdy < 0, sorting the entries of a vector x =
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(x1,...,2y,) € R™ can be recovered using a solution P* to
(1), setting ¢ = 0, a = 1,,/n, and v to a uniform measure on
n increasing numbers, e.g. y = (1,2,...,n). The ranks of
the entries of x are then nP*z, where z = (1,2, ...,n), and
its sorted entries as nP*7 x (Cuturi et al., 2019).

Differentiable Ranking. A differentiable and fractional
soft sorting/ranking operator can be derived from entropy
regularized couplings, using instead a solution P, to (1,
€ > 0) to form nP.z and nPETx (Cuturi et al., 2019), with
the possibility to use a different target size m or non-uniform
weights a, b. A practical challenge of that approach is that
the number of Sinkhorn iterations needed for the coupling
to converge can be typically quite large, see Figure 3 and
further results in Appendix B.1.

Dual 1D Initializers. Regularized 1D OT problems often
require a small regularization € to be meaningful, in order
to recover rank approximations that are not too smoothed,
which then requires many Sinkhorn iterations to converge.
To address this, we introduce an initializer using potentials
for the non-regularized problem (¢ = 0). Our strategy to
pick initialization vectors for Algorithm 1 is upon first
glance deceptively simple: sort x, recover a primal solution
P~ (the North-West corner solution) that is guaranteed to
solve (1); turn it into a pair of optimal dual vectors £, g; for
the same unregularized problem, and seed them to Alg. 1 to
solve 2 with € > 0. While obtaining P* only requires a sort,
efficiently recovering a corresponding dual pair (f7, g;) is
less straightforward. In principle, duals may be obtained
by solving an elementary cascading linear system using
primal-dual conditions (Peyré et al., 2019, §3.5.1). That
approach does not always work, however, when the size
of the support of P~ is strictly smaller than n + m — 1 (it
results in a system that has less equalities than variables),
which is the case in the original ranking problem, where
n =m. Sejourne et al. (2022, Alg.1) propose an algorithm
to construct f;, g in 7 +m sequential operations, interlaced
with conditional statements. We consider a more generic
algorithm that works in higher dimensions, but which, when
particularized to the 1D case, results in the DUALSORT
Algorithm 2 (see also Appendix E), a parallel approach with
larger O(nm) complexity, but simpler to deploy on GPU,
since it only requires a handful of iterations to converge,
each directly comparable to that of the Sinkhorn algorithm.
See application to experiments in §4.1 and §4.2.

Algorithm 2: DUALSORT Initializer

1: Input: Cost matrix C = [¢(zo,,¥,,)] for the sorted
entries of input vectors X, y entries, see §2.3.

2: Initialize: f = 0

3: while not converged do

40 f < minge (C - diag(C)17 + f17)
5: end while

6: Return f

3.2 Computing Dual Initializers from Gaussian OT

From optimal potentials to dual initializers. We
leverage Gaussian approximations to obtain an efficient
initializer, coined GAUS, for the Sinkhorn problem, when
c(x,y) = |z - y||3, notably when n > d.

To do so, and given two discrete empirical measures j and
v, compute their empirical means and covariance matri-
ces (m,,3,) and (m,,3,), to recover a dual potential
Sfunction f* from (6) that solves the Gaussian dual OT
problem, where A in that equation can be obtained by re-
placing 3; with X3, and X5 with X,. Next, evaluate that
quadratic potential on all observed points of the first mea-
sure [f(0]; < f*(x;) (or alternatively the second measure
if m < n) to seed the Sinkhorn algorithm.

Table 1: Toy examples, n = m = 1024, d = 2, 200 runs.

# Tterations (mean = std)
Init O Init Gaus

120.0+ 0.0 11.0+0.0
137.2+16.7 49.6 +14.8
236.0+24.3 454+9.7

Dataset

2-moons
S curve / 2-moons
3 Gaussian blobs

Complexity. Solving OT on the Gaussian approximations
of i, v, requires computing means and covariance matrices
O((n +m)d?), as well as matrix square-roots and their
inverse, using the Newton-Schulz iterations (Higham, 2008)
at cost O(d?). The GAUS initializer is therefore particularly
relevant in settings where d << n, which is typically the
regime where OT has found practical relevance.

Implementation. Our experiments show that GAUS often
works significantly better, than the default null initialization,
notably with toy datasets (see Table 1), but also when
computing OT on latent space embeddings as shown in §4.3
and §4.4, or to word-embeddings as demonstrated in §4.5.
The overhead induced by the computations of dual solutions
is naturally dictated by the tradeoff between n (the number
of points) and d (their dimension). In all cases considered
here that overhead is negligible, but explored with more care
in Appendix C. Note that many of the matrix-squared-roots
computations can be pre-stored for efficiency, if the same
measure £ is to be compared repeatedly to other measures.

3.3 Gaussian Mixture Approximations

The Gaussian initialization approach can be extended to
Gaussian mixture models (GMMs), resulting in greater flex-
ibility, yet pending further approximations. This requires
the additional cost of pre-estimating GMMs for each input
measure. By further approximations above, we refer more
explicitly to the fact that, unlike for single Gaussians, we
do not have access to closed-form OT solutions between
GMMs, but instead only “efficient” couplings that return a
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cost that is an upper-bound on the true Wasserstein distance
between two GMMs, as introduced next.

OT in the space of Gaussian measures. Given two Gaus-
sian mixtures p = Zle arpr and 7 = Ziil BTk, assum-
ing each py and 7y, is itself a Gaussian measure, and that
weights ay, and Sy sum to 1. It was proposed in (Chen et al.,
2018) to approximate the continuous OT problem between
p and 7 in the space R? as a discrete OT problem in the
space of mixtures of Gaussians, where each mixture is a
discrete measure on K atoms (each atom being a Gaussian),
and the ground cost between them is set to the pairwise
Bures-Wasserstein distance, forming a cost matrix for (1)
as C = [W(pi,7;)]i; using (7). That optimization results
in two potentials f and g € RY that solve the corresponding
regularized K x K OT problem.
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Figure 2: Gap between the true dual f* and the GMM ap-
proximate dual, for a pair of measures of word embeddings,
as a function of K, the number of mixture components.

Approximating Dual Potentials with GMMs. Our pro-
posed initializer, GMM, is computed as follows. Given
two empirical measures p, v, we fit first two K -component
GMMs 7 and p, then obtain two potential vectors f, geRK
using the Sinkhorn algorithm on a K x K problem, as de-
scribed above. From those potentials, we propose to com-
pute an approximate f dual potential function:

F(x) = 7 p(x), )1 = M' ]

f(x) =17 p(x), [p(x)]« K ondpn(x) ®
that is then evaluated on all n points of . Intuitively this
approximation interpolates continuously the K potentials
depending on probability within mixture. This recovers, in
the limit where K — n, n components with means (z;);
and zero covariance, resulting in the original potential f*.

Complexity. Fitting GMMs cost O(nKd?). Computing
the Bures-Wasserstein distances between two Gaussian mea-
sures would have complexity O(d?) for full covariance ma-
trices and O(d) for diagonal. Computing the cost matrix
for the GMM OT problem would then amount to O(K?2d?)
or O(K?d). Since naive Sinkhorn requires O(Ln?) to run
between pointclouds of size n for L iterations, and so the

proposed GMM initialization may provide, very roughly
and not taking into account pre-storage, efficiency gains
when K?2d « n?.

3.4 Initialization via Subsampling

We next bring attention to a multi-scale approach described
in detail in (Feydy, 2020, Alg. 3.6), which is a competi-
tive baseline for comparison. Although not how originally
described, this approach may be framed as a Sinkhorn ini-
tializer which we call the SUBSAMPLE initializer. The SUB-
SAMPLE initializer builds on the idea of the out-of-sample
extrapolated entropic potentials (Pooladian and Niles-Weed,
2021) that are derived readily from a first resolution of the
OT problem on a subset of points. Let /i, 7 denote uniformly
subsampled measures of ;1 and v of size . << n and M << M.
Write ji = % Yi O, U = # >.; 0., and write f, g the optimal
vector dual potentials obtained for (2) for the same regular-
ization ¢ and cost, but using /i and  instead. An initializer
for £(9, can then be defined by using the entropic potential
function derived from g (or, alternatively from fifn «< m):
y 9 M gi-c(x,z;)
[£O]; = f(x;), with f : x —elog =Y e = . (9
j=1
Although more general than the GMM initializer, the SUB-
SAMPLE initializer requires running Sinkhorn on a subsam-
ple of points 71, ™ that is typically larger than the K x K
problem induced by K -components GMMs. While this may
show in runtime costs, as in Figure 7, the Sinkhorn initial-
izer, on the other hand, not affected by large dimensions.

4 Experiments

In this section we illustrate the benefits of our proposed ini-
tialization strategies. In particular, we apply DUALSORT for
differentiable sorting and soft-0/1 loss from (Cuturi et al.,
2019). We investigate Gaussian (GAUS) initializers for deep
differentiable clustering from (Genevay et al., 2019) and
differentiable particle filtering from (Corenflos et al., 2021).
Finally, we showcase GMM initializers with a document
similarity task. The purpose of these experiments is to show
the benefit of the initializer and not the performance in the
particular task, or in claiming these tasks are original. With
that in mind, we have not performed extensive network pa-
rameter tuning, though we do include some performance
metrics to illustrate that the setups are reasonable. Further
experimental details are given in Appendix B. Experiments
were carried out using OTT—-JAX (Cuturi et al., 2022), in
particular acceleration methods for comparison, but also,
when relevant, implicit differentiation of Sinkhorn’s outputs.

We compare our proposed approaches to the default O initial-
ization typical in most Sinkhorn implementations, in addi-
tion to fixed (Thibault et al., 2021) and adaptive (Lehmann
et al., 2021) momentum, ¢ — decay, as well as Anderson
acceleration (Chizat et al., 2020).
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4.1 Differentiable Sorting

Arrays of size n € {16,32,64,128,256,512,1024} were
sampled in this experiment from the Gaussian blob dataset
(Pedregosa et al., 2011) for 200 different seeds. For each
seed, 1-dimensional Gaussian data was generated from
5 random centers with centers uniformly distributed in
(-10,10) with standard deviation 3. The Sinkhorn algo-
rithm was then ran with the proposed initialization, DU-
ALSORT, and with the default zero initializer, labelled 0.
Other Sinkhorn acceleration methods were also investigated
including Anderson acceleration (And= 5), momentum
(mom. = 1.05), regularization decay (¢ decay = 0.8) and
adaptive momentum (adapt= 10, meaning adaptation is re-
computed after 10 iterations). The parameter values for
these competing methods were pre-tuned following an ini-
tial hyper-parameter sweep.

e e T T
» 26 0 + Default
g == 0 +And.=5
T e == 0 +wmom.=1.05
o2
Qo 0 +adapt.=10
s = - 0 +¢&decay=0.8

2

= DualSort + Default

A 5 6 1 ) 9 A0
2 2 2 2 2 2
Array size, n

Figure 3: DUALSORT with a default Sinkhorn setup domi-
nates all existing acceleration methods implemented when
run with a default O initialization. We plot median, upper
and lower quartiles of iterations needed to converge over
200 seeds for various array sizes (iterations for DUALSORT
include steps for the primal-dual procedure).

Figures 3 and 4 illustrate the dramatic speed-up effect from
using the DUALSORT procedure, with just 3 vectorized
iterations. Figure 3 compares Sinkhorn algorithm with ini-
tialization to Sinkhorn enhanced through other acceleration
method. Figure 4 illustrates the relative-speed up from in-
cluding initialization along with other enhancements where
speed-up is defined as the ratio of iterations using the zero
initializer and the DUALSORT initializer, hence > 1 indicates
an improvement using DUALSORT. DUALSORT comple-
ments existing acceleration methods. When the DUALSORT
initializer is paired with other acceleration methods, we still
observe, no matter which one is used, very large speedups.

Runtime cost. The DUALSORT initializer’s runtime cost
is negligible and took just 0.0012 seconds (s) to run for all
experiments. The resulting absolute speed-up was 0.06s
to 0.13s per OT problem. See further timing details in
Appendices B.1. Note that this speed-up is compounded
when running many thousands of OT problems.
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Figure 4: Relative speed-up from DUALSORT initializer
(higher is better). Median, upper and lower quartiles of
iterations needed to converge over 200 seeds for various
array sizes.

Table 2: Average time in seconds for DualSort with 3 itera-
tions and Sinkhorn iterations to convergence over 200 soft
sorting problems for Gaussian blob data of dimension n

n Initializer Initialization Iterations
32 0 - 0.28
DualSort 0.0012 0.22
64 0 - 0.22
DualSort 0.0012 0.088
128 0 - 0.17
DualSort 0.0012 0.066
256 0 - 0.17
DualSort 0.0012 0.049
512 0 - 0.13
DualSort 0.0012 0.050
1024 O - 0.14
DualSort 0.0012 0.058

4.2 Soft Error Classification

The following experiment demonstrates the differentiability
of the soft-sorting and ranking operations as well as how the
DUALSORT initializer improves computational performance
for real tasks. Let hg : X — R be a parameterized K -label
classifier and R the differentiable ranking operator described
in §3.1. For input x € X, the soft-0/1 loss (or soft-error)
evaluated at labeled (x,y), y < K, is therefore max(0, K —
R(hg(x))y), see (Cuturi et al., 2019) for details.

We follow the experimental setup from (Cuturi et al., 2019).
The classifier network from (Cuturi et al., 2022) is used
for CIFAR-100, consisting of four CNN layers, and a fully
connected hidden layer, full details given in §B.2.

The ¢ regularization was set to 0.01 and the network was
trained until convergence over 10 seeds. DUALSORT initial-
izer was ran with 3 iterations, which, as discussed in §3.1,
is slightly cheaper than two Sinkhorn iterations.
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Figure 5: Accuracy of CNN classifier by Sinkhorn methods
for CIFAR-100 with soft-error loss and € = 0.01

Table 3: Soft-Error: CIFAR 100, mean + std of Sinkhorn
iter./ training step, over 10 seeds

Iterations Runtime (x1072s)
Zero 179+0.1 8.23+0.2
Anderson 12.3+£0.2 5.74+0.2
Momentum 15.7+0.2 7.70+0.2
Adaptive 15.2+0.2 7.38+0.3
e-decay 17.0+0.1  7.99+0.2
DUALSORT 9.7+0.1 5.07+0.3
DUALSORT, Adap. 10.3+0.1 5.27+0.3
DUALSORT, Ande. 8.2+0.1 3.72+0.3

Accuracy on the evaluation set is shown in Figure 5 for
300 epochs. It is clear that, as expected, the Sinkhorn ini-
tialization procedure does not affect training nor accuracy.
However, Table 3 shows that the DUALSORT initializer dras-
tically reduces the number of Sinkhorn iterations needed for
convergence, to compute the soft-error loss and its gradients
at each evaluation.

4.3 Differentiable Clustering

We demonstrate the performance improvement from the
Gaussian initializer on the task of deep differentiable clus-
tering, with the experimental setup of (Genevay et al., 2018).
Differentiable clustering aims at producing a latent repre-
sentation amenable to clustering. This is achieved using a
variational autoencoder (Kingma et al., 2014) with learn-
able, discrete cluster embeddings, and an additional loss
term allocating encodings to cluster embeddings using OT.

For data of dimension d, and latent dimension d., let Fy :
R% — R2*%= and Dy : R% — R% denote an encoder and
decoder respectively, parameterized by 6. Let 1, € R¥*?=
denote cluster embeddings for K clusters. The objective of
differentiable clustering is to learn Ejy, Dy and embeddings
pip € RE*2= This may be achieved by minimizing the loss
72(0) + £°T (¢, 0) for each batch of data (x;);. Here £2(6)

Table 4: Avg. Sinkhorn iter./training step and runtime /
training step mean =+ std for differentiable clustering VAE,
10 seeds, € = 0.001

Iterations Runtime (x 1073 S)
Zero 354.1+7.0 25.4+0.2
e-decay 340.5+17.8 25.1+0.1
Anderson 844.4+26.2 144 +6.7
Momentum 342.5 + 3.7 33.1+1.7
Adaptive 96.6 + 4.1 9.35 +0.02
Gaus 196.6 £ 6.7 16.2+ 0.6
Gaus, Adapt. 68.7+1.3 8.00+0.1

is the standard variational auto-encoder loss and /9T (¢, 6) is
the regularized OT loss from (1) between p = Z,{il %(LL o
and v = Y11 %(52,.,. z; = m; + o;u;, where (m;,0;) =

Eg(Ii), U ~ N(Odzyldz)’ and fii = Do(zl)

We demonstrate this task for MNIST (Deng, 2012) over 10
seeds. Fully connected networks with 4 hidden layers were
used for Fy and Dy, where d, = 32 and d, = 784, further
experimental details are given in §B.3. Table 4 shows that
the Gaussian initializer outperforms the zero initialization
for default Sinkhorn and all other combinations of default
Sinkhorn plus acceleration techniques. Performance met-
rics and samples from the generative model are given in
Appendix B.3.

4.4 Differentiable Particle Filtering

As introduced in Corenflos et al. (2021), the Sinkhorn al-
gorithm provides an approximate differentiable resampling
scheme, hence enables end-to-end differentiable particle
filtering. Consider a simple linear state space model con-
sisting of latent states x; € R? where z¢ = 0, Xi|ap—1 ~
fClris) = N(0.50x,q,1) and observations y; € R2,
yr ~ g(|xy) = N(xy,1) for t € {1,...,T}, and time se-
ries length 7" = 500. Differentiable resampling via OT con-
sists of applying the Sinkhorn algorithm between weighted
and unweighted pointclouds of NV simulated latent states at
each timepoint ¢, for each forward pass. For full details see
Corenflos et al. (2021).

For batch size B = 4 and time steps 7" = 500, under a naive
implementation, each forward pass requires 7" x B Sinkhorn
layers evaluations. This can be quite slow. As shown in
Table 5, the Gaussian initializer is effective at reducing the
runtime by reducing the number of Sinkhorn iterations by
approximately 33% to 50% relative to the default Sinkhorn
with O initialization.

4.5 Document Similarity

In this experiment, we compare the GAUS, GMM and SUB-
SAMPLE initializers. Documents were gathered from the 20
Newsgroup dataset (Lang, 1995) and each word, (w;)!, in
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Table 5: Mean + std number of Sinkhorn iterations and
runtime over 3 seeds for the forward pass of a particle filter
with N particles, batch size 4 of simple linear state space
model, T" = 500.

N Initializer Iterations (’000s) Runtime /s
32 Gaus 440 +£2.5 12.08 £ 0.25
0 611+3.4 15.46 + 0.35
64 Gaus 349 + 2.9 9.62 +1.29
0 532+3.4 12.49 + 0.69
128  Gaus 269 + 0.7 7.03 +1.21
0 471 +£2.3 10.18 £ 0.88
256  Gaus 216+ 1.5 6.340.78
0 439+ 1.9 11.01 £ 0.59
512  Gaus 176 £ 1.3 14.43 + 1.40
0 422 +1.7 30.17+1.06

the vocabulary across documents is embedded using the pre-
trained GloVe word embeddings (Pennington et al., 2014)
as (e;), where e; e R%.
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Figure 6: Distribution of number of Sinkhorn iterations
required for Sinkhorn convergence between 1225 pairs of
Newsgroup documents, represented as word embeddings
histograms, n being the total vocabulary size. The same
convergence threshold for Sinkhorn is used for all n.

In a similar setup to Kusner et al. (2015), each document
may be represented as a histogram with weights (a;)7 cor-
responding to word-frequency, v; = 3.i-; a;d.,, and we com-
pute pairwise OT distances between 50 documents, resulting
in 1,225 pairs. We report the number of Sinkhorn iterations
and runtime required for convergence for the default zero
intializer (0), the proposed GAUS initializer, the GMM ini-
tializers with full covariance matrices and K € {10, 25,50}
components, and the SUBSAMPLE initializer. A subset of
the vocabulary of size n € {2 x 103, 5 x 103,10} was used,
and corresponding subsample of size 100, 500 and 1, 000 for

the SUBSAMPLE initializer. Regularization was € = 0.001.

The distribution of results are shown in Figure 6 and Figure 7
illustrating that improvements can be obtained for a range
of K. Notice however that GAUS beats the GMM for low
K, we suspect this is due to the additional approximation
(8). Although often resulting in lower number of fine-tuning
Sinkhorn iterations, the preprocessing cost of running the
SUBSAMPLE initializer is expensive, and only exhibits better
aggregate runtime performance for large n = 10, 000, which
was expected. A GMM was first fitted to each document,
before being used for initializing Sinkhorn potentials. As
Figure 7 shows, although the cost of fitting GMM:s results in
limited runtime savings for n = 2,000, there are significant
runtime savings for n = 5,000 and n = 10,000. See further
discussion in §C.
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Figure 7: Average wall clock time for computing OT be-
tween each pair of word-embeddings (1,225 problems) for
vocabulary of size n = 2 x 10%;5 x 103;10%; split by ini-
tialization time (Init), time to compute Gaussian mixture
models (Fit GMM) and Sinkhorn iterations (Sinkhorn).

5 Conclusion

We have introduced efficient and robust Sinkhorn poten-
tial initialization schemes: DUALSORT, GAUS, GMM and
demonstrated how these carefully chosen initializers can
significantly improve the performance of the Sinkhorn algo-
rithm for a variety of tasks. These GPU-friendly initializers
may also be embedded in end-to-end differentiable proce-
dures by relying on implicit differentiation, as demonstrated
in various tasks presented in our experiments (ranking, clus-
tering, filtering), and are complementary to most common
acceleration methods, creating an interesting space to opti-
mize further the execution of Sinkhorn. Initialization is a
neglected area of computational OT, and we hope that these
promising results can inspire new research to other areas,
such as initalizing calls to Sinkhorn in the internal loops of
the Gromov-Wasserstein or barycenter problem. We also
hope they can help extending OT’s reach to data-hungry ap-
plication areas, such as single-cell or NLP tasks that involve
typically a large number of samples.
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A Dual Potential Comparison

For balanced OT problems, as considered here, Dual potentials f, g are unique up to constant shifts i.e. f — s, g+ s for s € R.
Therefore, in order to compare potentials f € R™, we center f, as f « f — % > fi

A.1 From Optimal Primal to Dual Vectors

Properties of the optimal primal P*. Taking the 1D case as motivation, we introduce a method to recover optimal dual
potentials £*, g* from an optimal primal solution P*. To that end, one can cast an OT problem as a min-cost-flow problem
on a bipartite graph G = (V, £), with vertices composed of source nodes S = {1,...,n} and target nodes 7' = {1’,...,m’},
VYV =SuT, and edge set £ = {(i,5"),i =1,...,n;j = 1,...,m} linking them. The KKT conditions state that, writing
E(P) ={(4,7")|P; ; >0} one has that the graph (V,£(P*)) is necessarily a forest (Peyré et al., 2019, Prop. 3.4).

We write 71, ..., Tk for the K trees forming that forest, where 1 < K < min(n, m), and write ¢, for their size.

We use the lexicographic order to define the root node of each tree, chosen to be the smallest source node s(k) contained
in 7. For convenience, we assume that trees are ordered following s(k), and therefore that 7; has 1 as its root node. For
each tree k, we introduce p* = (p’f, ey pfk_,l) for a pre-order breadth-first-traversal of 7}, originating at s(k), enumerating
tr — 1 edges, namely pairs in S x T or T' x S, guaranteed to be such that any parent node in the tree is visited before its
descendants. +(j) denotes the smallest source index i such that (z,5’) € £(P*).

Algorithm 3: Recover dual from primal

1: Input: Cost matrix C and graph (V,E(P*))
2: Initialize: f = 0.

3: while not converged do

4. forke{2,...,K}do

5 A e mingesm; - agyg + o)
6: end for

7. forke{l,...,K}do

8: f < UPDATETREE(C, f, k)

9:  end for
10: end while
11: Return f

Algorithm 4: UPDATETREE
1: Input: Cost matrix C, f, tree index k
2: for e = (a,b) € p* do
3: ifaeS,beT then
: g < Cab— fa

4
5 else

6: f, < Cab — g
7 end if

8: end for

9: Return f

Complementary and Feasibility Constraints. Complementary slackness provides a set of n + m — K linear equations
(10), while feasibility constraints are given in (11).

(i7j,) € g(P*) g fi* +g; =Cij, (10)

ViSijm, fi+ngC¢7j. (11)

For the special case K = 1, which happens for instance when n and m are co-primes and weights are uniform, the set of
linear equations (10) suffices to recover the n + m dual variables, with the convention that the first entry be 0. When, on the
contrary, K > 1, that set of n + m — K equations is no longer sufficient. For example, K = n = m for the optimal assignment
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problem, in which (V,E(P*)) describes a set of n isolated trees, and only n equality relations are available for 2n variables.
In such cases, one must additionally use the feasibility constraint (11) to obtain optimal dual variables (Peyré et al., 2019,
Prop 3.3).

The c-transform gf := min; ¢; ; — g; can be used to enforce constraints (11), however, it may no longer satisfy the com-
plementary condition (10). This is remedied by updating all source nodes ¢ in tree k by starting from s(k) as detailed in
Algorithm 4. Repeated application of these updates, Algorithm 3, guarantees convergence.

Lemma 1. Given the optimal coupling matrix P* solving OT problem (1) with € = 0, the procedure defined in Algorithm 3
converges to the optimal dual potentials for dual problem (5).

The proof is provided in §E, and uses the fact that Algorithm 3 is a primal-dual method (Dantzig et al., 1956), tweaked
because the primal solution P* is known.

B Further Experimental Details

B.1 Differentiable Sorting Details

Regularization ¢ = 0.01 was used, as per (Cuturi et al., 2019). In this experiment arrays of size n ¢
{16,32,64,128,256,512,1024} were sampled from the Gaussian blob dataset (Pedregosa et al., 2011) for 200 differ-
ent seeds. At each seed, 1-dimensional Gaussian data is generated from 5 random centers with centers uniformly distributed
in (-10, 10) with standard deviation 3.

Baseline acceleration methods (Anderson acceleration, momentum, adaptive momentum, € decay) were considered to
augment the Sinkhorn algorithm, using the implementations from (Cuturi et al., 2022). The momentum hyper-parameter
w was set at 1.05 from a grid search of {0.8,1.05,1.1,1.3}. Adaptive momentum consists of adjusting the momentum
parameters every adapt_iters number of iterations where adapt_iters was set to 10 from a search on {10, 20,50,200}. €
decay consisted of gradually reducing the regularization term from 5e to € by a factor of 0.8, from a search of decay factors
from {0.8,0.95}. The Anderson acceleration parameter was set to 5 from a search on {3,5,8,10,15}.

B.2 Soft Error Details

Regularization € = 0.01 was used for the soft-error task. The soft 0/1 error objective described in (Cuturi et al., 2019) was
used, with a neural network classifier consisting of two CNN blocks with 32 and 64 features respectively, and a hidden layer
of hidden size 512. Each CNN block consists of two CNN layers with 3 x 3 kernel, relu activations between CNN layers and
a max pooling layer at the end of each block. Implementation including neural network architecture was taken from (Cuturi
et al., 2022)!. Our proposed method was compared to other acceleration baselines using the same grid of hyperparameters
as described in §B.1. Batch size was set to 64 and learning rate 0.001.

B.3 Differentiable Clustering Details

The experiment was repeated for € = 0.1 and € = 0.01 and again compared to other acceleration baselines using the same
grid of hyperparameters as described in §B.1. Batch size was set to 256 and learning rate 0.001.

Latent dimension was set to d, = 32 and MNIST (Deng, 2012) images are of size d,, = 28x28.The decoder Dy : R — R2*4-
consists of 4 hidden [512, 512,256, 256] followed by a final linear layer converting the outputted embedding to a vector
of dimension 784. The encoder Ey : R% — R?*%: consists of 4 hidden layers of depths [512,512,256,256] with relu
activations, the final embeddings is mapped to m; € R?% and logvar; € R% by two separate linear layers without activations,
where o; = exp (0.5 x logvar;). For batch (z;);, the standard VAE loss £%¢(0) = ¥, ||z; — #;||3 — 0.5 %, (1 + 2 * log(o;) -

l’n2 UZQ) Recall ii‘i = Dg(zl) and Z; =My + 00U, U ~ N(Odz7:[dz)-

2
As discussed in (Genevay et al., 2019), clusters may be used as an unsupervised classifier and accuracy is reported in Table 6,
illustrating that the clusters are meaningful. In addition, samples from the clustered latent space may be used to generate

new samples as a form of conditional generation, again shown in Figure 8.

Accuracy for each cluster is defined as in (Genevay et al., 2019), as follows. Accuracy for label [ in cluster k is by
Yily==t,5;==k

7 A where §; = arg ming, ||2; — pg &||3 and y; is the true label of x;. We write the top label accuracy for
ity;==

accy i =

1https ://github.com/ott-jax/ott/tree/main/ott/examples/soft_error
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Figure 8: Generated Samples

each cluster k as max; accy ;. When using 10 clusters for 10 labels for MNIST, each cluster’s top label accuracy corresponds
to a different label, one cluster for each digit. Table 6 shows that the clusters manage to capture geometrically meaningful
information corresponding to each label.

Table 6: Evaluation Accuracy of trained clustered VAE for MNIST

Digit 0 1 2 3 4 5 6 7 8 9
Accuracy 091 066 042 056 0.80 0.61 0.68 064 090 0.78

C Overhead Analysis

Although timings are highly dependent on hardware and implementation, we provide some experimental examples running on
a single V100 GPU and 4 CPUs. This shows that the time overhead for DualSort and Gaussian initializers are inconsequential
relative to speed-up in terms of both time and iteration count for the savings in Sinkhorn iterations. The Gaussian mixture
model (GMM) is computationally more expensive than the other proposed initializers, however the table below shows that it
can also result in time savings.

C.1 Differentiable Sorting

Table 7: Average time in seconds for DualSort with 3 iterations and Sinkhorn iterations to convergence over 200 soft sorting
problems of dimension n

n Initializer Initialization Iterations
32 0 - 0.28
DualSort 0.0012 0.22
64 0 - 0.22
DualSort 0.0012 0.088
128 0 - 0.17
DualSort 0.0012 0.066
256 0 - 0.17
DualSort 0.0012 0.049
512 0 - 0.13
DualSort 0.0012 0.050
1024 O - 0.14
DualSort 0.0012 0.058

It can be seen that the DualSort initialization procedure is extremely efficient and does not have significant impact on the
total run-time. The timings above are averaged per OT problem over 200 runs with different seeds.
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C.2 Gaussian and GMM

In this section we consider timings for the word embedding/ document similarity experiment.

For the GMM initializer, the pre-compute is the average time to compute each GMM (1 per document), divided by the
number of OT problems. Each GMM is reused multiple times, so the cost is split. Each GMM was computed using
scikit-learn (Pedregosa et al., 2011) on CPU, for lack of a convenient GPU implementation. There exists open-source GPU
implementations > of Gaussian mixture models for diagonal component covariance matrices which are significantly faster,
and may be worth further investigation for more efficient implementation. Similarly, one may amortize inference in GMMs
or provide a warm-start from a pooled GMM to initialize fitting the GMM. We use the default K-means initializer from
scikit learn. The Initialization field reports the time to compute the approximate dual potentials given the GMM parameters.

For the Gaussian initializer, the mean and variance parameters are inexpensive to compute, hence were not computed and
cached but instead computed repeatedly on the fly for each OT problem. Hence the total initialization compute time is
reported in the Initialization column. Further computational savings could be made by caching the Gaussian parameters for
each document. Note that the dimension for the Gaussian OT approximation is d = 50 and given the Gaussian initialization
is negligible here, it would also be negligible for lower dimensional settings.

Table 8: Time, in seconds, per OT problem split by task, averaged over 1,225 OT problems, from each pair of 50 documents
from the Newsgroup 20 dataset with a subset of vocabulary of size n.

n Initializer Pre-compute Initialization Sinkhorn Iter.  Total
0 - - 0.059 0.059
Subsample - 0.016 0.051 0.067

2,000 Gaus - 0.0028 0.045 0.048
GMM K =10 0.0027 0.023 0.047 0.073
GMM K =25 0.0037 0.026 0.035 0.065
GMM K =50 0.0047 0.033 0.027 0.063
0 - - 0.28 0.28
Subsample - 0.048 0.15 0.20

5,000 Gaus - 0.0036 0.22 0.22
GMM K =10 0.0035 0.013 0.23 0.24
GMM K =25 0.0070 0.030 0.18 0.22
GMM K =50 0.012 0.035 0.13 0.17
0 - - 1.05 1.05
Subsample - 0.082 0.45 0.53

10,000  Gaus - 0.0053 0.81 0.81
GMM K =10 0.0042 0.013 0.86 0.88
GMM K =25 0.012 0.019 0.70 0.73
GMM K =50 0.022 0.035 0.56 0.62

D Gaussian Potential

In this section we derive explicitly the Gaussian potential. The transport map 7" solving the Monge problem (4) from a
non-degenerate Gaussian measure 1 = N (mu, #) to another Gau551an v =N (m,,X,) can be recovered in closed-form

asT*(z) := A(z-m,)+m,, where A =X 2 (22X, F ) Eﬂ , see e.g. (Peyré et al., 2019, Chapter 2.6) for a discussion.

[z~ yH

Brenier’s theorem (Brenier, 1987) states that for cost ¢ : (z,y) — this map is uniquely defined as the gradient of a

convex function ¢, and it can be verified that T* (z) = Vi (x) where ga(x) =1(z-m,)TA(z-m,) +mlz.

The convex function ¢(x) is related to dual potential f through ¢(z) = @ - f(z) hence

1
M “(z-myu) Az -m,)-mlz.

1@ =k 2

For cost ¢ : (z,y) — |z — y|?, the optimal potential is therefore
(@) =2 - (z - mM)TA(x -my) - om? .

thtps ://github.com/borchero/pycave
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E Convergence of Sorting Initializer and DualSort Details

E.1 Proof of Primal Dual Convergence

Recovering optimal dual potentials corresponding to the primal solution is equivalent to finding any vector of shortest paths
f from a single node e.g. node 1, in the network to each of the other nodes, see e.g. (Bertsimas and Tsitsiklis, 1997, Theorem
7.17) and (Ahuja et al., 1988, Chapter 9).

Algorithm 3 computes the shortest path using a particular case of a method known as label correcting (Bertsimas and
Tsitsiklis, 1997, Chapter 7). Given there are no cycles, the proposed method recovers the shortest path by (Bertsimas and
Tsitsiklis, 1997, Theorem 7.18) and hence recovers the optimal dual potentials.

Algorithm 3 exploits the primal solution efficiently by correcting all nodes in the same tree, hence the iterations are dependent
on the number of trees and not necessarily the number of nodes.

The minimization step, ;) < min; cy(x),; — ¢y(5),; + f.(;) follows traditional label correcting methods. However, a key
insight is updating nodes along tree of s(k) is equivalent to updating the minimum path to each node in the tree.

f; is the shortest path to node 7 if f; < ¢; ; —¢,(5y,; + f,(;) VJ, which is equivalent to f; + g; < ¢; ; and may be interpreted as
f; being less than the route to any other source node f,(;y then to f; via sink node j, at cost ¢; j — ¢,(j) ;-

E.2 DualSort Algorithm

The DUALSORT algorithm is given sequentially below in Algorithm 2. Without loss of generality, we assume that x;
is rearranged in increasing order, so that the sorting permutation ¢ is the identity. Let diag denote the operator used to
extract the diagonal of a matrix, so that diag(C) € R™ and one has [diag(C)]; = ¢; ;, and write 1 for the vector of size
n with all entries 1. The inner loop can be carried out in two different ways, either using a vectorized update or looping
through coordinates one at a time. These two updates are distinct, and we do observe that cycling through coordinates in
Gauss-Seidel fashion converges faster in terms of total number of updates. However, that perspective misses the fact that
vectorized updates utilize more efficiently accelerators from a runtime perspective. Additionally, these updates are equal
to, in terms of complexity to the Sinkhorn iterations, making it easier to discuss the benefits of our initializers. For these
reasons, we use the vectorized=True flag in our experiments.

Algorithm 5: DUALSORT Initializer
1: Input: Cost matrix C, primal solution, P, vectorized flag

2: Initialize: f =0

3: while not converged do

4 if vectorized then

s5: f < minge (C - diag(C)17 + f17)
6 else

7 foric{l,...,n} do

8 fl <« (minj Cij—Cjjit f])
9: end for

10:  end if
11: end while

12: Return f

E.3 Number of DualSort Iterations

Figure 9 illustrates the convergence of the DualSort algorithm when compared to the true potentials found from linear
programming. Visually, from the right plot of Figure 9, the approximate dual is close to the true dual after just one iteration.
However the squared error (left plot) is still large. After 3 iterations, the error is significantly reduced and after 10, the error
is not noticeable.

Figure 10 shows how the performance of the initializer improves significantly from 1 initialization iteration to 3 or 10 for
the CIFAR-100 soft-error classification task. Here performance is measured in how many additional Sinkhorn iterations are
required after initialization for convergence. Note however that empirically there is not much difference between 3 and 10,
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@ss DualSort, Num lter: 1
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Figure 9: Single sample of size 32 from Gaussian blob dataset with 5 centers. Left: squared error vs true potential by
number of DualSort iterations. Right: Potential from linear solver vs DualSort approximations.

hence 3 was used in experiments.
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Figure 10: Number of Sinkhorn iterations per training step when using soft error loss for CIFAR-100 classifier. Top:
threshold=0.01, bottom: threshold=0.05. Number of vectorized DualSort iterations 1,3,10 (left to right)

F Threshold Analysis

Convergence of each the Sinkhorn for each problem was determined according to a threshold tolerance, 7, for how close the
marginals from the coupling derived from potentials are to the true marginals. For OT problem between p = Y1" | a;0,,
and v = Z?:l b;d,,, and denote potentials after / Sinkhorn iterations as f (), g then the corresponding coupling may be
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£
= exp

+g§L)_Ci

@

i 2 and the threshold condition may be written

YIS P - ail+ YUY P bl <7,
] J

written elementwise as p

We use 7 = 0.01 for speed. But also note that a higher threshold 7 = 0.05 leads to faster convergence without drop in
performance, as evidenced in Figure 11 for the soft error classification task on CIFAR-100. Figure 10 also illustrates that
the DualSort initializer appears to exhibit relatively better performance to the zero initialization for a higher convergence
threshold.
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Figure 11: Evaluation accuracy through training when using soft error loss for CIFAR-100 classifier. Top: threshold=0.01,
bottom: threshold=0.05. Number of vectorized DualSort iterations 1,3,10 (left to right)

G Other Details

Societal Impact. We are not aware of any direct negative societal impacts in this work. We acknowledge that the Sinkhorn
algorithm may be used in various applications across compute vision and tracking with negative impacts, and this work may
enable further such applications.

Code. Code for initializers has been incorporated into OTT library (Cuturi et al., 2022).

Open source software and licences. (Cuturi et al., 2022) has an Apache licence.
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Abstract

Progressively applying Gaussian noise transforms complex data distributions to
approximately Gaussian. Reversing this dynamic defines a generative model. When
the forward noising process is given by a Stochastic Differential Equation (SDE),
Song et al. (2021) demonstrate how the time inhomogeneous drift of the associ-
ated reverse-time SDE may be estimated using score-matching. A limitation of
this approach is that the forward-time SDE must be run for a sufficiently long
time for the final distribution to be approximately Gaussian while ensuring that
the corresponding time-discretization error is controlled. In contrast, solving the
Schrédinger Bridge (SB) problem, i.e. an entropy-regularized optimal transport
problem on path spaces, yields diffusions which generate samples from the data
distribution in finite time. We present Diffusion SB (DSB), an original approxima-
tion of the Iterative Proportional Fitting (IPF) procedure to solve the SB problem,
and provide theoretical analysis along with generative modeling experiments. The
first DSB iteration recovers the methodology proposed by Song et al. (2021), with
the flexibility of using shorter time intervals, as subsequent DSB iterations reduce
the discrepancy between the final-time marginal of the forward (resp. backward)
SDE with respect to the Gaussian prior (resp. data) distribution. Beyond generative
modeling, DSB offers a computational optimal transport tool as the continuous
state-space analogue of the popular Sinkhorn algorithm (Cuturi, 2013).

1 Introduction

Score-Based Generative Modeling (SGM) is a recently developed approach to probabilistic generative
modeling that exhibits state-of-the-art performance on several audio and image synthesis tasks; see e.g.
Song and Ermon (2019); Cai et al. (2020); Chen et al. (2021a); Kong et al. (2021); Gao et al. (2020);
Jolicoeur-Martineau et al. (2021b); Ho et al. (2020); Song and Ermon (2020); Song et al. (2020,
2021); Niu et al. (2020); Durkan and Song (2021); Hoogeboom et al. (2021); Saharia et al. (2021);
Luhman and Luhman (2021, 2020); Nichol and Dhariwal (2021); Popov et al. (2021); Dhariwal and
Nichol (2021). Existing SGMs generally consist of two parts. Firstly, noise is incrementally added
to the data in order to obtain a perturbed data distribution approximating an easy-to-sample prior
distribution e.g. Gaussian. Secondly, a neural network is used to learn the reverse-time denoising
dynamics, which when initialized at this prior distribution, defines a generative model (Sohl-Dickstein
et al., 2015; Ho et al., 2020; Song and Ermon, 2019; Song et al., 2021). Song et al. (2021) have
shown that one could fruitfully view the noising process as a Stochastic Differential Equation (SDE)
that progressively perturbs the initial data distribution into an approximately Gaussian one.

35th Conference on Neural Information Processing Systems (NeurIPS 2021), Sydney, Australia.
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Figure 1: The reference forward diffusion initialized from the 2-dimensional data distribution fails
to converge to the Gaussian prior in 7' = 0.2 diffusion-time (N = 20 discrete time steps), and
the reverse diffusion initialized from the Gaussian prior does not converge to the data distribution.
However, convergence does occur after 5 DSB iterations.

The corresponding reverse-time SDE is an inhomogeneous diffusion whose drift depends on the
logarithmic gradients of the perturbed data distributions, i.e. the scores. In practice, these scores are
approximated using neural networks and score-matching techniques (Hyvérinen and Dayan, 2005;
Vincent, 2011) while numerical SDE integrators are used for the sampling procedure.

Although SGM provides state-of-the-art results (Dhariwal and Nichol, 2021), sample generation is
computationally expensive. In order to learn the reverse-time SDE from the prior, i.e. the generative
model, the forward noising SDE must be run for a sufficiently long time to converge to the prior and
the step size must be sufficiently small to obtain a good numerical approximation of this SDE. By
reformulating generative modeling as a Schrodinger bridge (SB) problem, we mitigate this issue and
propose a novel algorithm to solve SB problems. Our detailed contributions are as follows.

Generative modeling as a Schrodinger bridge problem. The SB problem is a famous entropy-
regularized Optimal Transport (OT) problem introduced by Schrodinger (1932); see e.g. (Léonard,
2014b; Chen et al., 2021b) for reviews. Given a reference diffusion with finite time horizon 7', a data
distribution and a prior distribution, solving the SB amounts to finding the closest diffusion to the
reference (in terms of Kullback—Leibler divergence on path spaces) which admits the data distribution
as marginal at time ¢ = 0 and the prior at time ¢ = T". The reverse-time diffusion solving this SB
problem provides a new SGM algorithm which enables approximate sample generation from the
data distribution using shorter time intervals compared to the original SGM methods. Our method
differs from the entropy-regularized OT formulation in (Genevay et al., 2018), which deals with
discrete distributions and relies on a static formulation of SB, as opposed to our dynamical approach
for continuous distributions which operates on path spaces. It also differs from (Finlay et al., 2020)
which approximates the SB solution by a diffusion whose drift is computed using potentials of the
dual formulation of SB. Finally, Wang et al. (2021) have recently proposed to perform generative
modeling by solving not one but two SB problems. Contrary to us, they do not formulate generative
modeling as computing the SB between the data and prior distributions.

Solving the Schridinger bridge problem using score-based diffusions. The SB problem can be
solved using Iterative Proportional Fitting (IPF) (Fortet, 1940; Kullback, 1968; Chen et al., 2021b). We
propose Diffusion SB (DSB), a novel implementation of IPF using score-based diffusion techniques.
DSB does not require discretizing the state-space (Chen et al., 2016; Reich, 2019), approximating
potential functions using regression (Bernton et al., 2019; Dessein et al., 2017; Pavon et al., 2021), nor
performing kernel density estimation (Pavon et al., 2021). The first DSB iteration recovers the method
proposed by Song et al. (2021), with the flexibility of using shorter time intervals, as additional DSB
iterations reduce the discrepancy between the final-time marginal of the forward (resp. backward)
SDE w.r.t. the prior (resp. data) distribution; see Figure 1 for an illustration. An algorithm akin to
DSB has been proposed concurrently and independently by Vargas et al. (2021); the main difference



with our algorithm is that they estimate the drifts of the SDEs using Gaussian processes while we use
neural networks and score matching ideas.

Theoretical results. We provide the first quantitative convergence results for the methodology
of Song et al. (2021). In particular, we show that while we simulate Langevin-type diffusions in
potentially extremely high-dimensional spaces, the SGM approach does not suffer from poor mixing
times. Additionally, we derive novel quantitative convergence results for IPF in continuous state-space
which do not rely on classical compactness assumptions (Chen et al., 2016; Ruschendorf et al., 1995)
and improve on the recent results of Léger (2020). Finally, we show that DSB may be viewed as the
time discretization of a dynamic version of IPF on path spaces based on forward/backward diffusions.

Experiments. We validate our methodology by generating image datasets such as MNIST and
CelebA. In particular, we show that using multiple steps of DSB always improve the generative
model. We also show how DSB can be used to interpolate between two data distributions.

Notation. In the continuous-time setting, we set C = C([0, T, R¢) the space of continuous functions
from [0, 7] to R? and B(C) the Borel sets on C. For any measurable space (E, £), we denote by Z(E)
the space of probability measures on (E, £). For any £ € N, let 22, = 2((R%)). When it is defined,
we denote H(p) = — [, p(2) log p(x)dx as the entropy of p and KL(p|q) as the Kullback-Leibler
divergence between p and q. When there is no ambiguity, we use the same notation for distributions
and their densities. All proofs are postponed to the supplementary.

2 Denoising Diffusion, Score-Matching and Reverse-Time SDEs

2.1 Discrete-Time: Markov Chains and Time Reversal

Consider a data distribution with positive density paaa ', a positive prior density pprior W.I.t. Lebesgue
measure both with support on R< and a Markov chain with initial density pg = Pgata ON R¢ evolving
according to positive transition densities py41|; for k € {0,..., N — 1}. Hence for any zo.n =

{zp 35 € X = (RY)NHL the joint density may be expressed as
N—
p(xo:n) 2200(9170)1_[;€=01 Pht 1)k (Thy1|Tr). )
This joint density also admits the backward decomposition

Pr(Tk)Prt1|k(Trt1lzr)
Pr+1(Th41) , )

N-1 .
p(zo.n) = PN (@N) [Ti—o Prie+1(Tr|Try1), With prpgq (Tr]orgr) =

where py(zg) = fpk|k_1(xk\xk,l)pk,l(xk,l)dmk,l is the marginal density at step k > 1. For
the purpose of generative modeling, we will choose transition densities such that py(zy) =
f p(zo.N)dTo. Ny 1 ~ pprior(x ~) for large N, where ppror is an easy-to-sample prior density. One
may sample approximately from pg,, using ancestral sampling with the reverse-time decomposition
(2), i.e. first sample X ~ pprior followed by X} ~ pyjp41(-|Xpy1) for k € {N —1,...,0}. This
idea is at the core of all recent SGM methods. The reverse-time transitions in (2) cannot be simulated
exactly but may be approximated if we consider a forward transition density of the form

Ptk (Trrlon) = N(@rg1s 2k + Yrr f(2r), 290411), 3)
with drift f : R? — R? and stepsize y41 > 0. We first make the following approximation from (2)

Prjk+1(Zr|Ter1) = Pogrjp(Trrr|zr) expllog pr(zr) — log pry1 (k1))
~ N (wg; orr — Ve f(@ra1) + 271 V1og prt1 (Tr41), 29 111), ()
using that py ~ pg41, a Taylor expansion of logpiy1 at 41 and f(zx) =~ f(zr+1). In practice,
the approximation holds if ||zx+1 — x| is small which is ensured by choosing 7j+1 small enough.

Although V log pr+1 is not available, one may obtain an approximation using denoising score-
matching methods (Hyvirinen and Dayan, 2005; Vincent, 2011; Song et al., 2021).

Assume that the conditional density py.1|o(7x+1|70) is available analytically as in (Ho et al., 2020;
Song et al., 2021). We have pyi1(2er1) = [ po(®o)pr+1jo(Tks1]wo)dazo and elementary cal-

culations show that V1og piy1(zk+1) = Epgyr [V, 108 Pry1jo(Tr+1/X0)]. We can therefore

'In this presentation, we assume that all distributions admit a density w.r.t. the Lebesgue measure for
simplicity. However, the algorithms presented here only require having access to samples from pgaa and pprior.



formulate score estimation as a regression problem and use a flexible class of functions, e.g. neural
networks, to parametrize an approximation sg« (k, z1) ~ V log py(xy) such that

6* = argming Y3 By, [llso(k, Xi) = Ve, log pijo(Xx| Xo)l 2],

where po (20, T1) = po(w0)Pkjo(2k|20) is the joint density at steps 0 and k. If py|o is not available,

we use 0* = argming YN By, [llso(k, Xi) — Vi, log pie—t (Xi[ Xx—1)[[?]. In summary,
SGM involves first estimating the score function sg« from noisy data, and then sampling X using
XN ~ Pprior and the approximation (4), i.e.

X = Xit1 — Vo1 f (Xn1) + 2vkp180- (K + 1, Xpot1) + V2V 4120415 Zi T N(0,1). (5)

The random variable X is approximately py = Py distributed if px (n) = Pprior(zn). In what
follows, we let {V; }2_, = {Xn_x}_, and remark that {Y; }_ satisfies a forward recursion.

2.2 Continuous-Time: SDEs, Reverse-Time SDEs and Theoretical results

For appropriate transition densities, Song et al. (2021) showed that the forward and reverse-time
Markov chains may be viewed as discretized diffusions. We derive the continuous-time limit of the
procedure presented in Section 2.1 and establish convergence results. The Markov chain with kernel
(3) corresponds to an Euler-Maruyama discretization of (X¢)[o, 1), solving the following SDE

dX; = f(Xy)dt + V2dBy,  Xo ~ po = Paaas (6)

where (B¢);c[o, 7] is a Brownian motion and f : R? — R is regular enough so that (strong) solutions
exist. Under conditions on f, it is well-known (see Haussmann and Pardoux (1986); Follmer (1985);
Cattiaux et al. (2021) for instance) that the reverse-time process (Y¢)¢cjo,7] = (X71—¢)tefo,1) satisfies

dYt = {*f(Yt) + QV longft(Yt)} dt + \/idBt, (7)
with initialization Y ~ pr, where p; denotes the marginal density of X;.

The reverse-time Markov chain {Yk}ﬁ/:o associated with (5) corresponds to an Euler—Maruyama
discretization of (7), where the score functions V log p;(x) are approximated by sg« (¢, ).

In what follows, we consider f(z) = —az for @ > 0. This framework includes the one of Song and
Ermon (2019) (o = 0, pprior(z) = N (; 0, 2T T)) for which (X;)¢¢[o, 1) is simply a Brownian motion
and Ho et al. (2020) (& > 0, pprior(z) = N (; 0, I/)) for which it is an Ornstein—Uhlenbeck process,
see Appendix C.3 for more details. Contrary to Song et al. (2021) we consider time homogeneous

diffusions. Both approaches approximate (5) using distinct discretizations but our setting leverages
the ergodic properties of the Ornstein—Uhlenbeck process to establish Theorem 1.

Theorem 1. Assume that there exists M > 0 such that for any t € [0, T) and x € R?

[Isg+ (t, ) — Vlog pe(z)|| <M, (®)
with s« € C([0,T] x RY RY). Assume that pgan € C3(R?, (0, +00)) is bounded and that there
exist dy, Ay, Ay, Az >0, B1, B2, B3 € Nand my > 0 such that for any x € R% and i € {1,2,3}

IV log paaa(@)|| < Ai(1+ [[€]%),  (V10g paaa(@), &) < —my [||* + dy |l2]],

with 31 = 1. Then for any a > 0, there exist B,,, Cy,, D, > 0 such that forany N € N and {’yk}szl
with vy, > 0 forany k € {1,..., N}, the following bounds on the total variation distance hold.:

(a) if o > 0, we have || £(X0) — PaaallTv < Ca(M+3Y/2) exp[DaT] + By exp[—al/?T];
(b) if a = 0, we have || £(X0) — pauallTv < Co(M+ 5'/2) exp[DoT] + Bo(T~* + T~1/2);

.....

Proof. We provide here a sketch of the proof. The whole proof is detailed in Appendix C.2. Denote
P € 2(C) the path measure associated with (6) and P¥ its time-reversal. Denote Q  the Markov
kernel taking us from Y} to Yy induced by (5). We have

||ppriorQN - pdalaHTV = prriorQN - PdataIPT\o(PR)TmHTV



S ||ppriorQN - pprior(]P)R)TmHTV + prrior(IPR)T\O - pdata]PT|O(]P)R)T\OHTV
S ||ppriorQN - pprior(PR)Tw”TV + ||ppri0r - pTHTV-

We control the first term by bounding the discretization error of Q when compared to (IP’R)T‘O via
the Girsanov theorem. The second term is controlled using the mixing properties of the forward
diffusion process. O

Condition (8) ensures that the neural network approximates the score with a given precision M > 0.
Under (8) and conditions on pgaa, Theorem 1 states how the Markov chain defined by (5) approximates
Ddata in the total variation norm || - ||v. The bounds of Theorem 1 show that there is a trade-off
between the mixing properties of the forward diffusion which increases with «, and the quality of the
discrete-time approximation which deteriorates as o and 1" increase, since By, Co, Doy —>a—+00 +00.
Indeed increasing o makes the drift steeper and the continuous-time process converges faster but
smaller step sizes are required in order to control the error between the discrete and the continuous-
time processes. Theorem 1 is the first theoretical result assessing the convergence of SGM methods.
Indeed while Block et al. (2020) establish convergence results for a time-homogeneous Langevin
diffusion targeting a density whose score is approximated by a neural network, all SGM methods
used in practice rely on time-inhomogeneous processes. Contrary to the time-homogeneous case,
this approach does not suffer from poor mixing times as the mixing time dependency in the bounds
of Theorem 1 is entirely determined by the mixing time of the forward process, given by a simple
Brownian motion or an Ornstein—Ulhenbeck process, and is independent of the dimension. Finally,
note that (8) is a strong assumption. In practice we expect to obtain such bounds in expectation over
X with high probability w.r.t. the data distribution as in (Block et al., 2020, Proposition 9). Our results
are also related to (Tzen and Raginsky, 2019, Theorem 3.1) which establishes the expressiveness of
related generative models using tools from stochastic control.

3 Diffusion Schriodinger Bridge and Generative Modeling

3.1 Schrodinger Bridges

The SB problem is a classical problem appearing in applied mathematics, optimal control and
probability; see e.g. Follmer (1988); Léonard (2014b); Chen et al. (2021b). In the discrete-time
setting, it takes the following (dynamic) form. Consider as reference density p(zo.) given by (1),
describing the process adding noise to the data. We aim to find 7* € 1 such that

7 = argmin {KL(7|p) : 7 € PN+1, T = Pdaas TN = Pprior} - ©)
Assuming 7* is available, a generative model can be obtained by sampling X ~ pprior, followed by
the reverse-time dynamics Xy ~ 7, (+[Xg41) fork € {N'—1,...,0}. Before deriving a method
to approximate 7* in Section 3.2, we highlight some desirable features of Schrodinger bridges.

Static Schrodinger bridge problem. First, we recall that the dynamic formulation (9) admits a
static analogue. Using e.g. Léonard (2014a, Theorem 2.4), the following decomposition holds for
any m € Zny1, KL(7|p) = KL(mo,n[po,~) + Ex, y [KL(70,n |Pjo, )], Where for any u € Py
we have p = po v o,y With p19 v the conditional distribution of X1 given X, X ~2. Hence
we have 7% (2o.n5) = 7™ (20, TN )Pjo,N (T1:N—1|T0, ) Where 5% € &5 with marginals w5 and
7" is the solution of the static SB problem

7% = argmin {KL(7®%|po.n) : 7° € Pa, T = Pdata; Ty = Dprior} - (10)
Link with optimal transport. Under mild assumptions, the static SB problem can be seen as an
entropy-regularized optimal transport problem since (10) is equivalent to

5% = arg min {—Eﬂs [log pnjo(Xn|Xo)] — H(7®) : 7 € P, T = Paaras T = pprior} .
If priae(Thg1l@n) = N(Trgr; 2k, 07,) as in Song and Ermon (2019), then pyo(zn|zo) =
N (zn;20,02) with 02 = 3V 02 which induces a quadratic cost and

5% = argmin {E,r<[ Xo — XN|[?] = 20%H(7®) : 75 € P, T = Paara, Ty = pprior} .

2See Appendix D.1 for a rigorous presentation using the disintegration theorem for probability measures.



Mikami (2004) showed that 75* — 73, weakly and 202 KL(7%*|po n) — W3 (Ddatas Pprior) @S
o — 0, where 7}, is the optimal transport plan between pgar and pprior and W is the 2-Wasserstein
distance. Note that the transport cost c(x, 2’) = — log px|o(#'|z) is not necessarily symmetric.

3.2 Iterative Proportional Fitting and Time Reversal

In all but trivial cases, the SB problem does not admit a closed-form solution. However, it can be
solved using Iterative Proportional Fitting (IPF) (Fortet, 1940; Kullback, 1968; Ruschendorf et al.,
1995) which is defined by the following recursion for n € N with initialization 7° = p given in (1):

727+t = arg min {KL(ﬂ'|ﬂ'2") e PNy1, TN = pprior} ) (1n
72+2 = arg min {KL(7|7?" 1) © 7 € Pni1, To = Pdaw } -

This sequence is well-defined if there exists # € x4 such that Tg = Pyaa, TN = Dprior and
KL(7|p) < 4+o0. A standard representation of 7" is obtained by updating the joint density p using
potential functions, see Appendix D.2 for details. However, this representation of the IPF iterates is
difficult to approximate as it requires approximating the potentials. Our methodology builds upon an
alternative representation that is better suited to numerical approximations for generative modeling
where one has access to samples of Pyara and pprior.

Proposition 2. Assume that KL(pdgaa ® Pprior|Po,n) < +00. Then for any n € N, 72" and 7”1

admit positive densities w.r.t. the Lebesgue measure denoted as p™ resp. q" and for any xo.y € X,
we have p°(zo.x) = p(zo.n) and

+1

, N-1 n , N—
q"(z0:n) = Porior (w3 [Thlo' Py 1 @rlzrsn) P (w0:n) = Pawa(@o) Tlizg aptya (@ |-

1 '3 n T n
In practice we have access to Ptk and Q1 Hence, to compute Pljkt1 and Q)11 WE Use

Phgr i (@t |zi) (k) Q1 @kl T+ 1)@y (Teg)

pZH(mkH) ap (zx)

To the best of our knowledge, this representation of the IPF iterates has surprisingly neither been
presented nor explored in the literature. One may interpret these formulas as follows. At iteration 2n,
we have 72" = p™ with p = p given by the noising process (1). This forward process initalized with
DG = Ddata defines reverse-time transitions pz‘ kil which, when combined with an initialization ppor
2n+1

Piprg1 (Tr|Tht1) = s Qg (@t |zR) =

at step NV defines the reverse-time process m
2n+2

= q". The forward transitions q;’ 1k associated to

q" are then used to obtain 7 = p™*t1 IPF then iterates this procedure.

3.3 Diffusion Schrodinger Bridge as Iterative Mean-Matching Proportional Fitting

To approximate the IPF recursion defined in Proposition 2, we use similar approximations to Sec-
tion 2.1. If at step n € N we have pj ,  (Tp+1]ak) = N (2pt1; 2k + Yet1 [ (xx), 295+11) where

p’ = pand f{ = f, then we can approximate the reverse-time transitions in Proposition 2 by

U1 (@rlThe1) = Py (@rtr|ze) expllog pi (k) — log iy (Tr41)]

~ N (@ Tegr + Ver1bpy 1 (Tra1), 29k411),

with b7 | (zr41) = —f(@rg1) + 2Viogpy,  (zx11). We can also approximate the forward
transitions in Proposition 2 by pZﬂlk(sckak) ~ N(zpy1; o + ’Yk+1f,?+1(1'k)7 29k+11) with
[ (@) = —b (2)+2V log ¢ (z1,). Hence we have f" 7 (z)) = f7(2x) —2V log pt; (21)+
2V log gj; (z). It follows that one could estimate f bt by using score-matching to approximate
{Vlogpj 1 (z)}iy - {V1ogqj(x)}ii. This approach is prohibitively costly in terms of memory
and compute, see Appendix E. We follow an alternative approach which avoids these difficulties.
Proposition 3. Assume that foranyn € Nand k € {0,..., N — 1},

q2|k+1($k|xk+1) = N (@i By (Th41), 29041 1), PZ+1|k($k+1|$k) = N(zp+1; Fy (wr), 29%4+11),

with B! 1 (z) = & + Y1041 (2), F (@) = @ + Vg1 [1(z) for any © € R Then we have for any

n€Nandk €{0,...,N -1}
Bpy, = argmingepzga ga) Epp | [IB(X k1) = (Xpr + FP(X5) = FE (X)) 7] (12)

¥ (Xk) = (Xk + Bty (Xer) — By (Xi))IIP] (13)

n
Pl k+1

n+1l __ :
Fy'™™ = argminpey 2 (ga gay Bgp



Proposition 3 shows how one can recursively approximate By, ; and F, ,?'H. In practice, we use
neural networks Bgn (k, z) ~ BJ(z) and Fyn (k, z) ~ FJ'(z). Note that the networks could also be
learned jointly. In this case, at equilibrium, we would obtain a bridge between pyaa and ppyior but not
necessarily the Schrodinger bridge.

Network parameters o™, 3™ are learnt through gradient descent to minimize empirical versions of the
sum over k of the loss functions given by (12) and (13) computed using M samples and denoted as
% (B) and i 741 (). The resulting algorithm approximating L € N IPF iterations is called Diffusion

Schrodinger Bridge (DSB) and is summarized in Algorithm 1 with Z] ZJ N (0,1), see Figure 1
for an illustration.

Algorithm 1 Diffusion Schrédinger Bridge The DSB algorithm is initialized us-
I: forn e {0,...,L} do ing the reference dynamics f,o(k,z) =
- while not converged do f(x). Once B is learnt we can eas-

ily approximately sample from pga, by

3 Sample {X }k =0 where X ~ Paaa> and sampling X ~ pprior and then using
X1 = Fan(k, X]) + V20112444 Xi_1 = Bae(k, Xi) + /295 Z) with
4: Compute /(3™ approximating (12) Z 44 AF(0,T). The resulting samples
5: 3" « Gradient Step((},(5")) X will be approximately distributed
6:  end while from pgqea. Although DSB requires learn-
7: while not converged do ing a sequence of network parameters,
8: Sample {X }kN jMO, where X ~ Dprior> and a™, 5™, fewer diffusion steps are needed
Xk L= BBn (k XJ) Noam Zi compargd to standard S.GM. I% addition,
. ot L as detailed in Appendix I, 5 may be
9: Compute £n+1( ) approximating (13) trained efficiently in a similar manner
10 a1« Gradient Step(¢/ (@) to previous SGM methods. Subsequent
11:  end while a™tl Bgntl are refinements of o, 57,
12: end for hence may be fine-tuned from previous
13: Output: (a1, %) iterations.

3.4 Convergence of Iterative Proportional Fitting

In this section, we investigate the theoretical properties of IPF. When the state-space is discrete
and finite (Franklin and Lorenz, 1989; Peyré and Cuturi, 2019) or in the case where pga, and pprior
are compactly supported (Chen et al., 2016), IPF converges at a geometric rate w.r.t. the Hilbert-
Birkhoff metric, see Lemmens and Nussbaum (2014) for a definition. Other than recent work by
Léger (2020), only qualitative results exist in the general case where pgata OF Pprior 1S N0t compactly
supported (Ruschendorf et al., 1995; Riischendorf and Thomsen, 1993). We establish here quantitative
convergence of IPF in this non-compact setting as well as novel monotonicity results. We require
only the following mild assumption.

Al py, ior)| < 400, [ga [108 N0 (2N[%0)|Paata(0) Pprior (2 )dToda n < +o00.

Assumption A1 is satisfied in all of our experimental settings. We recall that for u, v € & (E) with
(E, £) a measurable space, the Jeffrey’s divergence is given by J(u, v) = KL(u|v) + KL(v|p).

Proposition 4. Assume Al. Then (™), cn is well-defined and for any n > 1 we have
KL(7" " |7") < KL(z"|z"), KL(7"|7" 1) < KL(z"|z"1).

In addition, (|7 — 7|ty )nen and (J(7" T 7)) en are non-increasing. Finally, we have

limy, s 4 0o 7 {KL(7 |Paata) + KL(7% |pprior)} =0.

A more general result with additional monotonicity properties is given in Appendix F. Under similar
assumptions, Léger (2020, Corollary 1) established KL(7{|po) < C/n with C' > 0 using a Bregman
divergence gradient descent perspective. In contrast, our proof relies only on tools from information
geometry. In addition, we improve the convergence rate and show that (7™),cn converges in total
variation towards 7°, i.e. we not only obtain convergence of the marginals but also convergence
of the joint distribution. Under restrictive conditions on pga and ppyrior, Ruschendorf et al. (1995)
showed that 7°° is the Schrodinger bridge. In the following proposition, we avoid this assumption
using results on automorphisms of measures (Beurling, 1960).



Proposition 5. Assume Al. Then there exists a solution ™ € &P ny1 to the SB problem and we
have lim,,_, ;o |7 — 7°||py = 0 with > € Pnq. Let h = po n/(po ® pn) and assume that
h € C((R%)2,(0,400)) and that there exist &y, & € C(R, (0, +00)) such that

fRded(“Og h(LE(), IN)| + ‘log ¢)0(1:0)‘ + |10g CPN(-Z‘N)|)pdata(x())pprior(xN)dxﬂdl‘N < +o00,
with h(zg,zn) < @o(x0)P N (xN). If p is absolutely continuous w.r.t. T° then 7> = 7*.

Proposition 5 extends previous IPF convergence results without the assumption that the mapping
h is lower bounded, see Ruschendorf et al. (1995); Chen et al. (2016). Our assumption on h can
be relaxed and replaced by a tighter condition on 7°, see Appendix F.2. Proposition 4 suggests a
convergence rate of order o(n) for the IPF in the non-compact setting. However, in some situations,
we recover geometric convergence rates with explicit dependency w.r.t. the problem constants, see
Appendix G. In practice, we do not run IPF for pga, Pprior but using empirical versions of these
distributions. Recent results in Deligiannidis et al. (2021) show that the iterates of IPF based on
empirical distributions remain close to the iterates one would obtain using the true distributions,
uniformly in time. In particular, the SB computed using the empirical distributions converges to the
one computed using the true distributions as the number of samples goes to infinity.

3.5 Continuous-time IPF

We describe an IPF algorithm for solving SB problems in continuous-time. We show that DSB
proposed in Algorithm 1 can be seen as a discretization of this IPF. Given a reference measure
P € 2(C), the continuous formulation of the SB involves solving the following problem

II* = arg min {KL(I[P) : II € £(C), o = pagaw, I = pprior} , T'= ZszBl Yet1-  (14)
Similarly to (11), we define the IPF (I1"),, ¢y with IIY = P associated with (6) and for any n € N
12" = arg min {KL(II[IT?") : II € 2(C), U1 = Pprior } »
I1?"+2 = argmin {KL(II[II*"!) : T € 2(C), o = paaa } -
One can show that for any n € N, II" = 7" P p, with (7%"),cn the IPF for the static SB problem.
In particular, Proposition 4 and Proposition 5 extend to the continuous IPF framework. In what
follows, for any P € Z(C), we define P as the reverse-time measure, i.e. for any A € B (C) we have
PE(A) = P(AR) where AR = {t — w(T —t) : w € A}. The following result is the continuous
counterpart of Proposition 2 and states that each IPF iteration is associated with a diffusion, showing
that DSB can be seen as a discretization of the continuous IPF.
Proposition 6. Assume A1 and that there exist M € 2(C), U € CY(R%,R), C > 0 such that for
anyn € N, z € R% KL(II"|M) < +oo, (z, VU(x)) > —C(1 + ||z||?) and M is associated with

dX, = —VU(X;)dt + v/2dB;, (15)
with Xy distributed according to the invariant distribution of (15). Then, for any n € N we have:

(a) (II*" )R is associated with de"+1 = b%ft(Yf"'H)dt + v2dB; with YS”H ~ Dprior;

(b) TI?"*2 is associated with X" 2 = fPH (X7 2)dt 4 /2dB; with X2 ~ paaas
where for any n € N, t € [0,T) and x € R?, b} (z) = —f(x) + 2Vlogp}(z), fi i (z) =
—b(x) 4 2V log ¢ (), with fO(x) = f(x), see (6), and pl*, qi* the densities of TI?" and TI2" .

4 Experiments

Gaussian example. We first confirm that our algorithm recovers the true SB in a Gaussian setting
where the ground truth is available. Let pyrior = N (—a, I), paaa = N (a, I) with @ € R and consider
a Brownian motion as reference dynamics. The analytic expression for the static SB is '((—a, a), 2)
with ¥ € R2?%24 gjven in Appendix G.2. We let a = 0.1 x 1 with d = 50 or d = 5. In Figure 2,
we illustrate the convergence of DSB. We train each DSB with a batch size of 128, N = 20 and
~ = 1/40. We compare two network configurations: “small” where the network is given by Figure 9
(30k parameters) whereas “large” corresponds to the same network but with twice as many latent
dimensions (240k parameters). The small network recovers the statistics of SB in the low-dimensional
setting (d = 5) but is unable to recover the variance and covariance for d = 50. Increasing the size of
the network solves this problem.
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Figure 2: Convergence of DSB to ground-truth. From left to right: estimated mean, variance and
covariance (first component) after each DSB iteration. The ground-truth value is given by the dashed
line in each scenario.

Data distribution

Two dimensional toy experiments. We eval- ».ﬁif-“—“'&" e Ve NN

uate the validity of our approach on toy two di- wfi ‘:" : A D, . O
mensional examples. Contrary to existing SGM - #:70 . L = .
approaches we do not require that the number of DSB Iteration 1
steps is large enough for py = pyrior to hold. We
use a fully connected network with positional
encoding (Vaswani et al., 2017) to approximate
B} and F}, see Appendix J.1 and our code’
for implementation details. Animated plots of
the DSB iterations may be found online on our
project webpage*. In Figure 3, we illustrate
the benefits of DSB over classical SGM. We fix

— — 2
f(z) = —ax and choose p prior N (0, Tdatal)s Figure 3: Data distributions pga, vs distribution at

hence @ = 1/03,,, where 03, is the variance t =0 for T = 0.2 after 1 and 20 DSB iterations.
of the dataset. We let N = 20 and v = 0.01,

i.e. T'=0.2. Since T is small, we do not have py ~ pprior and the reverse-time process obtained
after the first DSB iteration (corresponding to original SGM methods) does not yield a satisfactory
generative model. However, multiple iterations of DSB improve the quality of the synthesis.

Generative modeling. DSB is the first practical algorithm for approximating the solution to the SB
problem in high dimension (d = 3072 for CelebA). Whilst our implementation does not yet compete
with state-of-the-art methods, we show promising results with fewer diffusion steps compared to
initial SGMs (Song and Ermon, 2019) and demonstrate its performance on MNIST (LeCun and
Cortes, 2010) and CelebA (Liu et al., 2015).

t=0 t=0.31 t =0.60 t =0.63
Figure 4: Generative model for CelebA 32 x 32 after 10 DSB iterations with N = 50 (7' = 0.63)

A reduced U-net architecture based on Nichol and Dhariwal (2021) is used to approximate 53} and
F}’. Further details are given in Appendix J.2. Our method is validated on downscaled CelebA in
Figure 4. Figure 5 illustrates qualitative improvement over 8 DSB iterations with as few as N = 12
diffusion steps. Note, as shown in Appendix J.2, we obtain better results with higher N yet still
significantly fewer steps than in the original SGM procedures (Song and Ermon, 2020, 2019) which

3Code is available here https:/github.com/JTT94/diffusion_schrodinger_bridge
*https://vdeborto.github.io/publication/schrodinger_bridge/



use N = 100. Figure 6 illustrates how the sample quality, measured quantitatively in terms of Fréchet
Inception Distance (FID) (Heusel et al., 2017), improves with the number of DSB iterations for
various numbers of steps N.

1 2 3 4 5 6 7 8 9 10

Figure 6: FID vs DSB Iterations.

Dataset interpolation. Schrodinger bridges not only reduce the number of steps in SGM methods
but also enable flexibility in the choice of the prior density pprior. Our approach is still valid for non-
Gaussian ppyior, contrary to previous SGM works, and can be set as any other data distribution pfjata.
In this case DSB converges towards a bridge between pga, and pj,,,, see Figure 7. These experiments
pave the way towards high-dimensional optimal transport between arbitrary data distributions.
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Figure 7: First row: Swiss-roll to S-curve (2D). Iteration 9 of DSB with 7' = 1 (N = 50). From left
toright: ¢ = 0,0.4,0.6,1. Second row: EMNIST (Cohen et al., 2017) to MNIST. Iteration 10 of

DSB with 7' = 1.5 (N = 30). From left to right: ¢ = 0,0.4,1.25, 1.5.
5 Discussion

Score-based generative modeling (SGM) may be viewed as the first stage of solving a Schrodinger
bridge problem. Building on this interpretation, we develop novel methodology, the Diffusion
Schrodinger Bridge (DSB), that extends SGM approaches and allows one to perform generative
modeling with fewer diffusion steps. DSB complements recent techniques to speed up existing
SGM methods that rely on either different noise schedules (Nichol and Dhariwal, 2021; San-Roman
et al., 2021; Watson et al., 2021), alternative discretizations (Jolicoeur-Martineau et al., 2021a) or
knowledge distillation (Luhman and Luhman, 2021). Additionally, as the solution of the Schrodinger
problem is a diffusion, it is possible as in Song et al. (2021, Section 4.3) to obtain an equivalent
neural ordinary differential equation that admits the same marginals as the diffusion but enables exact
likelihood computation, see Appendix H.3. Even though the final time 7" > 0 within DSB can be
arbitrarily small, we observed that this has limits as choosing 7" too close to 0 decreases the quality
of the generative models. One reason for this behavior is that if the endpoint of the original forward
process is too far from the target distribution pyor, then learning the score around the support of
Dprior 18 challenging even for DSB. From a theoretical point of view, we have provided quantitative
convergence results for SGM methods and derived new state-of-the-art convergence bounds for IPF
as well as novel monotonicity results. We have demonstrated DSB on generative modeling and
data interpolation tasks. Finally, although this work was motivated by generative modeling, DSB is
much more widely applicable as it can be thought of as the continuous state-space counterpart of the
celebrated Sinkhorn algorithm (Cuturi, 2013; Peyré and Cuturi, 2019). For example, DSB could be
used to solve multi-marginal Schrédinger bridges problems (Di Marino and Gerolin, 2020), compute
Wasserstein barycenters, find the minimizers of entropy-regularized Gromov—Wasserstein problems
(Mémoli, 2011) or perform domain adaptation in continuous state-spaces.
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A Organization of the supplementary

The supplementary is organized as follows. We define our notation in Appendix B. In Appendix C,
we prove Theorem 1 and draw links between our approach of SGM and existing works. We
recall the classical formulation of IPF, prove Proposition 2 and draw links with autoencoders in
Appendix D. In Appendix E we present alternative variational formulas for Algorithm 1 and prove
Proposition 3. We gather the proofs of our theoretical study of Schrédinger bridges (Proposition 4
and Proposition 5) in Appendix F. A quantitative study of IPF with Gaussian targets and reference
measure is presented in Appendix G. In particular, we show that the convergence rate of IPF is
geometric in this case. In Appendix H we study the links between continuous-time and discrete-time
IPF and prove Proposition 6. We also provide details on the likelihood computation of generative
models obtained with Schrodinger bridges. We detail training techniques to improve training times in
Appendix I then present architecture details and additional experiments in Appendix J.

B Notation

For ease of reading in this section we recall and detail some of the notation introduced in Section 1. For
any measurable space (E, £), we denote by & (E) the space of probability measures over E. For any
¢ € N, we also denote &, = 2((R%)*). For any 7 € (E) and Markov kernel K : E x F — [0, 1]
where (F, F) is a measurable space, we define 7K € Z7(F) such that for any A € F we have
7K(A) = [ K(z,A)dn(z). If E = C then for any P € #(E) and s,t € [0, T], we denote by P,
the marginals of IP’ at time s and ¢. In addition, we denote by P, ; the disintegration Markov kernel
given by the mapping w — (w(s),w(t)), see Appendix D.1 for a definition. In particular, we have
P =P+ ;. All defined mappings are considered to be measurable unless stated otherwise.

For any P € £ (C) we define P¥ the reverse-time measure, i.e. for any A € B(C) we have P*(A) =
P(AT) where AR = {t — w(T —t) : w € A}. Wesay that P € Z(C) is associated with a
diffusion if it solves the corresponding martingale problem. More precisely, P € Z2(C) is associated
with dX; = b(t, X;)dt + v/2dB; for b : [0,T] x R? — R? measurable if for any v € C2(R%,R),
(M{)ie[o,1) is a P-local martingale, where for any ¢ € [0, 7]

MY =v(Xy) = [7 As(v)(X,)ds (16)
with for any v € C?(R%, R), ¢ € [0,¢] and x € R?
A:(v)(z) = (b(¢, z), Vu(z)) + Av(z).

We refer to Revuz and Yor (1999) for a rigorous treatment of local martingales. Note that (16)
uniquely defines PP, |, for any s,¢ € [0, T with ¢ > s. Hence P’ is uniquely defined up to IPy.

In some cases, we say that P € Z2(C) is associated with a diffusion if it solves the corresponding
martingale problem with initial condition. More precisely, P € £(C) is associated with dX; =

b(t,X;)dt 4+ v/2dB; and X ~ o € 2(R?) if it solves the martingale problem and Py = 119. Note
that in this case P is uniquely defined.

Finally, for any measurable space (E, £) and p, v € Z2(E) we recall that the Jeffrey’s divergence is
given by J(p, v) = KL(ulv) + KL(v|w).

C Time-reversal and existing work
Before giving the proof of Theorem | we start by deriving estimates on the logarithmic derivatives
of the density of the Ornstein-Ulhenbeck process given growth conditions on the initial density in

Appendix C.1. Note that our estimates are uniform w.r.t. the time variable. We give the proof of
Theorem 1 in Appendix C.2. Finally, we draw links with existing works in Appendix C.3.

C.1 Estimates for logarithmic derivatives

We start by recalling the following multivariate Faa di Bruno’s formula and a useful technical lemma.
Then in Appendix C.1.1 we derive bounds for the logarithmic derivatives which are non-vacuous
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for small times. In Appendix C.1.2 we derive bounds for the logarithmic derivatives which are
non-vacuous for large times. We combine them in Appendix C.1.3.

For any o € N? we denote |a| = 2?21 a; and a! = Hle al. If f @ RY = Ris m-
differentiable with m € N, then for any A € N¢ with |A\| < m we denote for any z € R9,
Onf(z) =0 .. 6')‘”! f(x). Similarly to Constantine and Savits (1996), we define < the order on N¢
such that for any )\1 A2 e N9, AL < AZif AL < |A2] or |A\!]| = |A?| and there exists j € {1,...,d}
such that A} < A% and for anyi € {1,...,7} A\l = \2.
Proposition 7. Let U C Ropen, N € N, f € CV(U,R), g € CN(R%, U) and h = f o g. Then for
any X € N? with |\| < N and x € R? we have

Ozh(z) = |1<>:|s:1 ps(Ak) f(k)(g(x»)‘! H;:1 a@jg(x)mj/(mjwjlmj )s
with

ps(M k) = {{li}io € (NT)", {midiy €N° 2 by <o < s, 300y ma =k, 300 mali = A
Proof. The proposition is a direct application of Constantine and Savits (1996). O

From this multivariate Faa di Bruno formula we derive the following lemma drawing links between
exponential and logarithmic derivatives.

Lemma8. Let N € N, g; € CV(R% R), g» € CN(RY, (0, 4+00)), h1 = exp[g1] and ha = log(ga).
Then for any A\ € N with |\| < N let cq\ = Zlel d* and the following hold:

(a) There exists P oxp a real polynomial with cq x variables such that for any x € R4

Onh1(2) = P exp((0egr(2))1gj<in)) ha ().

(b) There exists Py 1og a real polynomial with cq x variables such that for any x € R¢

Onha(x) = Pxog((0eg2(2)/g2(2))je1<|a))-

Proof. The proof of (a) is a direct application of Proposition 7 upon noting that for any £ € N,
f®) = expif f = exp. Similarly, the proof of (b) is a direct application of Proposition 7 upon noting
that, in the case where f = log, forany k € Nand z > 0, f(*) () = (—1)*~'(k — 1)!z~" and that
forany s € {1,..., X} and (¢1,...,0s,m1,...,ms) € ps(A, k) we have >0, m; = k. O

We will also make use of the following technical lemma.
Lemma9. Let p € N. Then for any a > 0, b > 0 and 2 € R% we have
= bl|2|*” + allz[**7" < —(b/2)2[I*” + a(2a/b)* 7, (17)
= bllz[I*? + af|2 )72 < = (0/2)]|2]*" + a(2a/b)P . (18)
In addition for any a > 0, b > 0 and = € R? we have
bl + alla| " < (2 — 1Y (2p) a0,
Proof. For the first part of the proof, we only prove (17). The proof of (18) is similar. Let a > 0,
b > 0. For any z € R with ||z|| < (b/2a)~! we have a||z||*~! < a(b/2a)~2P*L. For any v € R?
with ||z|| > (b/2a)~" we have a||z|**~1 < (b/2)||z||?”. Hence, we get that for any 2 € R? we have
allz|**~ = bllz|* < a(b/2a) " — (b/2) |||,

which concludes the first part of the proof. For the second part of the proof, remark that the maximum
of h: ¢t~ —bt? + at?’~1 is attained for t* = (2p — 1)/(2p)(a/b). We conclude upon noting that
h(t*) = (2p — 1)2P~1(2p)~2Pa?Phl 2P, O
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C.1.1 Small times estimates

Lemma 8 is key in the following proposition which establishes upper bounds on the logarithmic
derivatives of the density of the Ornstein-Ulhenbeck process. In what follows, we define (pt)te[o,T]
the density w.r.t. the Lebesgue measure of X, satisfying

dX; = —aXydt + V2dB;,  Xo ~ Paaa;
with o > 0. In the rest of this section, « is fixed.

Proposition 10. Let N € N. Assume that pgy, € CV (R?, (0, +00)) is bounded and that for any
¢e{1,...,N} there exist Ay > 0 and oy € N such that for any x € R4

IV 1og paa (@) | < Ag(1+ [l ™). (19)

Then for any t > 0, p; € CN(R%, (0, +00)) and for any £ € {1,..., N}, there exist By > 0 and
B¢ € N such that for any t > 0

19 Jog pr()| < e 2 Bu(L + fia 0] poje(ol)dzo),
with ¢? = exp[—2at].

Proof. First note that for any ¢ > 0 and 2, € R? we have
pe(x¢) = [ga Paaa(wo)g(xs — cro)dao, (20)
with for any & € R¢
o =expl—at],  g(&) = (2m07) " exp[— ||E]* /(207)], o7 = (1 - exp[—2at]) /.
Lett > 0. We have that p, € CV(R%, (0, +0c)) upon combining the fact that pg,, is bounded, (20)

and the dominated convergence theorem. Let £ € {1,..., N} and A € N¢ such that |A| < /. Using
Lemma 8-(b) we have for any z; € R4

O log pi(x¢) = P 1og((Ompe(x¢) /e (2¢)) jmi<|A])- 21
Using (20) and the change of variable z = z; — c;xo, we have for any z; € R4
pe(me) = ¢ Jpa Paaa((e — 2) /)8 (2)d.
Hence, combining this result, the dominated convergence theorem and Lemma 8-(a) we get that for
any ; € R? and m € N? with |m| < ¢
Ompr(1) = ¢ "™ [ Ompaana (0)8 (e — c10)darg

= C;‘ml fRd Pm,exp((aj logpdata(x()))|j\§|m\)pdata(xo)g(wt - CtIO)de
We conclude the proof upon combining this result, (19), (21) and the fact that ¢; < 1. O

For any ¢ > 0 and x; € R we introduce the infinitesimal generator A; ,, : C2(R%,R) — C2(R%, R)
given for any ¢ € C2(R% R) and z¢ € R? by
At 2, (9)(w0) = (Vi log poji(zol2e), Vio(xo)) + Ap(x0) (22)
= (V108 Paaia(z0), Vo (0)) + (¢t /o) (ws — cso, V(o)) + Ap(p).

Establishing Foster-Lyapunov drift condition for this infinitesimal generator will allow us to derive
moment bounds for x¢ — po¢(zo|z¢). We now introduce the Lyapunov functional which will allow

us to control these moments. For any p € N, ¢ > 0 and z; € R%, let V,, ; ,, : R? — [1, 400) given
for any zo € R? by
Vi,t,z: (20) = 1+ || — 21 /ce||*P, ¢y = exp[—at].

Proposition 11. Assume pgu € C'(R?, R) and that there exist mg > 0, do, Coy > 0 such that for
any zo € R? we have

(20, V108 paaia(0)) < —mol|zo|* + do [|zol|, ||V 10g Paaa(@0)|| < Co(1 + [|zol])- (23)
Then for any t > 0, x; € R and p € N there exist Bp €N, a, > 0and b, > 0 (independent of t and
x¢) such that for any xo € R% we have

Atz (Vo) (@0) < =apVp 0, (20) + bp(1 + [[ze /o),

with B, = 2p.
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Proof. Lett > 0, xg, ¢ € R< and p € N. First, we have for any xg € R4
Vi (20) = 70 — /il VVp i, (w0) = 2p(xo — mi/er) |0 — i /er| PPV, (24)
AVy iz, (T0) = 2p(2p — 1)||z0 — x4 /et PV,
Second, using Lemma 9, the Cauchy-Schwarz inequality and (23), we have for any =, € R?
(V1og paaa(0), 2o — @/ cr) < —mo|lwo|* + do [|zoll + [V 10g paaa(zo) | [z /c:|
< —mollzo — @ /cr||* + 2mollzolll|z:ll /cr + Co (1 + [|zol)l|z¢ ] /e
+do |lzo — @ /ol + do [|2el| /cr +mollaze]|* /cf
< —mollzo — @e/ce|® + {(2mo + Co) |zt /et + do}|zo — we/ct]
+ (3mo + Co)|z:1* /ef + (Co + do) |zl /<.
Combining this result and (24), we have for any 2y € R¢
(Vlog paata(0), VVp,t,z, (T0))
< —2pmo|lzo — x¢/ce]|*” + 2p{(2mo + Co)llze /et + do}llwo — ze/ce|* 7
+2p((3mo + Co) [l |?/ ¢} + (Co + do) [z | /ee) |0 — we /el [P 2.

Combining this result with (22) and the fact that for any z¢ € R%, (¢ /0?)(zt—crz0, VVp i 2, (T0)) <
0, we get that for any zy € R?

At o, (Vp,t,z,) (o) < —2pmol|zo — m¢/ce||*P + 2p{(2mo + Co)||me]| /cx + do}|lwo — x4 /ce||*P
+2p((3mo + Co)l|zel1?/} + (Co + do)||mell /ce) llzo — me/ce|P 72

Using Lemma 9 there exist 3, € N, a,, > 0 and b, > 0 (independent of ; and ¢) such that for any
zo € R we have

Ava, (Vo) (20) £ =apVya, (20) + bp(1+ (e /c) ™),

which concludes the proof. 0

Using this Foster-Lyapunov drift we are now ready to bound the moments of ¢ +— po¢(zo|z¢).

Proposition 12. Assume that pgy, € C2(R?, R) and that there exist mg > 0, do, Cy > 0 such that
for any xo € R? we have

(20, V10g Pdata(0)) < —mo||z0||* + dol|xoll, ||V log paata(@0)|| < Co(1 + ||20])).
Then, for any p € N there exist C, > 0 and 3, € N such that for any t > 0 and x; € R?
S lzoll” plaola)dao < Cpey ™ (1 + fael|), (25)
with ¢} = exp|—2at] and 3, = p.
Proof. Lett > 0 and zy € R4, Using (Ikeda and Watanabe, 1989, Theorem 2.3, Theorem 3.1),

Proposition 11 and (Meyn and Tweedie, 1993, Theorem 2.1) for any =z € R?, there exists a unique
strong solution (X¥),,>( such that X§ ~ 6, and

dX% = Vlog pojs (X% |z:)du + V2dB,.

Using (Leha and Ritter, 1984, Theorem 5.19) we get that {(X2),>o : = € R?} is associated with a

Feller semi-group. In addition, we have that for any f € C2(R?), [o. Atz, (f)(x0)poje (o] 2¢)dzo =
0. Therefore, using (Revuz and Yor, 1999, Proposition 1.5) and (Ethier and Kurtz, 1986, Theorem
9.17) we get that the probability distribution with density 29 — po|¢(o|;) is an invariant distribution

for the semi-group associated with {(X%),>0 : x € R%}. Therefore, using Proposition 11 and
(Meyn and Tweedie, 1993, Theorem 4.6) we get that for any p € N

Joa (14 lzo — 7 @l [22)poje (wolze)dzo < by(1+ |lze/cil|?) /ay

which concludes the proof upon using that ¢; < 1 and Jensen’s inequality. O
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C.1.2 Large times estimates

In Proposition 12, the bound in (25) goes to +0c0 as t — 400 since limy_, o ct_1 = +o0 (if « > 0).
This does not yield any degeneracy in our setting since we consider a fixed time horizon 7' > 0.
However, we can improve the result by deriving another bound which is bounded at ¢ — 400 but
explodes as t — 0. In this section we assume that b : u — (exp[u] — 1)/u is extended to 0 by
continuity with ~2(0) = 1.

The following proposition is the equivalent of Proposition 10 with a bound which explodes for ¢t — 0
instead of ¢ — +o00. Note that contrary to Proposition 10 we do not require any differentiability
condition the initial distribution pqaq,.

Proposition 13. Let N € N. Assume that pga, € C°(R?, (0, +00)) is bounded. Then for any t > 0,
pr € CN(R?, (0, +00)) and for any £ € {1,..., N}, there exist By > 0 and B, € N such that for
anyt >0

V¢ log pe(z)|| < o " Be(1 + Jpa llze — craol|™ poje (zolzs)dzo)
< 0, P Bo(1+ [yu llze = woll™ oje(wolze)dzo).
with 02 = (1 — exp|—2at])/a and for any & € R?
Qoj¢ (ol 1) = Pasa(o/c)g(e — 20)/ Jga Pasal(o/ct)g(xs — 20)dwo,
8(&) = (2m07) exp[— |1]* /(207)].

Proof. First note that for any ¢ > 0 and 2, € R? we have

pe(xt) = f]Rd Paata(0)8(w¢ — crv0)do, (26)
with

i =expl—at],  g(&) = (2nop) 2 exp[— |#]* /(207)], o7 = (1 — exp[-2at]) /.
Let t > 0. We have p; € CN(R?, (0, +00)) upon combining the fact that pg,, is bounded, (26) and
the dominated convergence theorem. Let £ € {0,...,N} and A € N? such that |\| < /. Using
Lemma 8-(b) we have for any z; € R
O Ingt(xt) = P)\,log((ampt(mt)/pt(l‘t))\nﬂg\)\\)'

For any m € N¢ with |m| < |A|, using the dominated convergence theorem, there exist C,,, > 0 and
Bm € N such that for any 2, € R? we have

Ompe(e)] < Coaoy 27 [ (14 |22 — ool ™™ )paua(@o)g(@e — cewo)do,
which concludes the proof. 0

Forany t > 0 and z; € R we introduce the infinitesimal generator A; ,, : Co(R? R) — Ca(R%, R)
given for any ¢ € C?(R? R) and o € R? by
At 2, (f)(@0) = (V1og qoje(wolar), Vip(x0)) + Ap (o)
= ¢; {(V1og paaa(wo/ct), Vp(wo)) + o7 > (wy — wo, Vip(o)) + Ap(xo).
For any p € N, let V,, : R? — [1, +00) given for any 2o € R? by
Vp(o) = 1+ |Jo*”.
The following proposition is the counterpart to Proposition 11.

Proposition 14. Assume that pg, € C*(R%,R) and that there exist mg > 0, dy > 0 such that for
any xo € R? we have

(0, V 108 paata(0)) < —mo||70||* + do ||70]| - (27

Then for any t > 0, z; € R% and p € N there exist Bp €N, ap, > 0and b, > 0 (independent of t and
x;) such that for any xo € R? we have

Ate, (Vy) (o) < —apoy V(o) + by(1 + e /o7 ||*7),
with B, = 2p.
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Proof. Lett > 0, xg, ¢ € R< and p € N. First, we have for any xg € R4
Volwo) = 1[lzoll V(o) = 2l ™V w0, AVi(xo) = 2p(2p—1) [l "7
Using this result, (27) and Lemma 9, we get that for any zo € R?
2p(V log paua(z0/ct), wo/et) [|wo | *P ™ < 2pe (—mo o | fer + do o)
< (2= 1) (2p)" P (mo/cr) TP

Combining this result and the fact that ¢; < 1, there exists d;, > 0 (independent from ¢ and x;) such
that for any 2y € R?

2p(V 10g paua(o/ct), o/ ct) ||z *P ™V < d. (28)
In addition, we have for any x(y € R4

(2p/07 ) o, e — o) [l |*P 71 + 2p(2p — 1) o *" 7
< —(2p/07) ol + (2p/07) llzo |~ llzel| + 2p(2p — 1) [lao]|* ™" + 2p(2p — 1).

Combining this result and (28) we have for any x, € R?

Az, (V) (o)
< =(2p/07) 2ol + (2p/07) ol ™" el + 2p(2p — 1) 2ol " + 2p(2p — 1) + .
We conclude upon using Lemma 9. O

The next proposition is the counterpart of Proposition 12.

Proposition 15. Assume that pga, € C?(RY,R) and that there exist my > 0, dy > 0 such that for
any xo € R? we have

(w0, V108 paa(x0)) < —molzo||* + dol|wol|.
Then, for any p € N there exist C, > 0 and 3, € N such that for any t €> 0 and x; € R4

-2
Jaa e = ol” qoje(wolz)dzo < Cpoy 277 (1 4 |Ja]|%),

with 07 = (1 — exp[—2at])/a and B, = p.
Proof. The proof is similar to the one of Proposition 12. O

C.1.3 Uniform in time logarithmic derivatives estimates

In this section we combine the results of Appendix C.1.2 and Appendix C.1.1 to establish uniform in
time estimates for the logarithmic derivatives of the density of the Ornstein-Ulhenbeck diffusion.

Theorem 16. Let N € N with N > 2. Assume that pgas € CN (Rd, R) and that there exist my > 0,
do, Cy > 0 such that for any xy € R? we have

(%0, V 108 pdata(z0)) < *mo||9€0|\2 +dollzoll, ||V 108 paaa(zo)| < Co(l + [Jzol)).

In addition, assume that paa, is bounded and that for any ¢ € {1, ..., N} there exist A; > 0 and
ay € N such that for any o € R?

19 1og pasalo)l| < Ae(1 + o). (29)

Then for any t > 0, p; € CV(R?, (0, +00)) and for any £ € {1,..., N}, there exist Dy > 0 and
B¢ € N such that for any t > 0

IV log pi ()| < De(1+ [l ™).

In particular if oy = 1 then p; = 1.
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Proof. Lett > 0and £ € {1,..., N}. Using Proposition 10 and Proposition 12 there exist D} > 0
and 8} € N such that for any z; € R? we have
ol 1
IV log pr(o)l| < Djey > (1+ ||| ™).

Similarly, using Proposition 13 and Proposition 15 there exist D7 > 0 and 87 € N such that for any
z; € R? we have

IV log pe(wo)l| < D (0/20) 72 (1 + | ).
Therefore, there exist Dg > 0 and 5, € N such that for any z; € R we have
IV log pi(a2)|| < Demin(a= o7 %, ¢ %)% (1 + [l | ™).
Since for any ¢; ? = exp[2at] and a~'o; % = (1 — exp[—2at])~'. Hence we have
min(a~to; 2, ¢ 3% < max{min(1/u,1/(1 —u)) : u € [0,1]} < 2%,

which concludes the first part proof. We now show that if o; = 1 then §; = 1. Recall that for any
t > 0and 2; € R? we have

pe(@e) = [pa Paaa(zo)g(xe — crzo)dao,
with for any & € R?
¢ =expl—at],  g(#) = (2m07)"exp[— | #|* /(207)], oF = (1 — exp[-2at])/a.
Therefore, using the dominated convergence theorem we get that for any x; € R?
Viogpe(x:) = 072 [pa(me — crwo)poje(wola)dzo = 072 [pa (e — cio)qope (xolx)dao.  (30)

Similarly, using the dominate convergence theorem and change of variable z = z; — ¢, ¢, we have
for any z; € R?

Vlogps(xs) = Ct_l fRd Vlogpdata(ﬂfo)po\t(~T0|It)d$0~
We conclude the proof upon combining this result, (30), (29) with a; = 1, Proposition 15 and
Proposition 12. In particular, we use that 5; = 1. ]

C.2 Proof of Theorem 1

We start by recalling the following basic lemma.

Lemma 17. Let (E, &) and (F, F) be two measurable spaces and K : E x F — [0, 1] be a Markov
kernel. Then for any g, 11 € Z(E) we have

oK — paKllrv < [[uo — pafTv-
In addition, for any ¢ : E — F measurable we get that

lespo — expllry < llpo — pallrv,
with equality if ¢ is injective.

Proof. We divide the proof into two parts.

(a) Note that for any f : F — R such that ||f|| < 1wehave ||[Kf|,, < 1. Using this result we get

oK — i K|lrv = sup{ [ f(y) d(uoK) — Je F@)d(mK) () « [Ifll <1}
= sup{ [g Kf(z)dpo(z fE Kf(z)duo(z) : [[fllee <1} < lluo — pallv-
(b) We have
lpwro — pppllry = sup{ [g f( duo(fC = Je fle(@)dp(z) « [Ifll <1}
<sup{fg f I)d/io = Je f@)dpi(@) + 1fllo <1} < [l1o — puallTy-
If ¢ is injective then there exists o~ ' : F — F (measurable) such that ¢! o ¢ = Id. Therefore, for
any f: E — R with || f|lco <1wehave f = (fop™?) ogpand |lf 0@ !l < 1. Hence we have
o — pallvv = bup{fE duo(w fE (@)dpa(z) = [ flle <1}

< sup{ [¢ fp(2))dpo(z) — [ f( dul(l‘) [flloe <1} < llpspo — papliry,
which concludes the proof.
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We will also make use of the following inequality.
Lemma 18. Let ¢ > 0, z,y € R% t > 2/c and ¢ : [0,1] — R such that for any s € [0,1],
©(s) = exp|— ||z — sy||* /(4t)]. Then ¢ € C*([0,1],R) and we have for any s € [0, 1]

¢/ (s)] < 21 + & ") (1 + [la]l) exp[— ll|* /(8%)] exple [ly]I*] /t-
Proof. Let s € [0,1], we have

#'(s) = ((z,9) = s lylI*) exp[— |z — syll” /(40))/(2t).

Using the Cauchy-Schwarz inequality and that for any a,b € R%, — [|a + b]|* < — [|al|* /2 + ||b])
we get

¢/ (s) < (2l Iyl + llyll*) expl= llz]1* /(8¢) + lyl|* /(40)]/(2¢). 31)

In addition, we have

lyll explllyl|/(4)] < llyll explellyll*/2] < (1 + lyl1*) exple y* /2] < 2(1 + &) exple Hyu;]z')

Finally we also have [|y||” exp[||y||2/(4t)] < (1 4+ &~1) exple [|y||°]. Combining this result, (31) and
(32) concludes the proof. O

Finally we show the following lemma which is a straightforward consequence of Girsanov’s theorem
(Liptser and Shiryaev, 2001, Theorem 7.7). A similar version of this lemma can be found in the proof
of (Durmus and Moulines, 2017, Proposition 2) and in (Laumont et al., 2021, Lemma 26) (version
where the dependence of the drift in w € C([0, 7], R?) is replaced by a (simpler) dependence in
z € RY). We refer to (Liptser and Shiryaev, 2001, Section 4) for the definitions of semi-group,
non-anticipative processes and diffusion type processes.

Lemma 19. Let T > 0, by, by : [0,+00) x C([0,T],R?) — R? measurable such that for
any i € {1,2} and x € RY, ngi) = b;(t, (Xgi))se[oj])dt + /2dB; admits a unique strong
solution with X(()i) = z and (b;(t, (Xgi)))te[oﬂ is non-anticipative, with Markov semi-group
(P,(f))tzo. In addition, assume that for any * € R and i € {1,2}, IP’(fOT{Hbi(t, (X&“)SEW])H? +
16;(t, (Bs)sefo,r))|I*}dt < +00) = 1. Then for any x € R* we have

1 2 1
18, P — 8, PF |12y < (1/2) [ E[l1by (£, (X)) seio.m)) — b2ty (XE) seqo ) |2t

Proof. Let T > 0 and 2 € R?. For any i € {1,2}, denote 11y the distribution of (Xgi))te[o,ﬂ on

the Wiener space (C, B(C)) with X(()Z) = z. Similarly denote y7 the distribution of (By)cjo,7) With
By = z, where we recall that (B;),c[o,7) is a d-dimensional Brownian motion. Using Pinsker’s
inequality (Bakry et al., 2014, Equation 5.2.2) and the transfer theorem (Kullback, 1997, Theorem
4.1) we get that

18P — 8, P 3y < 2KL(nqylaca))-
Since for any ¢ € {‘17 2}, IP’(fOT{Hbi(t, (ng))se[o,T])HQ +11bs (£, (Bs)sefo,r7)]I* dt < +00) = 1 and

the processes (Xgl))te[oj] are of diffusion type for i € {1,2} we can apply Girsanov’s theorem
(Liptser and Shiryaev, 2001, Theorem 7.7) and up-almost surely for any w € C([0,T],R) we get

(d/l@)/dﬂg)((wt)te[o,ﬂ)

= exp[(1/2) [y (b1(t, (ws)sepo.r) dwe) — (1/4) [y 1oy (t, (ws)sejo,m)|2dt]
(dpy /gy ) (we)eegory)

= exp[—(1/2) fy (ba(t, (ws)sepo.r)): dwe) + (1/4) [y [ba(t, (ws)sepo.r))l[2dt].

Hence, we obtain that

x x T T 1
KL(M(1)|I~L(2)) = E[log((dﬂ(l)/dﬂ(z))((x:g ))te[o,T]))]
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— (1/4) [T E[Ibr (8, (X)) acpoiry) = ba(t, (X)) o) 121t

which concludes the proof. U

We study distributions satisfying some curvature assumption and show that they are sub-Gaussian.
More precisely, we show the following proposition.

Lemma 20. Let ¢ € C1(RY,(0,+00)) andm > 0 and ¢ > 0 such that for any x € R? we have
(Vlogq(z),z) < —m|z|* + ¢ ||z||. Then for any £ € [0,m/2) we have

Jgaexple |z|*)q(z)dz < +oo.

Proof. For any z € R? we have
1
log q(x) = log q(0) + [, (Vloggq(tz), z)dt
1
<logq(0) —m [y ¢ [[]|* dt + cl|z|| < logg(0) + c|a]| —m]|z]*.
which concludes the proof. O

Finally, we will use the following basic lemma.
Lemma 21. Let p € 2(R?), a; € R, 31 > 0 and (Xt)¢>0 such that X has distribution p and

dX, = a, X,dt + B1/2dB,,

where (By)i>0 is a Brownian motion. Then for any az € R and B2 > 0 we have that (Y)¢>o given
foranyt > 0byY; = aaXg,: satisfies

dY; = Bear Yidt + aa(B21)Y/2dBy,

where (By);>0 is a Brownian motion, and Y has distribution (7o,) 41, where for any x € RY,
Tao () = Q.

Proof. Lett > 0. Using the change of variable u — [Sau the following equalities hold in distribution
Y, = asay foﬁzt X,ds + a2ﬁ%/2Bﬁ2t
= faaaa; f(f X g,5ds + az(B182)/ By = focy f(f Y. ds + az(B152)'/?By,

which concludes the proof. O]
We now turn to the proof of Theorem 1

Proof. Leta > 0. Forany k € {1,..., N}, denote Ry, the Markov kernel such that for any « € R,
A€ B(RY) and k € {0,...,N — 1} we have

Rit1(2,A) = (dyp41) Y2 [y exp[— 1@ — Teg1(@)]” / (47k41)]d,

where for any 2 € R?, Ty 1(2) = & + Yyt {ax + 25¢(ty, x)}, where t), = Z;:é ~e. Define for
any ko, k1 € {1,..., N} with k1 > ko Qrg.k, = Hf;ku Ry. Finally, for ease of notation, we also
define forany k € {1,..., N}, Qi = Q1. Note that for any k € {1,..., N}, Y} has distribution

TooQr» Where T, € Z(R?) with density w.r.t. the Lebesgue measure pay,. Let P € 2(C) be the
probability measure associated with the diffusion

dX; = —aX,dt + V2dB;, X ~ o,

where 9 € Z2(R?) admits a density w.r.t. the Lebesgue measure given by pya,. First note that using
that Py = 7 we have for any A € B(R?)

ToPro(P)710(A) = Pr(PF) 710 (A) = (PR)o(PH)70(A) = (PF)7(A) = mo(A).
Hence my = ’/T()IP)T‘O(IPR)T‘O. Using this result and Lemma 17, we have

[0 — Too QN ITv = [ T0Pr0(PF) 70 — Tos Qn [TV
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< [70Pr0(P*) 710 — Too )70l mv + [1T00 (P) 110 — T Quv [TV
< |ImoPri0 — ToollTv + 1T (BF) 710 — oo Qu [l Tv-

Note that £(Xy) = L(Yxn) = mooQn and therefore
I1£(X0) = mollv < [I70Pri0 — ToollTv + [To0 (PF) 710 — Toe Quv [T
We now bound each one of these terms.

(a) First, assume that o > 0. Let T, = oT and P € 2(C([0,T,],R?%)) be associated with
(Z4)te(0,1,,) the classical Ornstein-Ulhenbeck process with Zo ~ (74) 470, where for any z € R?

we have 7,(z) = a'/?z, satisfying the following SDE: dZ; = —Z,dt + v/2dB,. We denote
T8 = (Ta) 70, ft = (Ta)#Too. Note that since pyrior is the Gaussian density with zero mean and
covariance matrix (1/«) Id, p is the Gaussian distribution with zero mean and identity covariance
matrix.

First, using (Bakry et al., 2014, Proposition 4.1.1, Proposition 4.3.1, Theorem 4.2.5), we get that for
any t € [0,T,], f € L*(u) and 2 € R?

Joa(Piog(@))?dp(x) < exp[—2¢] [pa g% (2)dp(z),  with g(z) — Jpa F(@)du(Z). (33)

Recall that (X;);>0 satisfies dX; = —aX; + dB;. Using Lemma 21 we have that for any ¢ € [0, T]
Z; and a'/>X 1, have the same distribution. Hence for any ¢ € [0, 7] we have P; = (7, 1)4Pas.
Therefore, using that (Ta)#ﬂ'oo = u, that PP is Markov and Lemma 17, we get that

[70Ptj0 — ToollTv = [Pt — ToollTv = [[(Ta) £ Pt — (Ta) #Teo TV
= IPat — pllrv = [PatoPact—to)j0 — HllTV-
Finally, note that we have for any t > ¢, € [0,7] and z € R?
(A(PatyPat—to)0)/di) (x) = Pag—to)o.f (),  with f(z) = (dPay, /dp)(z). (34)
Let g = f — 1. Using (34), (33) and that (7o) # 7 = p, we get that for any ¢ > ¢, with ¢ € [0,T]
[m0Psjo — ToollTv < [ PatoPai—te)o — LTV (35)
< fRd Po(i—to)jof (x) — 1dpu(z)
< (fRd (Ip)a(t—to)|09(~T>)leu(l"»l/2
< exp[—a(t — to)](fpa 9° (x)du(x))'/?
< exp[—a(t — t0)](Jga 92 (' 2z)dmog () /2.
In addition, we have for any € C.(R? R)
Jra p(@) f(@' ) dmos () = [pu pla™?2) f()dp(w)
= fRd Qo(ail/Qx)dﬁbato (.%') = f]Rd w(x)d]P)to ('7;)

Hence, for any = € RY, g(a'/?x) = (dP4, /d7s)(x) — 1. Combining this result and (35) we get
that for any ¢ > to with ¢ € [0, 7]

1/2

7P — ToollTv < V2exp[—a(t — to)] (1 + fRd(dPtO/dﬂoo)(x)Qdﬂoo(z)) (36)

Let to € [0,7]. We now derive an upper bound for [, (dP, /dmeg)(#)?dmeg (). We recall that Py,
and 7, admit density w.r.t. the Lebesgue measure denoted p;, and p, such that for any x € R4

Pro() = Jzu Gro (@, B)dmo(F),  poo(@) = (27/) =42 expl—a||z]* /2],
where for any z, Z € R?

Cio (2, 8) = (2m07,) " exp[— & — me, (2)||* / (207,)],
o7 = (1 — exp[—2atg)) /e, my, () = exp[—atpZ.
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Combining this result and Jensen’s inequality we get

_ _ _ - —\12 2 -
fRd pt20 (x)pool (z)dz < a d/2(27.[) d/20_t02d f]Rd exp[— Hx — my, (Z)]| /O't20 + H:EH /Q]dxd?g'%‘)
For any z, Z € R? we have
~\ (2 2 ~ ~ 2 ~ ~ 112
I = me @) f02, — el /2 = o = mi, (@252 Jo2)|” /(262) — 3] 6(a to) 2,

with 67 = (07 /2)(1 — ac? /2)7! and ¢(, tg) = aof (1 — 0f a)/(2 — 0f «). Using this result,
we get that

Jra exp[=lz = my, (2)|? /07, + allz|?/2]dzdmo(Z) < (2767))Y? [pa explé(a, to)||Z]|*]dmo(2),
Lete =m/4 and o > 0 such that ¢(«, tg) < e. Using Lemma 20, we get that
N2 2
Juw exDI= 12 = my ()2 /02, + @ al]® /2Jdadm (&) < (27522 [y, exple ] ]dmo (7).

Combining this result, the fact that afo < a7!,(37)and that forany ¢ > 0, (1 —e™%)~1 <1+ 1/¢,
we obtain

< (a7163,00," )2 [pu exple || #]*)dmo ()

< (1 = exp[—2ato]) Y2 [oa exple ||Z]|%]dmo (2)
< (1+1/(20t0))Y/? [, exple [|7]|*]dmo (7).
Combining this result and (36), we get that for any ¢ > ¢,

Jra P2, (@) ()

[P0 — ToollTv < CF exp[—at],
with
C¢ =V2(1 +1/(2ato))¥?(1 + (Jga exple| ]| dmo (2 N2 explato).
For t < to, using that || moPsg — Too|[Tv < 1 we have
[m0Pysj0 — Moo |l Tv < CY exp[—at], with C? = explaty).
Let C; = Cf + C? and we have that for any ¢ € [0, 7]
[P0 — ToollTv < C1 exp[—at]. (38)

(b) Second assume that o = 0.
IT0Pr10 = ToollTv < g Jou (4nT) =2 exp|— [l — &[|* /(4T)] — exp[— ||z /(4T))|dzdmo ().

For any z, & € R% let o € C1([0,1],R) with for any s € [0,1], p(s) = exp[— ||z — sz /(4T)).
First, assume that T > 2/e. Using Lemma 18, we get that for any s € [0, 1]

&' ()| < (1471 + [|o])) exp[— [|=[|* /(8T)] exple [lyl|*] /T

Using this result we get that
ImoPri0 = ToollTv < [ fpa(AnT) =42 exp[— [|lz — &[|* /(4T)] — exp[— ||z]|* /(4T)]|dzdmo (&)

< Jau Jpa(AnT)=2(1 + 7)1 + [|2]|) exp[— ||z]|* /(8T)] exple || #*] /T dadmo (2)

<2Y2(1 4 &™) [Lu(87T) 2 (1 + ||2[]) exp[— [[z|* /(8T)|dz [pa exple [12]%]/Tdmo (i)

<2¥2(1 4 7N (1 + 2V2dY2TY?) [, exple ||2])7]/Tdmo (2).
In addition, if T" < 2/e then

[moPr0 — oo lTv < (/2 + (/2)*) N T~ +T7/2).
Hence, we get that there exists C'y > 0 such that
[moPrio — Toollrv < Co(T™H +T71/2), (39)
with
Co = (/24 (/2)/2)7 +2/2(1 + £ 1) (1 + 2v2d"/2) [, exple | 2]]dmo ).
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(¢) Recall that P¥ is associated with the diffusion (Y});>¢ such that for any ¢ € [0, 7] and z € R?

AY, = by (t,Y,)dt + V2B, bi(t,x) = ax + 2V log pr_(z).

Similarly, for any k € {1,...,N} we have Q; = Q;, where Q is associated with the diffusion
(Y¢)tejo,7) such that for any (w;);e0,r) € C([0,T], R?) we have

dY, = ba(t, (Ys)seo,r)dt + V2B,
bQ(t7 (wt)tE[O,T]) = chvziol ]]'[tk,tk+1)(t) {2awtk + Sa(tk’ wtk)}

where for any k € {0,..., N}, t = 252—01 ~e+1- Recall that for any ¢ € {1, 2, 3} there exist A; > 0
and «; € N such that for any ¢ € R
IV* log po () “),

with a; = 1. Using this result and Theorem 16 we get that for any ¢ € {1, 2, 3} there exist B; > 0
and 3; € N with 3; = 1 such that for any z; € R? and ¢ € [0, T]

IV log pe(a0)]| < Bi(1 + ||| ™). (40)

In addition, for any ¢ € [0,7] and z € R? we have
Opi() = —div(bp)(z) + Ape(z),

with b(z) = —ax. Therefore, since logp € C*°((0,7] x R? R) we obtain that for any ¢ € (0,7
and z; € R?

Oy log py(w) = —div(blog pr) () + Alog pi () + ||V log py(a1)||*
Finally, we get that for any ¢ € (0,7] and x; € R?
0yVlogpi(wy) = —Vdiv(blog pi)(w:) + VAlog pi(z1) +V HVlOgPtHQ (z¢)-

Therefore combining this result and (40) there exist A>0and B € N such that for any 2, € R? and
t € (0,T), |0,V 1og py(a1)|| < A(1 + ||z¢||®). Hence, for any t,,t5 € [0,T] and z € R?

IV log pi, (x) — Viog pe, ()| < At = ta] (1 + [l2]®). @1
In addition, using (40), we have for any ¢ € [0,7] and 1, x5 € R?
IV log pe(w1) — Viog pe(x2)|| < [y V2 logpe((1 — )z + szo)lldsllzy — 22| (42)
< By(1+ [y (1 = s)w1 + swal|™ ds) [l — 2|
< Ba(1+ [z ]| + [|zal|”) |21 — a]l.

Since sg € C([0,7] x R? R?) and Vlogp € C([0,T] x R?,R?) we have using Lemma 19, (41),
(42) and the Cauchy-Schwarz inequality

170 (P) 70 — TooQu Iy < 1/2)fo (1o1(t, Y1) = ba(t, (Ye)eeo,r))lI7)de “3)
<oy N tk+1 E[||Vlong7t(Yt) — s0(Yy,)|?]dt
+ 300 Sy OBV~ Yo |Plat
<60 ;”lEnmong_t(Yt)—VIong_thk)Hﬂdt
+ 653 [ B[V iogpr—i(Ye,) — Vg pry, (Ya,)||?)dt
+ 6540 01 o ELIV log pror, (Ye,) — soti, Yo, )[21de
+ 300 Sy OBV~ Y |Plat

< 18\fBQ(1+2NT(462 )1/22 ft’““E (Y — Y, |[42/2dt
+124%(1 + N (2B) 0, tk“( t — tg)2dt + 6TM?
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+ 00 S Q2B Y — Yot

< {18\fBZ(1+2NT(452))1/2+a2}ZN T RIY = Y, |42
+4A2(1 4 Np(2B) Yo (ths — t)® + 6TM2

< {18V2B3(1+ 2N7(462)% + 0*} S0 [P EBIIY, — Yo, |41/ %dt
+4A%(1 4 Np(2B))T5° + 6TM,

where for any ¢ € N, Np(f) = supcio 7 E[IY:[|*]. Forany t € [0,7], let A, : C*(RY) —
C?(R?, R) the generator given for any t > 0, ¢ € C?(R?,R) and = € R? by

Ai(p)(x) = (ax + 2VIog pr—i(x), Vo(x)) + Ap().
Forany /£ € N, let Vy(z) = ||z||**. Hence, forany £ € N, z € R% and ¢ € [0, T] we have using (40)
AVe)(w) = 2t a|* + 20By [l + 2By [Ja][* + 2020 = 1) |7V
Hence, for any £ € N there exist By such that z € R% and ¢ € [0, T]
[A(Ve) (@)] < Be(1 + Vi(x)). (44)
Forany £ € N, (M, )icio,r) = (Ve(Y1) = Vi(Yo) — fo Ai(Ve)(Y5)ds)iepo,r) is a local martingale.

For any ¢ € N, there exists (74 ;) xen a sequence of stopping times such that limy_, y o 7, = T and
(Mg tnr, . )tefo,r) is a martingale. Using (44), we have for any ¢ € [0,7],/ € Nand k € N

E[Ve(Yinr,,)] < EIVe(Yo)] + Befy (1 + E[Ve(Yonr, . )])ds.

Hence, using Gronwall’s lemma we get that for any £ € N, sup, ey E[V(Y¢ar, )] < +00. Therefore
for any £ € N, ((Mg,¢ar, )tefo,1])ken is uniformly integrable and we have that for any £ € N,
(My,¢)ef0,r) is a martingale. Therefore we get that for any ¢ € [0, 7], £ € N

E[Ve(Y+)] < E[Ve(Yo)] + Bef, (1 +E[Ve(Y,)]ds).
Using Gronwall’s lemma we get that for any ¢ € N there exist Cy > 0 such that

Np(0) = sup E[||Y]|?] < Cyexp|B/T). (45)
te[0,T]

We have that for any s, t € [0, 7]
Y, =Y, + [{aY, +2Viogpr_(Y,)}du+ V2 [I dB,.

Using (41) and Cauchy-Schwarz inequality we have for any s, t € [0, T

E[|Y: = Ya[|*] < 64(t — 5)° [ {o B[ Y. |*] + 16E[|V log pr—+(Y.)||*]}du + 48v/2(t — 5)?
< 64( f {*E[||Yu|*] + 128B1(1 + E[|| Yo ||*]) Ydu + 48/2(t — s)?
64( + 12834)(1 + Np(4)(t — s)* +48V2(t — ). (46)

Combining (45) and (46) in (43) we get that there exist C's > 0 such that
[7oe (BF) 710 — TooQu [Ty < O explC3T](7 + M2, (47)

We conclude the proof upon combining (38) and (47) if & > 0 and (39) and (47) if « = 0. ]

C.3 General SGM and links with existing works

In this section we describe a general algorithm for SGM in Appendix C.3.1 and show that the
formulation (6) encompasses the ones of (Song et al., 2021; Ho et al., 2020) in Appendix C.3.2.
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C.3.1 General SGM algorithm

We first present a general algorithm to compute approximate reverse dynamics, i.e. to compute the
reverse-time Markov chain associated with the forward process

dX; = fi(Xe)dt +v2dBy,  Xo ~ paaa- (48)
We use the Euler-Maruyama discretization of (48), i.e. let Xo ~ pqa and forany k& € {0,..., N —1}

Xir1 = Xe + Ve fr(Xn) + /2% 112141

In general, we do not have that p(xy|zo) is a Gaussian density contrary to Song and Ermon (2019);
Ho et al. (2020). However, in this case, we obtain that for any = € R4,

Prr1(2) = (Amy1) Y2 [0 pr(®) expl— || T (2) — 2)|” /(49041)]d2,

with Ty 1(%) = & + Y11/ (Z). Therefore, we get that for any z € R?
(2419841 (2)) V10g Pryr () = [oa (Trr1 (&) — 2)pr(F) exp[— | Tag1 () — 2| / (47p41)]di.
Hence, we get that for any z € R?

Vlog pr1(@) = E[Tet1 (Xi) — Xis1|Xnr1 = 2]/ (2941) = —(241) B[ Zi 1| X1 = 2.
(49)

From this formula we derive a regression problem similar to the one of Section 2.1. We obtain
Algorithm 2. We highlight a few differences between our approach and the ones of Song and Ermon
(2019); Ho et al. (2020):

(a) Asemphasized in (49), the regression problem in Algorithm 2 is different from the one usually
considered in SGM which restrict themselves to the setting fi(z) = az with « = 0 (Song and
Ermon, 2019) or « > 0 (Ho et al., 2020).

(b) In the present algorithm we do not use any corrector step (Song et al., 2021) at sampling time.
Note that the use of a corrector step is only justified in the context of classical SGM algorithms and
not the DSB method introduced in Section 3.3. This is because, we do not have access to the marginal
of the time-reverse density during the IPF iterations contrary to classical SGMs.

(c) Finally, we do not present the Exponential Moving Average (EMA) procedure Song and Ermon
(2020) which is key to prevent the network from oscillating. Contrary to the corrector step, this
technique can easily be incorporated in Algorithm 2.

Further comments and additional techniques are presented in Appendix I.

C.3.2 Links with existing work

In this section, we show that we can recover the training and sampling algorithm of Song and
Ermon (2019) and Ho et al. (2020) by reversing homogeneous diffusions. Note that Song et al.
(2021) identified links with non-homogeneous SDEs. We explicitly characterize the fundamental
difference between the approaches of Song and Ermon (2019); Ho et al. (2020) by identifying the
two corresponding forward homogeneous processes (Brownian motion or Ornstein-Ulhenbeck).

Brownian motion First, we show that we can recover the sampling procedure and the loss function
of Song and Ermon (2019) by reversing a Brownian motion. Assume that we have

dX; = v2dB;, Xy ~ Paaa- (50)

In what follows we define {3} ;' such that {Y;}~ ;' approximates {X7_;, }+_, for a specific

sequence of times {t;} o, € [0, T)™. We recall that the time-reversal of (50) is associated with the
following SDE
dY, = 2Vlogpr_,(Y:) + v2dB,. (51)

The Euler-Maruyama discretization of (51) yields for any k& € {0,..., N — 1}

Vi1 = Vi + 2v641 Viog pr—i, (Vi) + /2741 Zkt 1
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Algorithm 2 Generalized score-matching
1: Inputs:  (bx)reqo,....n—1} » IV € N (nb. of iterations), M € N (batch size), Nepochs (nb. of
epochs), (Vk)ke{o,...,N—1} (Stepsizes), {sg : 6 € O} (neural network), opt (optimizer), Pprior
(prior distribution), A(k) (weights)

2: for nepoch = 0, ..., Nepoch — 1 do

33 forje{l,...,M}do

4: X(% ~ Pdata

5: fork € {0,...,N—1}do _
6: X1 = XL+ v (X)) + V201204
7: end for

8: end for

9: L) =M"" Z]Ni1 Efcv:_ol A(K)/(2vk+41) EJJV; vV2vk+180(k + 1, lechl) + lec+1||2
10: Onepmh«kl = opt (éa enepoch)

11: end for

12: Xy ~~ Pprior

13: fork € {N —1,...,0} do

14 X = X1+ Mo {=Fe(Xng1) + 250y, (kF+ 1, Xep1)} + V2412041

15: end for

16: Output: X,

where {74+1}4 4 is a sequence of stepsizes and for any k € {0,..., N}, t; = Z;:S ~j+1- A close
form for {V log pr_4, }f::ol is not available and in practice we consider

Yir1 = Y + 2viq 180+ (T — i, Yi) + /2941 2141, (52)

where forany k € {0,..., N —1}, sg- (T — ty, -) is an approximation of V log py_;, . The sampling
procedure (52) is similar to the one of Song and Ermon (2019) upon setting (with the notations
of Song and Ermon (2019)) T' +— 1 in (Song and Ermon, 2019, Algorithm 1) (no corrector step),
/2 < vy and sg (-, 0p41) « 289« (T — t, -). It remains to show that 2sg« is the solution to the
same regression problem as sy in (Song and Ermon, 2019, Equation 6). First, note that for any ¢ > 0
and z; € R we have

pe(e) = (47) =2 fo0 paaa(o) expl— e — wol|* /(48)]dzo.
Therefore, we get that for any ¢ > 0 and z; € R?
Vlog pi(z:)= fRd (o — 2¢)/(2t)poje (2ol )dze = E[Xo — X¢| Xy = 24]/(21).
Hence, we have that * satisfies the following regression problem
0% = argming o AK)E[[|(Xo — Xr—t,)/(T — 1) — 259(T — ti, Xr—s, ).

Note that this loss function is similar to the one of (Song and Ermon, 2019, Equation 6) upon letting

o? 41 % 2(T —tg) and L <— N. Hence, the two recursions approximately define the same scheme if
forany k € {0,...,N — 1}, 07 — o, =~ (1/2) Z?;& @11 since to = 0 implies 7' = (1/2)0%. In

Song and Ermon (2019) we have for any k € {0,...,N — 1}, 07 = sV "F03; (recall that N = L)

with > 1. In addition, we have for any k € {0,..., N — 1}, ay, = €0} /o3 for some e > 0. We
get that
k- T
(1/2) 520 age1 = (¢/2)rN 1 g w7
= (e/2)(k" = RN /(1 - kT
=¢/(2(1 - w710 )(0F — i s1)-

Hence, the two schemes are identical if e = 2(1 — k~!)o%. In practice in Song and Ermon (2019)

the authors choose N = 10, oy = 1072, 5y = 1 (hence k = 10*/9) and ¢ = 2 x 10~°. We have
2(1 — k= 1)o% ~ 1.3 x 10~* which has one order of difference with e.
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Ornstein-Ulhenbeck Second, we show that we can recover the sampling procedure and the loss
function of Ho et al. (2020) by reversing an Ornstein-Ulhenbeck process. Contrary to the previous
analysis we do not show a strict equivalence between the two recursions but instead that our algorithm
can be seen as a first order approximation of the one of Ho et al. (2020).

In this section, we consider the following diffusion
dX; = —aXdt + V2dBy,  Xo ~ Paua- (53)
In what follows we define {Y} }7 ;' such that {Y; }» ;' approximates {X7_,, }»—, for a specific
sequence of times {tx }n—, € [0,T 1. We recall that the time-reversal of (53) is associated with the
following SDE
dY, = {aY, + 2Vlog pr_,(Y,)}dt + V2dB,. (54)
In what follows, we fix « = 1. The Euler-Maruyama discretization of (54) yields for any k €
{0,...,N —1}
Yirr = (1494 0)Y% + 291 Viog prs, (Vi) + /2941 Zks1-

where {7;11}n ", is a sequence of stepsizes and for any k € {0,..., N — 1}, t} = Z?;& Vi1 A
close form for {V log pr—_¢, };::01 is not available and in practice we consider
Vitr = (L +%41)Ye + 2904180+ (T — tr, Yi)dt + /2741 Zigr- (55)
In (Ho et al., 2020, Equation 11) the backward recursion is given for any k € {0,..., N — 1}
Yiq1 = O@l_/;f(Yk — Bn—i/ (1 — an—1) €0 (Yi, T — tr)) + onN—1 Zit1- (56)

In (56) we set o,z = B as suggested in Ho et al. (2020) where for any k£ € {0,...,N — 1}

2 _ k+1
Oka1 = Brt1, Qpy1 =1 — Brg1, g1 =[5 .

We consider a first-order expansion of (56) with respect to {6k+1}f€\[:_()1. We obtain the following
recursion for any k € {0,..., N — 1}

Vigr = (14 Bn-/2)Ys — Bn—i/(1 — an—i)" €0 (Yi, T — t1.) + /BN—1Zk41.
This last recursion is equivalent to (55) upon setting Sy—x < 2yk+1 and —eg(-, T — 1) /(1 —
an_i)"? «— —sg (T — t, ). It remains to show that sy« is the solution to the same regression
problem as €y/(1 — an—_.) in (Ho et al., 2020, Equation 12). First, note that for any ¢ > 0 and
x; € R% we have
pi(y) = (2162) Y2 [ Paaa(wo) exp[— ||z, — cymol|* /(262)]do,
with
¢ = exp[—21], 57 =1 — exp[—2t].
Therefore we get that for any ¢ € [0, 7] and z; € R?
Vlog py(xt) = fRd(Ctﬂfo — T4)Paawa(T0) exp[— ||z — Ct$o||2 /(267)]dzo
= E [CtXO — Xt|Xt = (Et} /(_th = —]E [Z|Xt = IEt} /(_Tt7
where we recall that X; has the same distribution as ¢; Xq + 7;Z, with Z a d-dimensional Gaussian

random variable with zero mean and identity covariance matrix. Hence, we have that 0* satisfies the
following regression problem

0% = argming S n o NK)E[|Z /o7, + so(T — ti, Xr_1,)|].
Note that we have
SN B =N By = 2N i = 2(T — ).
Using this result we have for any k € {0,..., N — 1}
L—an g =1—expl- X7 log(1 - 8)] m 1 —expl- X1, 8] ~ 55,

Let 0* the minimizer of (Ho et al., 2020, Equation 12) we have
% ~ argming S n ' (2an k(1 — an_1)) 'E[|Z — €o(Xp sy, T — tx)|)?]

~ argming 3o (20 —) B[ Z/(1 — an—k)Y? — €0(Xr—e,, T — ti) /(1 — an—i)/?|?]

~ argming Yo' (2an 1) E[||Z /51—, + so(T — t, Xr—1,)[12]-

Hence the two regression problems are approximately the same (for small values of {51 }]iv:_ol) if
we set A(k) = (2an_x) "t
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D Schrodinger bridges with potentials and DSB recursion

In this section, we start by proving an additive formula for the Kullback-Leibler divergence in
Appendix D.1 following Léonard (2014a). We recall the classical IPF formulation using potentials in
Appendix D.2. Then, Proposition 2 is proved in Appendix D.3. Finally, we highlight a link between
our formulation and autoencoders in Appendix D.4.

D.1 Additive formula for the Kullback-Leibler divergence

In this section, we prove a formula for the Kullback—Leibler divergence following the proof of
Léonard (2014a) which extends the result to unbounded measures defined on the space of right-
continuous left-limited functions from [0, T']. We recall that a Polish space is a complete metric
separable space.

We start with the following disintegration theorem for probability measures.

Theorem 22. Let (X, X) and (Y,Y) be two Polish spaces. Let w1 € P(X)and ¢ : X = Y
measurable. Then there exists a Markov kernel K7, : Y x X' — [0, 1] such that the following hold:

(a) Foranyy €Y, Ki(y, ¢~ ({y})) =
(b) Forany f : X — [0, +00) measurable we have [, f(x)dn(x) = [, KT (y, f)dm,(y),

where T, = puT.
Proof. See (Dellacherie and Meyer, 1988, III-70) for instance. O

K7, is called the disintegration of m w.r.t. ¢ and is unique, see (Dellacherie and Meyer, 1988, I11-70).

In particular, for any X-valued random variable X with distribution 7 we have E[f(X)|¢o(X)] =
K7 (¢(X), f). Next we prove the following proposition, see (Léonard, 2014a, Proposition A.13) for
an extension to unbounded measures. In what follows, for any ¢ : XtoR measurable we denote

e = P#T.
Proposition 23. Let (X, X) and (Y,Y) be two Polish spaces. Let m,pn € P(X) and ¢ : X = Y
measurable. Assume that m < . Then the following holds:

(a) mp < o
(b) There exists A € Y with w,(A) = 1 such that for any y € A, KT (y, ) < KL (y, ).
In addition, we have foranyy € Y,y € Aand x € X
(dmy/dpy)(y) = K (y, (dr/dp)),  (dKE(Y',)/dKE(Y ) (x) = (dr/dp)(2)/(dmy /dpg ) (y)-
Finally, there exists C € X with w(C) = 1 such that for any x € C we have
(dr/dp)(z) = (dmy /dp, ) (o () (AKT (o (2), -) /dKE (0(2), ) (2).
Proof. Let f: X — [0, +oo) measurable. Using Theorem 22 we have

1= Jx fle(@)dn(z) = [, fe(@))(dr/dp)(z)du(z) = [} fy)KE(y, (dm/dp))dpe(y),

which concludes the first part of the proof. For the second part of the proof, let B = {y € Y :
(dmy/dpe)(y) = 0}. We have

0= [y Le(y)(dry/du.) W)dpg (4) = 7, (B).

Therefore, there exists A; € ) such that 7, (A;) = 1 and for any y € Ay, (dm,/dp,)(y) > 0. Let
g: Y —0,400). Using Theorem 22 we have

Jx 9(p(@) f(x)dn(x) = [y 9(p(2)) f(@)(dr/dp)(z)du(z) = [, g(y)KL(y, f x (dr/dp))dpe(y).

Similarly, using Theorem 22 we have

Jxg(e(@) f(z)dr(z) = [, 9()KT(y, fldmu(y) = [, 9(y) PIA7e/due) (y)dme (y).-
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Hence, we get that there exists Ay € ) with 11, (A2) = 1 (hence 7, (A2) = 1) such that for any

y € Ay we have

KZ(y, /)(dmy/due)(y) = Ki(y, f x (dm/dp)).
We conclude upon letting A = A; N A, and using the fact that for any y € A, (dm,/dp,)(y) > 0.
Finally, since 7,(A) = 1 if and only if 7(¢ ' (A)) = 1, we have for any = € o~ (A)

(dm/dp) () = (dmy/dpe) (p(2)) (AKE (p(), ) /dKE (p(2), -)) (2),

which concludes the proof. O

We are now ready to state the additive formula.

Proposition 24. Let (X, X) and (Y,)) be two Polish spaces and 7, € P (X) with m < . Then
forany ¢ : X — Y we have

KL(r|p) = KL(mp o) + fy KLKE (y, )KL (y, ) dme (y).

Proof. First assume that [, [log((dn/dp)(z))| dm(z) = 4oc0. Then, using Proposition 23 we have
Jx og((dmy, /dpuy) ((@))| dm(z) = +o0 or [y [log((AKF(p(x),)/dKL (¢(x), ) ()| dm(z) =
+o00, ie. either KL(m,|u,) = +oo or [ KL(KT(p(x), )KL (p(2),-))dn(z) = 400 us-
ing Theorem 22, which concludes the first part of the proof. Second, assume that
Jx log((dm/dp)(x))|dn(x) < +oo. Using Pinsker’s inequality (Bakry et al., 2014, Equation
5.2.2) we get that KL(my|p,) < 400, Le. [, [log((dm,/dp,)(¢(x)))| dm(x) < +oo. Hence, we
get that [ |log((ng(<p(x), )/ dKE (p(z), ))(x))| dm(z) < +oc0. Therefore we have

KL(r|p) = KL(mp| o) + Jy KLKE (y, ) K (y, ) dmy (y)

which concludes the proof O

We emphasize that in the case where X = R? x R%, = proj, the projection on the first variable
and 7, ;1 admit densities w.r.t. the Lebesgue measure denoted p and ¢ such that for any z,y € R,
p(z,y) = po(x)p1jo(y|r) and q(z,y) = qo(x)qi0(y|z) then one can avoid using disintegration
theory and Proposition 24 can be proved directly.

D.2 Iterative Proportional Fitting via potentials

In this section, before recalling the usual definition of the IPF via potentials we provide a condition
under which the IPF sequence is well-defined which is used throughout Section 3.2.

Proposition 25. Assume that there exists T € Pni1 such that Ty = Pdaes TN = Dprior and
KL(7|7%) < +o0c. Then the IPF sequence is well-defined.

Proof. We prove the existence of the IPF sequence by recursion. First, note that 7! is well-defined
since 7 € Pn41 With TN = Dprior and KL(ﬁ'|7TO) < +4o00. Second, assume that the sequence is
well-defined up to n with n € N. Using (Csiszar, 1975, Theorem 2.2) we have

KL(#|n°) = KL(#|r") + 37— KL(x/ Tt [xd).

Hence KL(7|7™) < +00. Using that Tp = paw if 7 is odd and that Tn = pyrior if 7 is even, we get
that 771 is well-defined, which concludes the proof. O

We now introduce the IPF using potentials. This construction is not new and can be found in Bernton
et al. (2019); Chen et al. (2016, 2021b); Pavon et al. (2021); Peyré and Cuturi (2019) for instance (in
continuous state spaces). In discrete settings the recursion can be found in the following earlier works
Kruithof (1937); Deming and Stephan (1940); Fortet (1940); Sinkhorn and Knopp (1967); Kullback
(1968); Ruschendorf et al. (1995). The IPF is defined by the following recursion 7° = p given in (1)
and forn > 0

72" = argmin {KL(W|7r2”) L M E PN, TN = Dprior ) »

722 — arg min {KL(W|772"+1) T E PNy1, To = pdam} .
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In the classical IPF presentation we obtain under mild assumptions that 727 *! admits a density ¢"

w.r.t the Lebesgue measure and that 72" admits a density p” w.r.t the Lebesgue measure, given by
the following expressions

q"(20:N) = Pifaia(T0 Hk 0 pk+1|k<xk+l|xk)» (57)

P (20.n) = Paaa(@0) [Tho PZIi|k($k+1|$k),

where (p,,(%0))nen and (p: iy 4 (Tk41|7k))nen are densities which are iteratively computed, with
0 _
Prt1jk = Pr+1]k-

In the context of generative modelling the derivation (57) is not useful because it does not provide a
generative model, i.e. a probabilistic transition from ppior t0 Paara but instead defines a transition from
Ddata 1O Pprior- Therefore, in this section only, we reverse the roles of ppior and pyaa and consider a
reference density p such that for any zg.y € X we have

D(Z0:N) = Dprior(%0) H;Ij:_ol Prt 1|k (Trr1]or). (58)
Then, we consider the following recursion 7° = p given in (58) and for n € N
72"t = arg min {KL(’/T|’/T2n) : T E PNy1, TN = pdata} , (59)
72" 2 = arg min {KL(7T|7r2"+1) :mE PNy1, To = pprior} .

Again, we emphasize that the roles of pyrior and pga are exchanged in this formulation. Using the
classical IPF presentation we obtain the following expressions under mild assumptions

7 (zo.N) = ppm(mo)nk o PV (kg |k), (60)
P (20:8) = Pprior(20) szolﬁLH(!Ek+1|$k)-

In this case, we get that 72" (approximately) defines a generative model for large values of n € N
since it provides a transition from to ppior to (approximately) pga. In the following proposition we
give the precise statement corresponding to (60). We assume that p° = p.

Proposition 26. Assume that KL(Pprior ® Paata|Do,n) < +00. Then (1™)nen given by (59) is well-
defined and for any n € N we have that 7"+ and 7?"+2? admit a density w.r.t. the Lebesgue
measures denoted " and p* . In addition, we have foranyn € Nand xo.n € X

N-1
7" (x0:n) = Pprior(0) [Trmo 2" (kg1 |7),

ﬁn+1(x0:N) = pprior(xo) Hk -0 pn+1(xk+1|xk)>
where for any n € N we have for any xo.y € X and k € {0,...,N — 1}
Pprior(T0) = Y5 (0)Pprior (Z0), P (kg1 |r) = P @kt |ve) V1 (Tes1) /0p (ks
with
YN (@N) = paan(@n) /DN (2N), VR (k) = [a Vi (@h41) P (@pgr [2n)dop g1

Proof. Let T = (Dprior @ Paata)Pjo,n- Using Proposition 24 we get that KL(7|p) = KL (pprior ®
Pdata|Po,n) < +oo. Using Proposition 25 the IPF sequence is well-defined. In addition, using
(Csiszdr, 1975, Theorem 3.1) for any n € N there exists /%, : R? — [0, +00) such that for any
xo.n € A with 7(A) = 1 we have
7"(zo:n) = P" (wo:n )Y (T N)-
Since 7 is equivalent to the Lebesgue measure we get that for any zo.y € R?
7" (zo:n) = D" (To:N VR (2 N).
Letn € N. We have for any 2y € RY, pan(2n) = ¢ (2n) = Py (2n5)¥% (z). Hence, we get that
forany N € N, Y% (2 N) = Paan(®N) /Dy (). For any zo.y € X and k € {0,..., N — 1} let
V() = Jga Vi (@rg)P (Trga |2 ) A 1.
We obtain that for any zo.xy € X
—n N7 N
7" (20:n) = Pprior(€0)¥0(0) [Thlg (P™ (zhst k) rir (whs1) /1ok (1)
Hence, we get that for any zo.n € X, §"(20) = Ppior(%0) H,iv 01 " (z41|z). Using Propo-

sition 24 we get that for any zo.y € X, p" T (z0) = Pprior(T0) Hk:_o P (2 41|7r), which
concludes the proof. O
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The previous expression is not symmetric and the IPF iterations appear as a policy refinement of the
original forward dynamic p. In the next proposition we present another potential formulation of the
IPF iterations which is symmetric.

Proposition 27. Assume that KL(Pprior ® Pdaa|qo,n) < +00. Then (7™),en given by (59) is well-
defined and for any n € N we have that m®"+! and ©?"*2 admit a density w.r.t. the Lebesgue
measures denoted §" and p" . In addition, we have for any n € N and zg.ny € X

7" (z0:n) = ¢4 (20) [Thco Plansrlen) vy (zn),
P (o) = ¢ (o) [Tiso D@kt o)y (@),
where for any n € N we have for any xo.y € X and k € {0,...,N — 1}
1XJJT\L/ (xN) = pdata(‘rN)/‘pX/ (xN)a 1/);?(%) = f]Rd 1/’]7;+1(xk+1)15(xk+1 ‘xk)dxk—&-la
06 (%0) = Pprior(0) /15 (z0),  Opi1 (@) = Jga O (@0)P(Thpr |2x) i,
and 908 = Pprior and ¢]:r1 =1L
Proof. Let T = (Pprior ® Pdata)qjo,n- Using Proposition 24 we get that KL(7|q) = KL(pprior ®
Pdata|Po,n) < +oo. Using Proposition 25 the IPF sequence is well-defined. In addition, using

(Csiszdr, 1975, Theorem 3.1) for any n € N there exists /%, : R? — [0, +00) such that for any
xo.n € A with 7(A) = 1 we have

7" (zo:n) = P (wo:n) VR (xn), P (o) = T (o:n ) @G (o)

Since 7 is equivalent to the Lebesgue measure we get that for any zg.y € R?
7" (xo.n) = p"(xo:n )R (2N, P (zo.n) = 7 (wo:n) @i (20).-

Forany n € N, let ¥y = ]@_11%{, and cpg“ = i ¢g- By recursion, we get that for any n € N and
To:N € X
N-1 _
7" (xo:n) = @6 (20) [Ir—o P(@rtaler) iy (zn),
N—-1 _
(zo:n) = @5 (20) [TiZo Pl@rsilan) R (@n).

Let n € N. For any zy € R? we have

ﬁn+1

Tn(28) = Paa(zn) = P (zn) 0 (20). 61)
In addition, for any k € {0,...,N — 1} and zo.ny € X we define ¢} 7{(2p41) =

f]Rd @Z+1(xk)ﬁ($k+l|xk;)dxk. We have for any 2 € RY, piy (vn) = qo%(xN)w%_l(xn). Combin-

ing this result with (61) we get that for any x5 € R¢
YN (TN) = Paaa(zn) /P (TN).-

Similarly, we get that for any zo € R%, gog+1(:x0) = Dprior(%0) /%4 (o), which concludes the
proof. O

D.3 Proof of Proposition 2

Let T = (Pprior ® Pdata)Pjo, - Using Proposition 24 we get that KL(7[p) = KL(Pprior ® PdatalPo,N) <
+00. Using Proposition 25 the IPF sequence is well-defined. Note that 7° admits a density w.r.t. the
Lebesgue measure given by p > 0. Let n € N and assume that p™ > 0 is given for any zo.ny € X by

pn (xO:N) = pdata(l‘O) Hi;vziol qn_l(l‘k—O—I ‘xk) (62)

Using Proposition 24 we get that for any 7 € &1 such that 7n = pprior We have
KL(7T|7Tzn) = KL(ppri0r|7Tgn) -+ f d KL(W‘N‘FQIG)pprim(.%‘N)dx‘N.
R |
Hence, we have that 727+1
A€ B(X)and xx € R?

i (Alzn) = [ ™ (wo.n)/p" (2 n)dzo:n B0y (AN).

- ppﬁorwf]\}. Since p" > 0 we get that for any 7r|2[\} satisfies for any
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Therefore, 72"+1

zo.N € X by

admits a density w.r.t. the Lebesgue measure denoted ¢ and given for any

q"(xo:n) = " (@0:N)Pprior (N ) /D" (xN)
- pprior(xN) Hi\[:_ol pn(karl |xk)pn (:Lk)/pn (le»l) = pprior(xN) Hi\[:—ol Pn(ﬁk |$k+1)a
where we have used (62). Note that ¢" > 0. Similarly, we get that for any xp.ny € X
P (o) = pawa(@0) [Tho @ (k1 |e).

Note that again that p"*! > 0. We conclude by recursion.

D.4 Link with autoencoders

Consider the maximum likelihood problem

q* = argmaX{Emam[lOg qO(XO)] 1 qE f@d(x)a qdN :pprior}y

where &2;(X) is the subset of the probability distribution over X which admit a density w.r.t. the
Lebesgue measure. Using Jensen’s inequality we have for any ¢ € Z24(X)

Epia10g 60 (X0)] = [ra log(f(]Rd)N—l g(zo:n)p(z1:n|20) /P(21.8|20)dz1. N )P0 (z0)do

> [y log(q(zo.n)/p(x1:n|w0))p(20:n)dz0.n > — KL(plq) — H(po).

This Evidence Lower Bound (ELBO) is similar to the one identified in Ho et al. (2020). Maximizing
this ELBO is equivalent to solving the following problem

¢ = argmin{KL(q|p) : ¢ € P4(X), qN = Pprior}

which is the first step of IPF. Hence subsequent steps can be obtained by maximizing ELBOs
associated with the following maximum likelihood problems for any n € N

q* = arg maX{EPdam [10g QO(XO>] 1 qc *@d(‘){)a qN = pprior}a
p* = argmax{E, . [logpn(Xn)] : p € Za(X), Po = Paata}-

E Alternative variational formulations

In this section, we draw links between IPF and score-matching techniques. We start by proving
Proposition 3 in Appendix E.1. We then present alternative variational formulations in Appendix E.2.

E.1 Proof of Proposition 3
We only prove (12) since the proof (13) is similar. Let n € Nand k € {0,..., N — 1}. For any
Zp41 € RY we have

—d/2

Pt (@rg1) = (40k41) Jga D" (@k) exp[—|F} (xk) — 2ps1]]?/ (4yrg1)] A,

with FJ'(x) = g + Ye41 /¢ (xx). Since pf > 0 is bounded using the dominated convergence
theorem we have for any x4 € R

Viogpp i (Tr1) = [pa(FfH(2n) = xg1)/ (2k11)Pri1 (k| Tpp1 ) day.
Therefore we get that for any 2,41 € R?
Vi1 (@) = Jpa (B (@) = FP(@rt1)) /1 Prior1 (Tk| 1 ) A
This is equivalent to
By (@r41) = E[ Xk + FH(Xy) — FiH (X)) [ X1 = Tpega],
with (Xp, Xi11) ~ P k+1(zk, Trt1). Hence, we get that

Bl?+1 = argminBeLZ(Rd,W) E IB(Xky1) — (Xgt1 + F/?(Xk) - Fg(Xk+1))||2]7

pﬁ,k+1[

which concludes the proof.
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E.2 Variational formulas

In Proposition 3 and Section 3.3 we present a variational formula for By, ; and F,?H foranyn € N
and k € {0,..., N — 1}, where we recall that for any = € R? we have

B (x) =+ yenbia (@), T =i (@),
where we have
b (&) = = i () + 2V log pj4 (@), P (@) = <0y (2) + 2V Iog g (2).  (63)
In the rest of this section we assume that for any n € N, k € {0,..., N — 1} and = € R? we have
Qy1 (Tk]Trs1) = (47eysg1) =2 expl— e — By (el / (49p11));
P (@nslen) = Amoyen) =2 expl=ars — F (@) [P/ ().
We recall that in this case Proposition 3 ensures that for any n € Nand k € {0,...,N — 1}
By, = argmingerzra pay Bpp,  [IB(Xkr1) = (Xega + FP(Xk) = F (Xe2)) 7],
FI?+1 = arg minFeL2(Rd7Rd) ]qu“l [IIF (X)) — (Xi + B)'CL+1(XI<:+1) - B;?+1(Xk))||2]-

In the rest of this section we derive other variational formulas and discuss their practical limita-
tions/advantages.

E.2.1 Score-matching formula and sum of networks
First, using (63) we have foranyn € N, k € {0,..., N — 1} and z € R?¢
i1 () =ax +2370 (V logpiﬂ(x) -2 Z;”;Ol Vlog ¢l (), (64)
fi(@) = —az + 231" Vg gl (z) — 2372 Vlegp] (). (65)

In the following proposition we derive a variational formula for V log p., ; and V log gj!(x) for any
ne€Nandk € {0,...,N —1}.

Proposition 28. Foranyn € Nand k € {0,...,N — 1} we have
Viogpy,, = argmingepz e pay Epp  [[0(Xe1) = (FP(Xk) = Xieg1)/(2m11)[17] (66)
Vloggy = argmin,cr2rarey Egr [10(Xk) — (B (Xie1) — Xi) /e )P (67)
Proof. The proof is similar to the one of Proposition 3 but is provided for completeness. We only

prove (68) since the proof (69) is similar. Letn € Nand k € {0,..., N — 1}. For any x4 € R¢
we have

Py (Tha1) = (40041) Y2 fpa 0™ () exp[— | FP (2) — T |2/ (4yp41)]da,

with F'(zr) = @k + Y41 /5 (zx). Since pf > 0 is bounded using the dominated convergence
theorem we have for any 75,1 € R?

Vliogpp 1 (Tkt1) = fRd(FJZL(fEk) = Trt1)/ (2Vk41)Pr k1 (Tk| Ty 1 )dg.

This is equivalent to
Viogpp g (zkt1) = E[(FF (Xk) — Xit1)/ 2vk+1) | X1 = Trpa]s
with (Xk, Xg41) ~ P k+1(@k, Tx41). Hence, we get that
Vlogpf,, = argmin,cpage pey Epp ,  [llu(Xks1) — (FF(Xk) = Xier1)/2or1) 7],

which concludes the proof. O
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Note that (68) and (69) can be simplified upon remarking that for any n € Nand k € {0,..., N —1}

X]Z’+1 = Fn(Xn) + 1/2'7k+1Z]?+1, X]? = Fn( I?+l) + 1/2’yk+1zk+1,

with {XP N~ p" {XPIN, ~ ¢" and {(Z,’CLH,Z,?H) :neN, ke{0,...,N —1}} afamily
of independent Gaussian random variables with zero mean an identity covariance matrix. Using this
result we get that forany n € Nand k € {0,...,N — 1}

Vlogpjyy = argmin, ez ga ray Epp,  [[[u(Xes1) — 2711 /v 27k11 %], (68)
Vlog q;; = argmin, ez (ga gay Bqp  [[[v(Xk) — ZP o NP P (69)

In practice, neural networks uqn (k,2) ~ Vlogp}(z), and vgn(k,z) ~ Vlogq}(z) are used.
Hence, we sample approximately from ¢™ and p” for any n € N using the following recursion:

X,? = 7~'k+1XI?+1 + 27k+1{2?:0 Ugi (K + 1, X}?-H) - Z?;ol Vgi (k, Xl?+1)} + v 2’7k+121?+1»
Xpy = e XP 4 2901 {00 tas (B + 1, X7) = 370 vps (k, X} + V201284, (70)

where 7,11 = 1 + aYg41, Tetr1 = 1 — aypr1 and X§ ~ paa, X ~ Pprior-

E.2.2 Drift-matching formula

In Proposition 3 we have given a variational formula for By, and F,:LH for any n € N and
k € {0,...,N — 1}. In Proposition 28 we have given a variational formula for V log p;’, ; and
Vlog gy foranyn € Nand k € {0,..., N — 1}. In the following proposition we give a variational
formula for the drifts b7, and f’ ntl

Proposition 29. Foranyn € Nand k € {0,..., N — 1} we have
bty = arg mingerzge gy Epp (10X k1) — (FF(Xk) = FH(Xet1)) /w41 17] 71
P = argminepa e o) Bap L (1 (X0) = (B (Xerr) = By (X)) [l (72)
Proof. The proof is similar to the one of Proposition 3 but is provided for completeness. We only

prove (71) since the proof (72) is similar. Letn € Nand k € {0,..., N — 1}. For any x4+1 € R
we have

—d/2

Prgr (Trg1) = (409401) ™ Y2 [pa 0" (xr) expl— || Ff (2x) — 2pqa1]]?/ (dyp41)]ds,

with F'(zr) = @k + Vet f7 (zx). Since pf > 0 is bounded using the dominated convergence
theorem we have for any ;41 € R?

Viogpiy 1 (Trg1) = [pa(F = 1)/ (294 1) Pkt 1 (Tk ] Trg 1 ) A
Therefore we get that for any x| € ]Rd

by (ht1) = Jpa (FiH(@r) = FP(Tr41)) /Yes 1Pk ikt 1 (Tk g1 )dag.

This is equivalent to
Vi1 (@rg1) = B[(F (Xk) — F (Xhg1) /et 1 [ X1 = 2],
with (X, Xg11) ~ p(zk, vr11). Hence, we get that
b1 = argmingeraga gay By [I10(Xkr1) — (F(X) = FP (K1) /117,

which concludes the proof. O

In practice, neural networks bgn (k, x) = b}!(z), and fon (k,z) =~ f}'(z) are used. Hence, we sample
approximately from ¢™ and p™ for any n € N using the following recursion:

X,? = X;?Jrl + Vit1bgn (k + 15XI?+1) + v 2'7k+1212+17
X}?Jrl = X}? + 7k+1fo¢”(kaxlg) + Vv 2lyk+1Z/?+17

with X6L "~ Pdatas X]T\L/‘ "~ Pprior-
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E.2.3 Discussion

We identify three variational formulas associated with Proposition 3, Proposition 28 and Proposi-
tion 29. In practice we discard the approach of Appendix E.2.1 because it requires storing 2n neural
networks to sample from p™, see (70). Hence the algorithm requires more memory as n increases and
the sampling procedure requires O(nN) passes through a neural network. The approaches described
in Proposition 3 and Proposition 29 yield sampling procedures which only require O(N) passes
through a neural network and have fixed memory cost for any n € N. In practice we observed that the
approach of Proposition 3 yields better results. We conjecture that this favorable behavior is mainly
due to the architecture of the neural networks used to approximate By, ; and F,?“ which have
residual connections and therefore are better suited at representing functions of the z — x + ®(x)
where ® is a perturbation.

F Theoretical study of Schrodinger bridges and the IPF

In this section, we explore some of the theoretical properties of Schrodinger bridges and the IPF
procedure. Proposition 4 and Proposition 5 are proved in Appendix F.1 and Appendix F.2 respectively.

F.1 Proof of Proposition 4

In this section, we prove Proposition 4. First we gather novel monotonicity results for the IPF
in Proposition 31, see Appendix F.1.1. Then we prove our quantitative convergence bounds in
Theorem 36, see Appendix F.1.2.

F.1.1 Monotonicity results
We consider the static IPF recursion: 7° = 1 € &5 and
72" = arg min {KL(T(|7T2n) cmE Py, = 1/1} ,
712 = argmin {KL(n|r?*" ™) © 7€ Py, mo =10},
where g, v; € 2(R?). We also consider the following assumption.

B1. p is absolutely continuous w.r.t. o ® w1 and KL(vp ® v1|p) < +oo. In addition, v; and u; are
equivalent for i € {0,1}.

First we draw links between A1 and B1.
Proposition 30. Al implies Bl with u = po .

Proof. Since py > 0 we get that py and ppior are equivalent. Hence 7 and vy are equivalent and
to = vo. Let us show that y is absolutely continuous w.r.t. o ® p1, i.e. that po v is absolutely
continuous W.r.t. Paaa @ pn. Since py > 0 we get that pg v is absolutely continuous W.r.t. Pga @ PN
with density py|o /pn. Finally we have

f(]Rd)z IOg(pdata(l'O)pprior(xN)/(pdata($0)pN|O(-TN|$O)))pdata (xo)pprior(xN)dedmN
= J(gay2 108(Pprior (¥N) /P10 (2.8 |0) ) Pata (€0 ) Pprior (2.3 ) dodz v
< |H(pprior)| + I]Rd |10gpN|0(xN|x0)|pdata(xo)pprior(xN)dzode'N < +o0

which concludes the proof. O

In this section we prove the following proposition.
Proposition 31. Assume B1. Then, the IPF sequence is well-defined and for any n € Nwithn > 1
we have

KL(7" " |7") < KL(z"|7"), KL(7"|7" ) < KL(x"|7" ). (73)
In addition, the following results hold:

(@) (|7 — 7|ty )nen and (J(7" L, 7)) ,en are non-increasing.

(b) (KL(72" 7)), en and (KL(72" 42|72 +1)), oy are non-increasing.
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(¢) (KL(72" " u)) ) nen and (KL(72™|10) ) nen are non-increasing.
(d) (|| — vi|| v )nen and (||73" — vo|lTv )nen are non-increasing.
First, we show that under B1, the IPF sequence is well-defined and is associated with a sequence of
potentials.
Proposition 32. Assume B1. Then, the IPF sequence is well-defined and there exist (ap)nen and
(bn)nen such that for any n € N, a,,, b, : R* = (0, +00) and for any z,y € R?
(A" /d(po @ ) (@, y) = an(@)h(z,y)bn(y) (74)
(dr** 2 /d(po ® 1)) (@, y) = ang1 (2)h(z,y)bn (y),

and
v0(%) = ans1(2) Jpa D@, 9)bn(y)dpi(y),  v1(y) = bn(y) Jga h(@,y)an(x)dpo(x),  (75)
where v; = dv; /dp; fori € {0,1}.

Proof. First, we show that the IPF sequence is well-defined. Note that 7! is well-defined since
KL(vp ® v1|p) < +oo. Assume that {7*}?_, is well-defined. Using (Csiszar, 1975, Theorem 2.2)
we have )
KL(vo ® v1|p) = KL(vo ® v1|n™) + > p—y KL(mt 1 |7f).

In particular, KL(vp ® v1|7") < 400 and 7" is well-defined. We conclude by recursion.
Using (Csiszdr, 1975, Theorem 3.1) and BI, there exists (l~)n)neN such that for any n € N, l~)n R —
[0, +00) and for any z,y € A, (dx?"+1/dr?")(z,y) = b,(y) with A,, € B(R?), 7(A,,) = 0 for
any 7 such that 7; = v and KL(7|72") < +oc. In particular we have (1o®v1)(A,,) = 0. Since v; is
equivalent to y; for any 4 € {0, 1} we have (o ® p1)(A,) = 0. Similarly, there exists (G, )nen such
that for any n € N, @, : R? — [0, +00) and for any =,y € B,,, (dw?"*2/dn?"*1)(z,y) = @py1 (7)
with B,, € B(R?) and (p0 ® p1)(B,,) = 0. As a result, there exist (@, )nen and (by)nen With
an : RY = [0,+00) and b, : R? — [0, 4+00) such that for any n € N and z,y € R?

(A" /d(po @ 1)) (@, y) = an(@)h(z,y)bn(y)

(dn?"+2/d(po @ p1))(2,y) = ans1(2)h(z,y)ba(y),

where h = du/d(po ® p1) and ag = 1. In addition, setting b_; = 1, we have for any z,y € R,
(dr°/d(po ® ) (. y) = ao(x)h(z, y)b-1(y).

Using that v; is absolutely continuous w.r.t. z; for i € {0, 1} with density v; : R? — (0, +-00) we
get that for any z,y € R and n € N

0(2) = any1(2) fga h(2, y)bn (y)dpa(y),  v1(y) = bn(y) Jga h(2, y)an(2)dpo(z).
Since vg,v; > 0 forany n € N, a,, b, > 0. O

Note that the system of equations (75) corresponds to iteratively solving the Schrodinger system,
see Léonard (2014b) for a survey. In addition, (75) has connections with Fortet’s mapping (Léonard,
2019; Fortet, 1940).

In the rest of the section we detail the proof of Proposition 4. We start by deriving identities between
the marginals of the IPF and its joint distribution both w.r.t. the Kullback-Leibler divergence and the
total variation norm in Lemma 33. Second, we establish that (||7"*! — 7" ||pv),en is non-increasing
in Lemma 34. Then, we prove (73) in Lemma 35. We conclude with the proof of Proposition 31.

Lemma 33. Assume Bl. Then, for any n € N we have

||7T2n+1 o ﬂ,QnHTV _ Hﬂ-%n o V1||TV7 Hﬂ.2n+2 _ 7T2”+1||TV _ Hﬂ.gn—&-l o VOHTV~ (76)
In addition, we have
KL(7?"| 7?1y = KL(7"|vy),  KL(x?" a2 T2) = KL(72" M |v). (77)

Proof. We divide the proof into two parts. First, we prove (76). Second, we show that (77) holds.
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2n+1 2n

72|y = ||72" — vy ||rv. The proof that
vol||Tv is similar. Let n € N. Using (74) and (75)

(a) We only show that for any n € N we have ||
forany n € N, ||727+2 — 720+ py = ||t —
we have

[72 =7 ey = [igaya [ba(y) = bao1(y)] an(@)h(z, y)dpo(2)du (y) (78)
= Jpa I1 = bp_1(x) /b ()| dr (y).
In addition, we have that for any A € B(R?)
TE(A) = Jpan (@)1 (W)h(z, y)dpo()dpu(y) = [5(bn-1/bn)(y)dr(y).
We get that for any y € R?, (dn?" /dvy)(y) = (bn—1/bn)(y). Hence, using (78) we get that

2n+1 _

7" = villry = Jga 11 = an(@)/ania(2)] dvo(x) = || oy

(b) We only show that for any n € N we have KL(7?"|72"+1) = KL(7#"|v1). The proof that for

any n € N, KL(7?"+1|727+2) = KL(7g""!|1p) is similar. Let n € N. Using that for any x,y € R,

(A2 J2) () = b1 (5) () and that (A1 /Am2) (2, ) = by () 1 (y) we have
KL 2 1) = [, 1og(bn(0),ba(1))dn?"(4) = KL(x3[11).

This concludes the proof.

Lemma 34. Assume B1. Then (||7"! — 7"||1v )nen is non-increasing.

Proof. We only prove that for any n € N withn > 1, |72+ — 72|ty < ||72" — 727~ Y|py. The
proof that for any n € N, [|[72"F2 — 727+l |1y < [|72"FL — 727y is similar. Let n € N with
n > 1. Similarly to the proof of Lemma 33 we have that

724 — 72l oyv = fpa |1 = b1 (y)/bn(y) | dvr(y) = fra |br ' (y) — ()] b1 ( dVl((%)
In addition, we have that for any y € R4
b7 () = b7 )] < 01 (9) Jipa B, ) [an1 () — an (@) duo ().
Combining this result and (79) we get that
72— 72y < Jpa |00 21(y) = b (9)] baa (y)dva ()
< f(Rd)z lan(x) — an—1(x)| (2, y)bp—1(y)duo(z)dui (y)
< Jpa [ = an-1(2)/an(z)| dvo(z) < [|7°* — 7271y,
which concludes the proof. ]
Lemma 35. Assume Bl. Then for any n € N withn > 1 we have
KL(7" ™ |7™) < KL(z" ! |7"), KL(7"|7" ™) < KL(z"|z" ).
Proof. Using Lemma 33 and the data processing theorem (Ambrosio et al., 2008, Lemma 9.4.5) we
get that for any n € N
KL (72" 7?1 = KL(72"|v) < KL(7%" |72,

Similarly, we get that for any n € N, KL(72"1|727+2) < KL(72"+!|72"). Hence, we get that for
any n € N, KL(7"|r" 1) < KL(7"|x"~1).

2n—+1

In addition, using that for any n € N with n > 1 and 2,y € R?, we have that 7} = v7 and

(dﬂ2"+1/d772") (x,y) = bp(y)/bn—1(y) we get for any n € N withn > 1
KL(r? 1 a?h) = — [palog(bn—1(y)/bn(y))dva(y). (80)

Using Jensen’s inequality we have for any n € N

log( n—1(y)/bn(y)) < *log(fRd xz y)an )dpo(x /fRd Z,Y) G 1( )dNO(x)>
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—log ( Jpa(an(@)/an—1(2)h(z,y)an—1(x)dpo(y)/ [pa Mz, y)an—1(x)dpo(x) )
*fRd log(an () /an—1(2))bn—1(y)M(z,y)an_1(z)/vi(y)dpo(z).

Combining this result, (80), Fubini’s theorem and that for any n € N withn > 1 and z € R4,
(dr3™ 1 Jdve) (z) = an_1(z)/an(z) we get that for any n € N withn > 1

KL(7* 7)< [igaye log(an—1(2)/an(x))an—1 (@) h(z, y)bn—1(y)du (y)dpo (z)
< Jigay: log(an—1(2)/an(2))(an—1(z) /an(z))dvo(x) < KL(m5" " 1p).

Using Lemma 33 (or the data processing theorem) we get that for any n € N with n > 1,
KL (721 |727) < KL(72"~1|x2"). Similarly, we get that for any n € N, KL(72n+2|x2n+1) <
KL(72"|7?"*1), which concludes the proof. O

VARVA

We now turn to the proof of Proposition 31

Proof. First, (73) is a direct consequence of Lemma 35. Using Lemma 34 we get that
(||7"*1 — 7"||7v)nen is non-increasing. Since for any 9,71 € Z(R?) we have J(ng,m1) =
(1/2){KL(no|n1) + KL(n0|n1)} and using (73), we get that (J(7,+1, 7 ))nen is non-increasing
which proves Proposition 31-(a). Proposition 31-(b) is a straightforward consequence of (73). Propo-
sition 31-(c) is a consequence of Lemma 33 and Proposition 31-(a). Finally, Proposition 31-(c) is a
consequence of Lemma 33 and (73). O

Note that we also have that for any n € N, (KL(72" |27 1)) en and (KL (722 H |72742)), oy are
non-increasing.

F.1.2 Quantitative convergence bounds

In this section we prove the following theorem.

Theorem 36. Assume B1. Then, the IPF sequence (")nen is well-defined and there exists a
probability measure 7°° such that lim,,_, 4 » |7 — 7°°||rv = 0 and the following hold:

(@) limy,_, 4o 02 {||7f — vollvv + |77 — vallov} = 0.

(b) limy, s 400 n {KL(7|1o) + KL(7|11)} = 0.

We begin with Lemma 37 which is an adaption of (Ruschendorf et al., 1995, Proposition 2.1). Then
we state and prove Lemma 38 which is a classical lemma from real analysis. Combining these two
lemmas and the monotonicity results from Proposition 31 conclude the proof

Lemma 37. Assume Bl. Then, (1™),en is well-defined and we have ) L(m"FH7") < +o0.

nEN

Proof. The sequence is well-defined using Proposition 32. In addition, using (Csiszdr, 1975, Theorem
2.2) we have for any n € N

KL(*[r°) = KL(x*|x") + Y=g KL(x+ k),

which concludes the proof. O

Lemma 38. Let (¢p)nen € [0, —0—00)N a non-increasing sequence such that Cp < +00. Then

. neN
limy, 400 cpn = 0.

Proof. Lete > 0 and ny € N such that for any n > ny, Z;:;L cp <e.Letn € Nwithn > 2n,.
Note that n — ng > n/2 > ng. Therefore we have € > (n — ng)c, > (n/2)c,. Hence, for any
n € Nwithn > 2ng, ¢,n < 2¢, which concludes the proof. O

We now conclude with the proof of Theorem 36.
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Proof. Using Lemma 37 and Pinsker’s inequality (Bakry et al., 2014, Equation 5.2.2) we have
> ey I7" T = 7| py < +o0. Forany N € N, let Sy = SN At — = N+ Since
the space of finite signed measures endowed with || - || v is a Banach space (Douc et al., 2019,
Theorem D.2.7) we have that (Sx)nyen converges. Hence there exists a finite signed measure 7°°
such that lim,,, 4 o |7 — 7°°||Tv = 0. 7°° is a probability measure since for any n € N, 7™ is a
probability measure.

In addition, since (KL (72"t |727)), e and (KL(727+2|727+1)), oy are non-increasing by Propo-
sition 31, using Lemma 38, we get that

lim n{KL(n{|vy) + KL(n{|v1)} = 0.

n—-+4oo

We conclude upon using Pinsker’s inequality (Bakry et al., 2014, Equation 5.2.2). O

F.2 Proof of Proposition 5

Similarly to Appendix F.1, we consider the static IPF recursion: 7° = p € &5 and
7" = argmin {KL(n|7*") : 7 € P, m =11},

722 = argmin {KL(r|7***!) : m € Py, mo =1},

where v, v, € 2 (RY). We recall that in this context that if the Schrodinger bridge 7* exists it is
given by
m* = argmin{KL(7|p) : m € Pa, mo =1y, M = 11}

In this section, we prove the following proposition which directly implies Proposition 5.

Proposition 39. Assume Bl and denote h = dpi/(dpo® pu1y). Assume that h € C(R? x R%, (0, +oc])
and that there exist o, ®; € C(R?, (0, +00)) such that for any x,y € R?

h(z,y) < @o(z)P1(y), and
Jrawpa(llog h(zo, 21)| + [log @o(z0)| + [log @1 (21)[)dpo(wo)dpr (1) < 400 (81)

Then there exists a solution ©* to the Schrodinger bridge and the IPF sequence satisfies
lim, oo [|7™ — 7|7y = 0 with ° € Py, If p is absolutely continuous w.r.t. 7 then
T = 7%,

We begin with an adaptation of (Riischendorf and Thomsen, 1993, Proposition 2).

Proposition 40. Let ;i € P4 and assume that i is absolutely continuous w.r.t. 1o ® 1. Let (ap)nen
and (b, )nen such that for any n € N, a,, : R? — (0,+00) and b, : R? — (0,4+00). Assume
that there exists ® : (R?)? — [0, 4+00) and A € B(R?) @ B(R?) with ji(A) = 1 such that for any
(z,y) € A

Jim  an(2)ba(y) = (2, y)-

Then, there exist a : RY — [0,4+00), b: R — [0, +00) and B € B(R?) @ B(R?) with u(B) = 1
such that for any x,y € B

D(x,y) = a(z)b(y), or ®(x,y)=0.

Proof. LetA = {(z,y) € (RY)? : ®(x,y) =0} and A, = AnAand A, = A°NA. If A, = ), we
conclude the proof. Otherwise, let (z, yo) € Ap. Let Co, C; € B(RY) ® B(R?) be given by

CQ={zecR?: 9(x) = a®(x) exists and a° () > 0}, (32)

lim a,,
n—+oo

C={yeR?: ll)I_P b2 (y) = b°(y) exists and b°(y) > 0},

where for any n € Nand 2,y € R%, a2 (2) = a,(x)/an(z0) and b2 (y) = b,,(y)ay,(z0), which is

n
well-defined since for any n € N, a,,(z¢) > 0. Note that 2o € CJ and that yo € CY. If A, € CJ x CY,
we conclude the proof. Otherwise, let (z1,y1) € Ay N (CY x CY)¢ and define

Ch={zcR?: grf al(r) = a'(z) exists and a' (z) > 0},

n
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Cl={yeR?: lim bl(y)=>b'(y)exists and b*(y) > 0},

n—+oo

where for any n € N and z,y € R% al(z) = an(z)/an(21) and bL(y) = bu(y)an(z1),
which is well-defined since for any n € N, a,(z;) > 0. Note that C) N C} = 0 and
CY N C} = 0. Indeed, if there exists z € C§ N C}, then a®(x) = lim,, s 4 o0 an(7)/a,(z0) > 0 and
a'(z) = limy,— 4 00 an () /an(x1) > 0 exists. Therefore lim,,_ o0 an(21)/an (7o) > 0 exists and
1imy, s 400 by (Y1) an (z0) > 0 exists. Hence (x1,y1) € CJ x C§ which is absurd. Similarly, if there

exists y € C9 N C! then (21,11) € CY x C? which is absurd. Hence, we consider T': A, — 28"’
such that for any (z,y) € Ay, T(z,y) = C"% x ¢ where C{"*) x C{"**) is constructed as in
(82) replacing (o, yo) by (2, y).

Consider a well order on (A, <), which is possible by the well-ordering principle (Enderton, 1977,
p. 196). For any (x,y) € RY, let Al()x’y) = {(",y) € (RH2 : (2',9') < (x,y)}. Using the
transfinite recursion theorem (Enderton, 1977, p. 175) there exists f : A — {0,1} such that
for any (z,y) € A, if there exists (2,y') € (R%)? such that (z/,y") < (z,y), f(z',y") = 1
and (z,y) € T(2',y’) then f(z,y) = 0 and f(x,y) = 1 otherwise. Let I = f~1({1}). Let
(x,y), (@', y) € I with (x,y) # (2',y') then for (z,y) < («/,y’) for instance. Since f(z,y) =

f(x',y) = 1 we have that (C{"*) x c{"*)) n (C(()wl’y/) x C9Y = 0. Let (2,y) € Ay If
f(a,y) = 1then (z,y) € C{™¥ 5 (™ 1f f(x,y) = 0 then there exists (2, 3) < (x,y) such that
(z,y) € C(()x ) ng ¥)Therefore, we get that {C(@¥) = (C(()z’y) X ng’y)) NAp : (z,y) €I}
is a partition of Ay.

Since 11(A,) < 1,and {C@¥ = (C{"™Y) x ") nA, : (2,y) € I} is a partition of A, we get that
J ={C@Y : (z,y) € I, 1o(C"*) (1)) > 0} is countable. Denote A, = Uz, es C@Y.
Let us show that /(AS N Ap) = pu(U(z 4y e1n7cC@¥)) = 0. Let z € R? and define D, = {y € R? :
(z,y) € Ay N AC}. If D, is not empty, then there exists (2, y) € I such that 2 € C{**"). Then, for
anyy € Dy, y € C1¥) Hence, (/,y') € TN J¢ by definition of D, and 1 (D) = 0. We get that

(Ao VA = fua (o, bl y)dmn () dpso() =0,

where h is the density of p w.r.t. 19 ® 1. Note that this is the only instance in the proof, where we
use that p is absolutely continuous w.r.t. ;19 ® p1. For any (z,y) € A. define for any n € N

dn(r) = Z(z’,y’)e.] ]lc(()x’,y’) (l‘)a”(lm Y )(LL“), bn(y) = Z(x’yy’)e.] ]lcgw’,y’) (x)bgf v )(y)

There exist a,b - I@d — (0,400) such that for any (z,y) € Ac, limp, o dn(x) = a(z) and
limy,, o0 b (y) = b(y). In addition, for any (z,y) € Ac, an()bn(y) = an(x)bn(y). Hence, for
any (z,y) € A¢, ®(z,y) = a(x)b(y). Since A, N A, = 0 and p(A.) = p(Ap), we have

1(Aa) + p(Ac) = n(Aq) + w(Ap) = p(A) = 1.
We conclude the proof upon remarking that for any (z,y) € A,, ®(z,y) = 0 and for any (z,y) € A,
®(z) = a(z)b(y). O

In what follows we prove Proposition 39.
Proof. Since lim,,_, y « |7 — 7°°||rv = 0 by Theorem 36 and KL(7*°|u) < 400, there exist A
with 4(A) = L and ® : (R9)? — [0, +00) such that, up to extraction, for any x,y € A

Jm an(2)ba(y) = (2, y),

and (d7>°/du) = ®. Using Proposition 40, there exist a, b : R — [0, +00) and B with 7°(B) = 1
such that for any z,y € B, (dn*°/du)(z,y) = a(x)b(y). Since y is absolutely continuous w.r.t.
7°°, we get that for any z,y € R%, (dn°/d(uo ® 1)) (,y) = a(z)b(y)h(z,y). In addition, the
Schrodinger bridge 7* € 22((R%)?) exists, see (Riischendorf and Thomsen, 1993, Theorem 3), and
there exist @/, b’ : R? — [0, +00) and B with ;(B’) = 1 such that for any =,y € B’

(dm* /d(po @ pa))(z,y) = o ()b (y)h(z,y).
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Let .#  be the space of non-negative product measures over B(R?) ® B(R?). Let ¥, : .,
My« be given forany A = \g ® \; € A » by ¥y, (\) = U7 where for any A, B € B(R?)

Un(A % B) = (fpga (2, y)dAo(2)dA1 () (Ja g 2@, y)dAo(2)dN (1))

where for any z,y € R?, h(z,y) = h(z,y)®; " (x)®] ' (y). Note that h € C(R? x R?, [0, +00))
and is bounded. Hence, using (Beurling, 1960, Theorem 2) and (81) we get that ¥y, is a bijection.
Let A = (a®opup, bP1p1) and X = (a’Popo, ' P111). Then, since 7} = 7f° = v; fori € {0,1} we
get that ¥, (A) = ¥, (N'). Hence A = X and 7 = 7* which concludes the proof. O

In Proposition 42 we derive an alternative proposition to Proposition 39. We start with the following
lemma.

Lemma 41. Let % € Py with ) = v; fori € {0,1}. Assume that KL(7*|p) < 400 and that
LY(v) @ LY(1) is closed in L (7*). In addition, assume that there exist a,b: R% — [0, +00) and
A with 7 (A) = 1 such that for any (x,y) € A,

(dr*/dp)(2,y) = a(x)b(y)-
Then 7* is the Schridinger bridge.

Proof. Since KL(7*|1) < 400 we have that
ey Nlog(a(@)b(y))| d* () < +oc.
Using (Kober, 1939, Theorem 1) and that 7} = v; for i € {0, 1}, we get that
Jra lloga(@)| dvo(x) + [ llogb(y)] dvi(y) < +o0. (83)

Let 1 € 5 such that m; = y; for i € {1,2} and KL(w|u) < 4o0. Using (83), we have that
f(]Rd)2 [log((dn*/dp)(x, y))| dr(x,y) < 4+oo. Hence, (dn*/dp) > 0, w-almost surely. Using this

result we have for any A € B(R?)
m[A] = [ga La(@)(dr™/dp)(z)(dn* /dp) ()~ dr(2)

= Jr Ta(a) (A dg) () (A fdp) ()~ (g () ()

= Jpa La(@)(dm* /dp) ()~ (dr/dp) ()dr* (2).
Hence we get that dr/dn* = (dw/dp)(dn* /du)~L. In addition, we have that
KL(m*|p) = [galog(a(x))dvo(z) + [palog(b(y))dvi(y) = [(gay. log((dr* /dp)(z, y))dn(z, y).
We get that

KL(7|7*) = [pa log((dm/dp)(dm* /dp)(z,y)~ )dm(z, y) = KL(r|u) — KL(7*|p).
Eg(rilce, KL(7|p) > KL(7*| ) with equality if and only if 7* = 7. Therefore, 7* is the SchrﬁdingeDr
ridge.

The following proposition is an alternative to Proposition 39.

Proposition 42. Assume B1. Then there exists a solution 7* to the Schrodinger bridge and the IPF
sequence (") pen satisfies lim,_, oo |7 — 7°°||Tv = 0 with #° € Py. If KL(7>°|pn) < +00
and LY (1) ® L (vy) is closed in L1 (7°) then 7°° = 7*.

Proof. Since lim,,_, 4 » || — 7°°||Tv = 0 by Theorem 36 and KL(7>°|u) < o0, there exist A
with 4(A) = 1 and ® : (R9)? — [0, +00) such that, up to extraction, for any z,y € A

lim_ay(@)ba(y) = 2(a,y),

and (d7>°/du) = ®. Using Proposition 40, there exist a, b : R? — [0, +0c) and B with 7>°(B) = 1
such that for any z,y € B, (dn>°/du)(x,y) = a(z)b(y). We conclude upon using Lemma 41. O
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G Geometric convergence rates and convergence to ground-truth

In this section, we derive geometric convergence rates in Appendix G.1 in a Gaussian setting. In
particular, we provide an explicit upper-bound on the convergence rate that depends only on the
covariance of the reference measure and the target. In Appendix G.2, we show that DSB (with
Brownian reference measure) converges towards the Schrodinger bridge in a Gaussian setting where
the ground-truth is available. In Section 4 we show that our implementation actually recovers the
Schrodinger bridge in this setting.

G.1 Geometric convergence rates

In the following proposition we show that we recover a geometric convergence rate in a Gaussian
setting and derive intuition from this case study. We set N = 1 and assume that for any zo, zy € R?
we have
2 2
p(zo, xn) o< exp[— [|zo||” + 2a(zo, 2n) — 2N |7],

with o € [0, 1). In this case assume that there exists 8 > 0 such that the target marginals are given
for any x¢, zy € R? by

paa(®o) o exp[—5 zo]*],  Pprior(w) o< exp[— ||z ).

Proposition 43. Let o € (0,1) and 8 > 0. Then the Schridinger bridge 7 exists and there exists
C > 0 (explicit in the proof) such that for any n € N, KL(7*|7") < Ck®", with k < 1 given by
k= p/(1+p)and p = 2a/ 3% In addition, ™ admits a density w.r.t. the Lebesgue measure denoted
p* and given for any x,y € R¢ by

p*(x,y) = exp[—*[|z]? + 2a(x,y) — v |ylI?)/ [ga expl=7*[2]* + 2a(x,y) — v*|y[|*)dzdy,
with v* = (6%/2)(1 + (1 + 402 /32)/?).

Remark that if 32 = 1 — o? then v* and p* = p, i.e. the IPF leaves . invariant. Note that the
performance of the IPF improves if & is close to 0, i.e. if p = 2a/3% is close to 0. This is the case if
a =~ 0 (the marginals are almost independent) or if 3 & +oo (the target distribution is close to dg),
see Figure 8. This behavior is in accordance with the limit case where the marginals are independent
or one of the target distribution is a Dirac mass in which case the IPF converges in two iterations.
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Figure 8: Evolution of 2 depending on « and 3.

Also, note that the convergence rate does not depend on the dimension but only on the constants of
the problem. In what follows we first derive the IPF sequence for this Gaussian problem and establish
that v controls the amount of information shared by the marginals. Then we prove Proposition 43. In
the rest of t;lis section, we let u € &5 with density p w.r.t. the Lebesgue measure such that for any
xo,r1 € R

plao,x1) = exp[— ao||* + 2a(zo, 21) = 1%/ faa exp[= |0l + 2a(zo, a1) — |21 ]*]dzodz:.
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We have that y is the Gaussian distribution with zero mean and covariance matrix > such that

2= en-a) ().

We have that det(X) = 22¢(1 — a?)~? using Schur complement (Petersen et al., 2008, Section 9.1.2).
Hence we get that for any 2, z; € R?

/2

pzo,21) = 41 = o) exp| = [lzo || + 2a(z0, 21) — || ).

In what follows, we denote C' = 7t%(1 — o) ~%/2, Similarly, we get that z1o = j; and that they admit
the density po w.r.t. the Lebesgue measure given for any 2 € R? by

pola) =2 (1 = a*)¥? exp|— |z]* (1 — o?)].

In what follows, we denote Cy = t%/2(1 — a?)~%2. In this case note that ; admits a density w.r.t.
Lo ® pq given for any xp, x1 € R by

h(wo,21) = (du/d(uo ® m))(z0,21) = (1 = a®)~Z expl—a ao||* = 2a{wo, 21) — o [|a1|°].

Remark that pprior = Paaa = ¢ With for any z € R%, () = = %25%2 exp[— || x||*]. We have for
any r1,xg € R

pijo(z1|z0) = p(0, 1) /Po(w0) = 7 Y2(1 — a?)¥? exp[—a? |lzo||® + 2a(zo, 21) — [|21]|°]-

Hence, we have that A1 holds and the IPF sequence is well-defined and converges using Proposition 5.
In what follows we start to show that o controls the amount of information shared by the two
marginals po and pq, i.e. the mutual information. More precisely we have the following result.

Proposition 44. For any o € (0,1) we have KL (|0 ® p11) = —(d/2) log(1 — o?).
Proof. For any z,y € R? we have

(dp/(dpo @ dur)) (. y) = exp[—a?[[a]|* + 2a(z, y) — o®[lyl*)(1 — a*) =2,

We have that ) ,
Jraxga(—e? |zl = 2 [ly]|” + 2a(2, y))du(z, y) = 0.
Hence, KL(u|po ® p1) = —(d/2) log(1 — o), which concludes the proof. O

In what follows, we denote by (7™),cn the IPFP sequence, defined for any n € N we have for any
z,y € RY

(dn?"/dp) (2, y) = an(@)bu(yh(z,y), (A7 /dp)(2,y) = ans1(2)ba(y) (@, y),

where for any z,y € R?

a1 (@) = (dvo/duo) (@) ([ . y)ba(y)dp(y)

b1 (@) = (Ava /dpn) () (faa B2, Y)an 41 () dpao (2))
We now turn to the proof of the Proposition 43.
Proof. Leta € (0,1) and 8 > 1. We have for any z,y € R?
(dvo/dpo)(x) = exp[(1 — 52 = a®)[|z]|*]/Co,  (dv1/dp1)(y) = exp[(1 — 52 — a?)||y[|*]/Co,
with Cy = O /Cy with Oy = #/23%/2, For any 2 € R? and v > 0 we have

) —1
(dvo/pt0) (&) ( fa exp[= Iyl *](w, )i (1))

:ﬂ%@rwmwrw%ﬂﬁwﬁQ@mwﬂmwfmfmm@fl
= (CoCa) " 'Cexp|(1 — % — a?) ||z|]
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% (fa o=+ 1)y = /G D = 021 =1/ + 1) el PJay)
= (CoCo) ™ Cexpl(1 = 8 = a? + a®/(y + 1)) lal|*]

< (Jexpl=(+ 1) 1y — 0/ + Dl Ply)
= (CoCaCy) ' Cexpl(1 - B2 — & /(v + 1)) ||*],
with éw = 7%2(1 4 4)~%2, Note that ag = by = 1. Let n € N and assume that for any y € R?
b (y) = exp|—y2n |[Yl|*]/Can With 42, > 0 and C3,, > 0 then we have for any € R?
ant1(2) = (CoC2Csy, ) ™ CCay exp[— (1= =0/ (van+1)) l|2]*] = expl—v2n+1 |2]%]/Cons1,

with
Yons1 = B2 =1+ a®/(v2n + 1), (CoC2C,,,)/(CCoy) = Copyr (84)

Similarly, if we assume that for any z € R? a,,1(z) = exp[—y2n11 ||;r\|2]/02n+1 with ya,, 11 > 0
and Cy, 41 > 0 then we have for any y € R?

bni1(y) = (CoC2Ch,,,,) H(CConp) exp[—(1 — B2 = o /(Y2n41 + 1)) [ly[I”]
= exp[—2n+2 ||yH2]/C2n+27
with
Yontz = B2 — 1+ a?/(Yany1 + 1), (CoC2Ch,,,1)/(CCopi1) = Copgo.

Combining this result, (84) and using the recursion principle we get that for any n € N

ant1(x) = exp[—Yznt1 ||2]|°]/Const1, bnt1(y) = exp[—Y2n+2 [Y]*]/Canso

The recursion can be extended to ag and by by setting v_1 = 9 = 0 and C_; = Cy = 1. Therefore,
for any n € N we have

Y1 = B2 —14+a%/(yn +1). (85)

We now study the convergence of the sequence (7, )nen- By recursion, we have that for any &, £ € N,

if v, > 7y, then for any m € N with m even we have v, 4 > Ym+¢ and for any m € N with m odd
we have Vit < Ym+e. We have 79 = 0 and

n=p+a®-1,  p=p-1+a%/(8+%). (86)

We divide the rest of the proof into three parts.

(a) First assume that 32 > 1 — . Using (86) we have that ; > 7o and 72 > . Therefore, we
obtain that (y2,, )nen is non-decreasing, that (25,41 )nen is non-increasing and that for any n € N,
0 < y2n < vant1 < 71. Therefore, (7, )nen converges and we denote v* its limit. We have
v = B2 -1+ a?/(y* +1). Hence, v* is aroot of X2 + (2 — %)X + 1 — a? — B2. We get that
Y* =g ory* =~ with

W=8%/2—1—(1/2)(8* +4®)'2, 41 =p2/2—1+ (1/2)(8* + 407)'/?,

78,73 are non-decreasing function of 3. We get that for any 3 > 0 such that % > 1 — a2, 7% < 0.
In addition, we have 7§ = 0 for 32 = 1 — o2, hence for any 3 > 0 such that 32 > 1 — a2, 47 > 0.
Since v* > 0 we have

=14 F2/2+ (1/2)(B* + 402)/2. (87)

For any n € N, denote &, = v, —y* and 7 = v* + 1. Let e > 0. Since lim,,_, o, &, = 0, there
exists ng € N such that |¢,| /7 < e. Using (85), we obtain that for any n € N

[enr1l = a?[1/(yn +1) =771 = (/7)1 = (&a/T + 1) 71| < (a/7)[8nl /(1 — €).
Hence, we get that for any € € (0, 1), there exists C. > 0 such that for any n € N
[€al < Cer™, w=(af(r(1—)'/%))%

Note that 7 > a using (87) and x € (0,1) ife <1 — a/T.
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For any n € N and z,y € R? we have

2 2
(bn($7 y) = an+1(x)bn+1(y) = exp[_727L+1 ||.23|| — V2n+2 Hy” ]/(CQTL+IC21L+2)
2 2 ~ A
= exp[_72n+1 HmH — Y2n+2 ||yH ]/(CC’an+1)7

with C = CC3/C. Therefore we obtain that for any x,y € RY, &*(x,y) = lim,, 1o ®p(7,y)
exists and we have

* * 2 * 2 ~ A
*(z,y) = exp[—y" [[z[|” =" [ly["]/(CC5).
Using this result we get that for any z,y € R?
(dn®" fdm*) (@, ) = exp[=Eant1 |2l — Eznsz [Y]*1Cre /Crai

= exp[—&ont [[2]|* = Eansz Y"1+ 72n41)/ (1 +77)}
= expl—Eant [[2]° = Gonta [yIP] {1 + Eanin /(1 4+ 7)) 2.

—d/2

Therefore we have for any z,y € R?
log ((dn”" /dr*)(2,9)) < [antal [[2]* + [€ansa| [lI* + (d/2) log (1 + Eanyr /(1 + 7))
< |€amsr 211” + [€anal Iy])* + (d/2) [€2na]
Therefore we obtain that for any n € N
KL(m*|x") < (d/2)(87% |€2ns1] + B [Sansa| + [€2nta])-

A similar inequality holds for KL(7*|7™). Therefore we get that for any ¢ € (0,1 — «/7) there
exists C; > 0 such that for any n € N we have

KL(7*|7™) < C.r?",
with
ke = af(T(1—e)'/?) = 2a)/((B* + (B* + 40®)'/?)(1 - ©)'/?)
<p/(L+ 1+ )21 =)'

Lete < 1— (1+p)/(14 (14 p?)'/?). Then we get that k. < x which concludes the first part of
the proof.

(b) If 32 = 1 — 2 then the IPF is stationary since the IPF leaves p invariant.

(c) Finally we assume that 32 < 1 — a2. Using (86) we have that y; < 7o and o < 7 since 32 <
1 — 2. Therefore, we obtain that (72, )nen is non-increasing, that (72,4 1)nen is non-decreasing
and that for any n € N, 0 > 9, > Y241 > 71. Therefore, (v, )nen converges and we denote ~* its
limit. We have 4* = 82 — 1+ a2/(v* +1). Hence, v* is aroot of X2 + (2 — 82)X + 1 —a? — 52
We recall that the two roots of this polynomial are given by
W =B2/2-1—(1/2)(B* +4aD)V2, 4 =B2/2 -1+ (1/2)(B" + 4a?) /2.
We have
M= =0 +a® —1-52/2+1—(1/2)(8* + 4a?)'/?
= (1/2)(8* +20° — (8* +4a*)'/?) > 0.

Since 3 > -1 we get that for any n € N with n > 3, v, > 73 > 7. Therefore v* > 7 and then
4* = ~7+. The rest of the proof is similar to the case where 32 > 1 — o
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G.2 Convergence to ground-truth

In this section, we provide an analytic form for the Schrodinger bridge in a Gaussian context. Let
1o be the d dimensional Gaussian distribution with mean —a (with ¢ € R?) and covariance matrix
I € Rixd, Similarly, let 7, be the one-dimensional Gaussian distribution with mean « and covariance
matrix I. We consider the reference distribution 7° such that 7 = v and for any z,y € R¢

(d7f)o/dN) (2, y) = (27) /2 exp[— ||z — y|I* /2],

where A denotes the Lebesgue measure on R. Note that 71'? o can be obtained by running a d-
dimensional Brownian motion up to time 1. We consider the following Schrédinger bridge problem

7 = argmin{KL(7|7°) : 7 € 2(R*?), 79 = vy, 71 = 11}. (88)
Before giving the analytic solution of the SB problem we consider the following algebraic lemma.
Lemma 45. Let A € R4 and

() (i )

such that M is symmetric and positive semi-definite. Then det(M) < det(M*).

I AT
A 1

diagonalizable. Let 2,y € R% and § > 0 such that M"P? X = §X with X = (z,y). LetY = (y,x).
We have M"Y = @Y. Hence MI°"™ is symmetric, positive semi-definite and det(M"P) =
det(M49°%™), Hence using that M + log(det(M)) is concave on the space of symmetric positive
semi-definite matrices we get that det(M"P) < det((M™P + M) /2) = det(M*), which
concludes the proof. O

Proof. Let M"P = M and MIo"" = . Since M"P is symmetric and real-valued, M"P is

Proposition 46. The solution to (88) exists and 7* is a Gaussian distribution with mean m € R?¢
and covariance matrix ¥ € R24%2d yypere

m:(iaia): Y= (/BII BII>7

where B = (=14 /5)/2 and 1 is the d-dimensional identity matrix.

Proof. The fact that 7* exists and is Gaussian is similar to Proposition 43. 7* has mean m since
mr = y; for i € {0,1}. Similarly, we have that 3oy = %17 = Isince 7} = v; fori € {0,1}. We

(3
have that 7° admits a density p° with respect to the Lebesgue measure such that for any x,y € R we

have
2 2 2
P°(x,y) o exp[—(1/2){2 [|z]I” + llylI” + 2(a, z) — 2(z, ) + [lal|"}].
is a Gaussian distribution with mean m° and covariance matrix X° where

I I
0_ 0_
m? = (—a, —a), 0= (I 21) .

The Kullback-Leibler divergence between a Gaussian distribution 7, with mean m and covariance
matrix 3, and 7%, with mean m® and covariance X is given by

KL(7|7%) = (1/2){log(det(%°)/ det(S)) — d+ Tr((£°) "' £) + (M —m®)T (2°) " (i — mO)}.

Hence 7°

S> with S € R4 such that ¥ is positive semi-definite .

Assume that m = (—a, a) and S= (SIT I

Then we have .
KL(7|7%) = (1/2){—log(det(X)) — 2 Tr(S) + C},
where C > 0 is a constant which does not depend on . In what follows, let o=
( I (S + ST)/Z
(S+ST)/2 I
Using Lemma 45 we have

KL(7'|7%) = (1/2){—log(det(X')) — 2Tr(S) + C}

> and denote 7 the distribution with mean 7 and covariance matrix Y.
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< (1/2){—log(det(%)) — 2 Tr(S) + C} = KL(x|x°).

Hence, we can assume that S = ST and therefore (since S is real-valued), S is diagonalizable. Let
{\i}L_, the eigenvalues of S. Using Schur complements (Petersen et al., 2008, Section 9.1.2) we
have

det(E) = det(I — %) = det(I — S) det(T+ 5) = [T, (1 — A2).

Therefore we have that for any A € (0, 1)

KL(n|r%) = (1/2) S0, f(B) +C. f(A) = —log(1 — A%) — 2\,

Hence we get that ¥y ; = (I with § = argmin; f, where I = (—1,0) U (0,1). We have that
f(B) =0ifand only if 3 = (—1 +v/5)/2 or f = —(1 + v/5)/2. We conclude the proof using that
Bel. O

H Continuous-time Schrodinger bridges

In this section, we prove Proposition 6 in Appendix H.1 and draw a link between the potential
approach to Schrodinger bridges and DSB in continuous time in Appendix H.2.

H.1 Proof of Proposition 6
We recall the continuous Schrédinger problem is given by

I1* = arg min {KL(II|P) : I € 2(C), Mo = Paaas 1 = Pprior}, T = Sopg Yer1.  (89)

In this section, we prove Proposition 6. We start with the following property which can be found
in (Léonard, 2014b, Proposition 2.3, Proposition 2.10) and establishes basic properties of dynamic
continuous Schrodinger bridges.

Proposition 47. The solution to (89) exists if and only if the solution to the static Schrodinger bridge
exists. In addition, if the solution exists and P is Markov then the Schrodinger bridge is Markov.

We now turn to the proof of Proposition 6. First we highlight that (II"),,cn is well-defined since
its static counterpart (7, )nen is well-defined using Proposition 32. We only prove that for any

n € N, (II?"*+1) % is the path measure associated with the process (Y?”H)te[o_ﬂ such that Y2+
has distribution ppor and satisfies

Ay = b, (XPHhdE + v2dB,.

The proof for T127*2 is similar. Let n € N and assume that IT?" is the path measure associated with
the process (X?n)te[O,T] such that Xg" has distribution pg,, and satisfies
dX?" = fpr(X?7)dt 4+ v/2dBy.
We have that
1?7+ = argmin {KL(II[IT?") : 1T € 2(C), U1 = Pprior } -

Let ¢ = proj such that for any w € C, projy(w) = wr. Using Proposition 24 we get that for any
IT € Z(C) we have

KL(II|I1?") = KL(IIp|113"%) + I]Rd KL(K(x,)|K?"(z,-))dr(z),

where K and K2" are the disintegrations of IT and II?" with respect to ¢. Therefore, we get that
1" = ppio:K?™. Since KL(II*"|Q) < +oc and II?" is Markov, Using (Cattiaux et al., 2021,

Theorem 4.9) we get that (I12")F = I K?" satisfies the martingale problem associated with the
diffusion

QY = {~fp_ (Y?") + 2V logph_,(Y?")} dt + V2B, ©0)

Since IT?" ! = pi K?" we get that II*" ! also satisfies the martingale problem associated with
(90) and is Markov which concludes the proof by recursion.
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H.2 IPF in continuous time and potentials

First, we recall that the IPF (I1"),,cn with II° = P associated with (6) and for any n € N
12" = arg min {KL(II[IT?") : II € &2(C), 1 = Pprior } »
I1?"+2 = arg min {KL(II[I1>" 1) : T € 2(C), o = paaa } -

In this section, we draw a link between our time-reversal approach and the potential approach in
continuous time. More precisely, we explicit an identity between the two in Proposition 48.

Proposition 48. Assume A1 and that there exist M € 2(C), U € C*(R%,R), C > 0 such that for
anyn € N, z € R% KL(II"|M) < +oo, (z, VU(x)) > —C(1 + ||z||?) and M is associated with
dX; = —VU(X;)dt + v/2dBy,

with X distributed according to the invariant distribution of (15). For any n € N, let
{0 o1 Y such that forany t € [0,T), p77" : RT = R, op° : RY —» R, for any zo, zr € R?

*,M

07" (@1) = Pprior (1) /D (27), 95" (€0) = Paa(0) /PG T (o),
and for any t € (0,T) and z; € R?
0" (@) = [ @7 (@r)py (erle)der,  of " (@) = [ @5 (wo)gh, (wolzi)dao.
We have for anyn € N, t € [0, T] and z; € R?

qi' (x) = P (z)er ™ (240), P (@) = qf (z) @y " (). oD

In particular, for any n € N we have
(a) (IR s associated with AY 7" = b, (Y7 1) dt + v2dBy with Y™ ~ Poiors
(b) TI"2 is associated with AX;" T2 = fPHH (X 2)dt + /2dBy with X322 ~ pa;

with for any x € R and t € (0,T)
o) = 1(0) + 2T Vlow "), 01 (a) =~ (e) + Vo) + 257, Vw1 (o).

Proof. We only prove that (91) holds. Then (92) is a direct consequence of (91) and Proposition 6.
Let n € N. Similarly to the proof of Proposition 26, there exists ¢ : R — R such that for any

{w:}_ € C we have

(AP /A1) ({wehiog) = 97" (wr).- 93)
Note that as in Proposition 6, that for any s,t € [0, 7], Hig“ admits a positive density w.r.t the
Lebesgue measure denoted ¢, and Hf’} admits a positive density w.r.t the Lebesgue measure denoted
p? ;. Combining this result and (93), we get that for any ¢ € [0, 7] and z¢, 27 € R* we have

qi.r(xe, v7) = pio(we, 20)ep" (7).
We have that for any ¢ € [0, T]

qe(we) = pit(xe) [ 07" (@r)pp (wrled)dor = py (z:) 07" ().

The proof for that forany n € N, ¢ € [0, 7] and z; € R, pl'™! () = ¢ (z¢)p; " (), is similar. [

The link between the two formulations is explicit in (91). Then, (92) is a straightforward consequence
of (91) and should be compared with Appendix H.1. Another proof of Proposition 48 make use
of a generalization of (91) to joint densities and use the fact that for any n € N, II"*! is a Doob
h-transform of II" (see (Rogers and Williams, 2000, Paragraph 39.1) for a definition). Note that this
relationship between the potential and the density of the half-bridge is not new. In particular, a similar
version of this equation can be found in Bernton et al. (2019). In Finlay et al. (2020), the authors
establish a similar relationship in the case of the full Schrédinger bridge.
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H.3 Likelihood computation for Schrodinger bridges

We provide here details on the likelihood computation of generative models obtained with Schrodinger
bridges. Under the conditions of (Léonard, 2011, Theorem 4.12), we define (Xf)te[o,T] the diffusion
associated with IT*, see (89) as well as its time reversal, (Y} );c[o,7]. There exist f*,b* : [0,T] x
R? — R such that (X} )co,7) and (Y}).e[0,7] are weak solutions to the following SDEs

AX; = fF(X))dt +V2dB,,  dY} = b5 (Y7)dt +v2dBs.

We assume that for any ¢t € [0,7] there exists p; : R? — R, such that for any * € R,
(dIIF /dA)(z) = p;(z). In addition, we assume that p* € C*°([0,T] x R? R,). In this case,
we have that IT* is also associated with the process (X} );c[o,r] associated with the ODE

dX7 = {f; (X}) — Viogp; (X))}dt,

and X} has distribution ppior; see e.g. (Song et al., 2021, Section A). Since (Yf)te[o,T] is the
time-reversal of (X});c[o, ] we have that for any ¢ € [0,7] and = € R?

bj(x) = —ff () + 2V log p; ().
Therefore, we get that (X:)tG[O,T] is associated with the ODE

- 1 - -
aX; = 5 (f7XD) -0 (X)) at 94)

Using this result we can compute the log-likelihood of the model using the instantaneous change of
variable formula (Chen et al., 2018), see also (Song et al., 2021, Appendix D.2)

10g pdata(xa) = IOg pprior(x}) + % f()T div(ft* - b;)(xz)dt . (95)
Asin Song et al. (2021), we can use the Skilling—Hutchinson trace estimator to compute the divergence

operator (Skilling, 1989; Hutchinson, 1989). In practice, we discretize the dynamics of (Xf)te[o,T]
and use the network B~ obtained with the last iterate of Algorithm I and solve the ODE backward

in time, recalling that X} has distribution ppior. Similarly, we can define

dYt = {b}ft(?:) - Vlogp}ft(l?f)}dt,

and Y§ has distribution pyior. Similarly to (94), we get that (Y7 );c[o,77 is associated with the ODE

Y, 1 * Va3 Yo
dY,; = 5 (bet(Yt) - fl*“ft(Yt )) dt.
Similarly to (96), we have
108 Paata (Y3) = 108 Pprior (Y3) + 5 [ div(bh_, — f5_)(Y7)dt . (96)

In practice, we discretize the dynamics of (Y );c[o,r) and use the networks Fl,n, Bgn obtained with

the last iterate of Algorithm 1 and solve the ODE forward in time, recalling that Yg has distribution
Dprior- Note that in this case, we solve the ODE forward in time contrary to Durkan and Song (2021).

I Training Techniques

In this section we present some practical guidelines for the implementation of DSB, based on
Algorithm 1. We emphasize that, contrarily to previous approaches Song et al. (2021); Song and
Ermon (2020); Ho et al. (2020); Dhariwal and Nichol (2021), we do not weight the loss functions as
we do not notice any improvement. Let I C {0, N — 1} x {1, M}. We define the generalized losses

(% and ¢, given by
éi,](ﬂ) =M Z(k,j)EI | Bs(k + LX;J;H) - (X;i;l + FIQL(X}Z+1) - F]?(Xi))H27 97)
g ga) = M7V o [Pk, X7) = (XE + By (X)) = B (XD)2. 98)

We first describe three techniques to compute these losses, then further methods to improve perfor-
mance.
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Technique 1. Simulated Trajectory

The losses (97) and (98) may be computed by simulating diffusion trajectories as described in
Algorithm 1. For each sample j € {1,..., M} the skeleton of points in the sampled trajectory,
{X{}k. will be correlated hence only a single uniformly sampled time-step per sample is used to
compute the loss per gradient step. In addition, after the initial DSB iteration, simulating the diffusion
trajectory involves computationally heavy neural network operations per diffusion step.

Technique 2. Closed Form Sampling

Since f2(x) = —aux, with fixed a, it is not necessary to compute full trajectories for the first IPF
iteration and one may sample points along the trajectory in closed-form by sampling from a Gaussian
distribution with appropriate mean and covariance. This technique also improves the computational
speed of the first DSB iteration.

Technique 3. Cached Trajectory

After the initial DSB iterations it is not possible perform closed form sampling as per Technique 2.
Simulating the full diffusion trajectory is both wasteful and expensive as described in Technique 1.
In order to obtain a speed-up we consider a cached-version of Algorithm 1 given by Algorithm 3
which entails storing and then resampling diffusion trajectories. Resampled trajectories are then used
to compute losses (97) and (98). The cache may be refreshed at a certain frequency by once again
simulating the diffusion. One may tune the cache-size and refresh frequency to available memory.
This modification allows for significant speed-up as the trajectories are not simulated at each training
iteration.

Algorithm 3 Cached Diffusion Schrédinger Bridge

1: forn € {0,...,L} do
2:  while not converged do

3: Sample and store { X i iVJZZO where Xg ~ Ddata and

X]iJrl = X;@ + 7k+1fa"‘(k:lecl) + \% 27k+1zljc‘+1

4: while not refreshed do
5: Sample I (uniform in {0, N — 1} x {1, M})
6: Compute ¢%, /(™) using (97)
7: 8™ = Gradient Step(@,’hl( ™)
8: end while
9:  end while
10:  while not converged do ‘
11: Sample {X i}ingo where X3 ~ Pprior, and
Xj, = X + wbpn (b, X3) + V241 Zj,
12: while not refreshed do
13: Sample [ (uniform in {0, N — 1} x {1, M})
14: Compute K:,’CLHJ(a”“) using (98)
15: a"™t! = Gradient Step(é£+1,](a'”+1))
16: end while
17:  end while
18: end for

19: Output: (af+1, 3%)

Technique 4. Tune Gaussian Prior mean/ variance

The convergence of the IPF is affected by the mean and covariance matrix of the target Gaussian. In
Appendix J.1 we investigate possible choices for these values. In practice we recommend to choose
the variance of the Gaussian prior pyor to be slightly larger than the one of the target dataset and to
choose the mean of pyi,, to be equal to the one of the target dataset. This remark is in accordance
with (Song and Ermon, 2020, Technique 1).
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Technique 5. Network Refinement / Fine Tuning

Training large networks from scratch, per DSB iteration, is very expensive. However, from (64)-(65),
biii(x) = bZ;ll (z) 42V logpy, ,(z) — 2V log qZ‘l (2),
fi(@) = fi = (x) + 2V log qp (&) — 2V log pj 1 (o).

One may therefore initialize networks at DBS iteration n from n — 1 in order to reduce training
time. In future work, we plan to investigate more sophisticated warm-start approaches through
meta-learning.

Technique 6. Exponential Moving Average

Similar to (Song and Ermon, 2020, Technique 5), we found taking the exponential moving average of
network parameters across training iterations, with rate 0.999, improved performance.

J Additional Experimental Results and Details

We provide additional examples for the two-dimensional setting in Appendix J.1. We
then turn to higher dimensional generative modeling in Appendix J.2. Finally, we de-
tail our dataset interpolation experiments in Appendix J.3. Code is available here:
https://github.com/JTT94/diffusion_schrodinger_bridge.

J.1 Two-dimensional experiments

In the case of two-dimensional distributions we use a simple architecture for the networks f, and bg,
see Figure 9. We use the variational formulation Appendix E.2.2 because our network architecture
does not have a residual structure. To optimize our networks we use ADAM Kingma and Ba (2014)
with momentum 0.9 and learning rate 10~%.

MLPBIlock (1a) Concatenate MLPBIlock (2) Output

w PositionalEncoding H MLPBIlock (1b) ‘

Figure 9: Architecture of the networks used in the two-dimensional setting. Each MLP Block is a
Multilayer perceptron network. The “PositionalEncoding” block applies the sine transform described
in Vaswani et al. (2017). MLPBlock (1a) has shape (2, 16, 32), MLPBlock (1b) has shape (1, 16, 32)
and MLPBlock has shape (64, 128,128, 2). The total number of parameters is 26498.

In all two-dimensional experiments we fix 7 = 10~2 and use a batch size of 512. The mean and
variance of pyrior are matched to those of pga.. The cache contains 104 samples and is refreshed every
103 iterations. We train each DSB step for 10* iterations. All two-dimensional experiments are run
on Intel(R) Core(TM) i7-10850H CPU @ 2.70GHz CPUs.

In Figure 10 we present additional two-dimensional experiments.

We found that the variance of ppior has an impact on the convergence speed of DSB, see Figure 11 for
an illustration. This remark is in accordance with (Song and Ermon, 2020, Technique 1). In practice
we recommend to set the variance to be larger than the variance of the target dataset, see Technique 4
in Appendix L.

Finally, since DSB does not require the number of Langevin iterations N to be large, one may
question why not use N = 1 in order to derive a feed-forward generative model. In practice this
choice of N is not desirable for two reasons. (a) Firstly, since py is not a good approximation of
Dprior> theoretical results such as (Léger, 2020, Corollary 1) indicates that more IPF iterations are
needed. (b) Second, in our experiments we observe that in order to obtain similar results to N = 10
with N = 1 we need to substantially increase the size of the networks, even for a large number of
IPF iterations, see Figure 12.
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Figure 10: The first row corresponds to iteration 1 of DSB, the second to iteration 3 of DSB, the third
to iteration 5 of DSB and the last to iteration 20 of DSB.
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Pp Pp

Figure 11: Effect of the variance of ppio on the convergence of DSB. If ppio has a small variance
o2 (here 0% = 5 in (a) and (b)) then DSB converges more slowly. If 02 ~ o2, ., where 03, is the
variance of pga, then we observe more diversity in the samples obtained using DSB even for few
iterations.

J.2  Generative Modeling

Implementation details We use a reduced version of the U-net architecture from Nichol and
Dhariwal (2021) for Fi, and Bg, where we set the number of channels to 64 rather than 128 for
computational resource purposes. We tried the architecture of Song and Ermon (2020), however we
observed worse results in our framework. Although we observed improvement using the corrector
scheme of Song et al. (2021), this improvement was similar to augmenting the number of steps in
the Langevin scheme. We therefore chose to avoid using such techniques altogether because of the
increase in computing time when sampling, often by doubling the number of passes through the
network.

We chose the sequence {%}iv:o to be invariant by time reversal, i.e. for any k£ € {0,..., N},
Yk = YN—k. In practice, we assume that N is even and let v, = 7o + (2k/N)(§ — 7o) for
k€ {0,...,N/2} withyy = 1075 and 4 = 10~ 1. The rest of the sequence is obtained by symmetry.

In the case of the MNIST dataset (dimension d = 28 x 28 = 784) we set the batch size to 128, the
number of samples in the cache to 5 x 10* with 10 time-points sampled from each trajectory for each
sample of pgaa. We end up with an effective cache of size 5 x 10°. The cache is refreshed each 103
iterations and the networks are trained for 5 x 103 iterations. Again we use the ADAM optimizer
with momentum 0.9 and learning rate 10~4. Dprior 18 @ Gaussian density with zero mean and identity
covariance matrix. We have presented results for varying number of diffusion steps, /V.

In the case of the CelebA dataset (dimension d = 32 x 32 x 3 = 3072) we set the batch size to
256, number of steps N = 50, the number of samples in the cache to 250 with 1 time-point sampled
from each trajectory for each sample of pga.. The cache is refreshed each 102 iterations and the
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Figure 12: Failure of DSB for low /N. DSB iteration 3 with N = 2 and 30, 000 training steps per
DSB iteration. The results deteriorate significantly after 5 iterations of the algorithm.

networks are trained for 5 x 103 iterations. Again we use the ADAM optimizer with momentum 0.9
and learning rate 10~%. Dprior 18 @ Gaussian density with zero mean and identity covariance matrix.

Our results on MNIST and CelebA are computed using up to 4 NVIDIA Tesla V100 from the Google
Cloud Platform.

Additional examples In this section we present additional examples for our high-dimensional
generative modeling experiments. In Figure 13 we perform interpolation in the latent space. More
precisely we let X% and X & be two samples from pprior- We then compute X3 = (1—A) X +AX%
for different values of A € [0, 1]. For each value of A € [0, 1] we associate X7 which corresponds to
the output sample obtained using the generative model given by DSB with final condition X J)\‘, Note
that in order to obtain a deterministic embedding we fix the Gaussian random variables used in the
sampling. One could also have used the deterministic embedding used by Song et al. (2021), i.e. a
neural ordinary differential equation that admits the same marginals as the diffusion thus enabling
exact likelihood computation, see Appendix H.3 for details.

Y

Figure 13: Interpolation in the latent space for MNIST.

In Figure 14 we present high quality samples for MNIST. In order to obtain these high quality
samples we consider our baseline MNIST configuration but instead of choosing N = 10 time steps
we consider N = 30. In addition, we train the networks for 15 x 102 iterations instead of 5 x 103.
The number of samples in the cache is M = 500

In Figure 15 we present a temperature scaling exploration of the embedding obtained for CelebA.
Similarly to the interpolation experiment we fix the Gaussian random variables in order to obtain a
deterministic mapping from the latent space to the image space.

In Figure 16 we explore the latent space of our embedding of CelebA. To do so, we obtain samples
using a Ornstein-Ulhenbeck process targeting pprior- We refer to our project page project webpage for
an animated version of this latent space exploration.
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Figure 14: MNIST samples: original dataset (left) and generated MNIST samples (right) after 12
DSB iterations
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Figure 16: Exploration of the latent space. Samples are generated using a Ornstein-Ulhenbeck
process targeting ppyrior to obtain the initial condition then using the generative model given by DSB.
From left to right to right: samples at time ¢ = 0, 1.3, 3.6, 8.6.
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J.3 Dataset interpolation

For the dataset interpolation task we keep the same parameters and architecture as before except that
the number of Langevin steps is increased to 50 steps in the two-dimensional examples and to 30
steps in the EMNIST/MNIST interpolation task. We also change the reference dynamics which is
chosen to be the one obtained with the DSB where pjio; is a Gaussian. This choice allows us to speed
up the training of DSB in this setting. Animated plots are available at project webpage.

EMNIST/MNIST In order to perform translation between the dataset of handwritten letters (EM-
NIST) and handwritten digits (MNIST) we reduce EMNIST to 5 letters so that it contains as many
classes as MNIST (we distinguish upper-case and lower-case letters), see Cohen et al. (2017) for the
original dataset.
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Figure 17: Iteration 10 of the IPF with T' = 1.5 (30 diffusions steps). From left to right: ¢t =
0,0.4,1.25,1.5.

Two dimensional examples We present dataset interpolation for a number of classical two-
dimensional datasets.

Figure 18: Dataset interpolation (DSB iteration 9). From left to right: £ = 0,0.15,0.30, 0.5.
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Riemannian Diffusion Schrodinger Bridge
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Abstract

Score-based generative models exhibit state of the art performance on density estimation and generative modeling
tasks. These models typically assume that the data geometry is flat, yet recent extensions have been developed to
synthesize data living on Riemannian manifolds. Existing methods to accelerate sampling of diffusion models
are typically not applicable in the Riemannian setting and Riemannian score-based methods have not yet been
adapted to the important task of interpolation of datasets. To overcome these issues, we introduce Riemannian
Diffusion Schrodinger Bridge. Our proposed method generalizes Diffusion Schrodinger Bridge introduced in
(De Bortoli et al., 2021) to the non-Euclidean setting and extends Riemannian score-based models beyond the first
time reversal. We validate our proposed method on synthetic data and real Earth and climate data.

1. Background
1.1. Score Based Generative Modeling

In Euclidean spaces, Score-based Generative Modeling (SGM) (Song & Ermon, 2019; Song et al., 2021b) consists of two
main components. The first is a forward noising process (X;);>o defined via the stochastic differential equation (SDE)
(1) and the initial distribution X ~ pga, targeting an easy-to-sample prior pyror. The second component is a backward
denoising process (Y¢)i>0 = (XT,t)te[o,T] defined by the time-reversal of the noising SDE (1) (Cattiaux et al., 2021;
Haussmann & Pardoux, 1986) from pyior = D1 10 Paaa = Po - Here f is the drift, g is the time-dependent volatility, while
(B¢)e>0 is a d-dimensional Brownian motion and P; is the distribution of X; with corresponding density p;. The denoising
process defines a generative model by sampling Yo ~ pprior

The intractable score term, Vlogpr—_:+(Y:), may be approximated by using the following score matching identity
Ve, logpi() = [pa Va, 108 pjo(¢|20) poje(xolxs)dao, with tractable transition density py|o. This is then used to train a
neural network sg : R x R — R? with regression objective sg- = arg ming Ex, x, ||V log psjo(X¢|Xo) — so(t, X¢)||*.
Once trained, one can generate samples which are approximately distributed according to pga, via (1) (e.g. considering the
Euler-Maruyama discretization of this SDE) by substituting sg+ (¢, 2¢) ~ V, log pi(x).

1.2. Riemannian Score Based Generative Modeling

De Bortoli et al. (2022) extended SGM to compact Riemannian manifolds, denoted M, henceforth abbreviated RSGM for
Riemannian Score-based Generative Modeling. Given a M-valued diffusion process (2, left), where B{"’ denotes Brownian
motion on M; the time reversal process may be written as (2, right) (De Bortoli et al., 2022, Theorem 1)

dX; = f(t,X;)dt + g(t)dBM, dY, = {—f(t,Y:) + g*(t)Vlog pr—i(Y¢) dt + g(t)dBM. 2)

For a more thorough background on Riemannian geometry and time-reversal on manifolds see De Bortoli et al. (2022, App.
B and G). Simulating a diffusion on a manifold is crucial to this approach. In contrast to Euclidean SGMs, closed-form

"Department of Statistics, University of Oxford, UK *Computer Science Department,
ENS, CNRS, PSL University. Correspondence to: James Thornton <james.thornton @stats.ox.ac.uk>.

Copyright 2022 by the author(s).



Riemannian Diffusion Schrodinger Bridge

sampling schemes are generally not available for diffusions on manifolds, hence approximation schemes such as the
Geodesic Random Walk from Algo. 1 are required. Note that B/ may be simulated using Algo 1 for g = 1, f = 0. This
consists of applying an Euler—Maruyama step in the tangent space, whereby Gaussian noise has also been projected to the
tangent space using the projection operator P, then projecting back to the manifold using the exponential mapping.

(el Forward
S 3": ‘/—
RSGM

RDSB

Backward

t
t=0 t=T
Figure 1: Earthquake data: empirical data in red, generated samples in green using N = 10 diffusion steps. Top
forward/backward pair: RSGM. Bottom pair: RDSB, with 5 IPF steps.

Y

Scor’e matching may be us'ed to approximate the time-reversal Algorithm 1: Simulating diffusions on a mani-
(2) in the Riemannian setting (De Bortoli et al.,, 2022). Un- fold

like for Euclidean SGM, Vlogpyjo(z¢|zo) is not available in
closed-form. Instead, one may use the score identity '
Vo, logpi(xe) = [, Va, log pys(i]as) Py (2, das) for s =~ t,
where again P is the distribution of X and p; corresponds to
the density of P, with respect to the uniform distribution on
M, then Vlogpi(z;) = argming, [, [|Valogpsys(aeles) —
st(z)]|2dPs ¢ (s, 21).

: Input: step size: vy, initial state X
:forke{0,...,N—1}do ~
Zi1 ~N(0,1p), Zpt1 =P(Xi)Zpsa
4 Wepr =vf kv, Xi) + V79(k7) L+
50 Xkt1 = expx, (Wgt1)
6

7

bl

: end for
: return {X; 0!

1.3. The Schrodinger Bridge Problem

A Schrodinger bridge extension of SGM has been introduced to reduce the number of diffusion steps for SGM by learning
both forward and backward diffusions (De Bortoli et al., 2021). We briefly recall the notion of dynamical Schrédinger
bridge (Léonard, 2012; Chen et al., 2016; Vargas et al., 2021; De Bortoli et al., 2021; Chen et al., 2022). We consider a
reference path probability measure P € P(C([0,T]), M) where P(C([0,T]), M) is the space measures on continuous
paths (Xt)t'ﬂo,l] in M . In practice, we set PP to be the distribution of the Brownian motion (B{*!)¢ (0.7} initialized from
Ddata» 1.€. By has distribution pg,,. We consider the dynamical Schrodinger bridge problem

Q* = arg mln{KL (Q“P)) : Q € P(C([Ov TDv M)7 QO = Pdata, QT = pprior}~ (3)

The idealised solution Q* is called the Schrodinger Bridge (SB). Given a backward process (Y );c[o, 1) associated to Q*,
one can obtain a generative model as follows. First sample from Y7 ~ pyrior and then follow the (backward) dynamics of
(Y7 )te[O,T]~ By definition, we obtain that Y} ~ pgar. the data distribution.

In practice, the solution of the SB problem is approximated using the Iterative Proportional Fitting (IPF) algorithm, which
coincides with the Sinhkorn algorithm in discrete space (Sinkhorn, 1967; Peyré & Cuturi, 2019). IPF defines a sequence of
path probability measures (Q"),en € (P(C([0,T], M)))N, such that Q° = PP and for any n € N

Q*"*! = argmin{KL (Q|Q*") : Q € P(C([0,T]), M), Qr = Pprior} )
Q**? = argmin{KL (Q|Q2”+1) : Qe P(C([0,77), M), Qo = Pdata }- 5)

"Here all gradients are considered w.r.t. the Riemannian metric of M.
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Under mild assumptions on IP, pgaa and pprior, We have that (Q™)en converges towards Q* (Nutz & Wiesel, 2022).

2. Riemannian Diffusion Schrodinger Bridge

In Euclidean state spaces, De Bortoli et al. (2021) proposed Diffusion Schrodinger Bridge (DSB), an algorithm to approximate
the solution to the SB problem based on time-reversal, using score matching to approximate the IPF iterates. We propose
Riemannian Diffusion Schrodinger Bridge (RDSB), an extension of DSB to approximate solutions of the SB problem for
compact Riemannian manifolds.

We first connect the IPF iterates (Q™),,cn with time reversal of diffusion processes on M. To simplify notation, we rewrite
Equation (2) in terms of drift functions f™ and ™ in Equations (6) and (7). Here Y™ corresponds to the time-reversal of X",
initialized at Y7 ~ pprior. X0 is the Brownian motion on M, f™ = 0, and X"*! denotes the time-reversal of the diffusion
Y", initialized at X{} ~ Ddata.

dX? = f(t, X?)dt + g(t)dBM, (6) dY? = b™(T —t, Y1)t + g(t)dBM. (7)

Proposition 2.1. Let P be the path measure of the Brownian motion initialized at pprior and IPF iterates (Q™),, be as defined
in Section 1.3. Assume that for any n € N, KL (Q"|P) < 400 and that for any t € [0,T] and n € N, Q} admits a smooth
positive density w.r.t. pprior- Then, for any n € N: Q2" and R(Q**1) solve the time-reversal for (6) and (7) respectively.
R(P); = Pr_, denotes the reverse time and foranyn € N, t € [0, T) and x € M, b"(t,x) = — f"(t,z)+g(t)*>V log p}* (),
Nt ) = —b"(t,2) + g(t)>V log gf (x), with fO(t, ) = 0, and p}, q}* the densities of Q7" and Q"'

Proof The proof follows De Bortoli et al. (2021, Proposition 6)

using De Bortoli et al. (2022, Theorem 1) instead of Cattiaux et al. Algorithm 2: RDSB

(2021, Theorem 4.19) 1: forn € {0,...,L} do
2:  while not converged do

Sample #; ~ Uniform([0, T1)
Simulate {X} }2 ), where X{j ~ paaa
Compute £% (¢™) using (8)
¢™ « Gradient Step(¢% (¢™))

end while

while not converged do
Proposition 2.2. Let (X;)ic(o,1] be a M-valued process with dis- Sample t; ~ Uniform([0, 7))

tribution P € P(C([0,T]), M) such that for any t € [0,T), X¢ ad- 1. Simulate {Yi }2, where Y ~ pprior
mits a positive density p, € C (M) w.r.t. Pprior. For any t € [0,T] 11 C e ¢ ‘ 97 +1) usine (9
and x € M, letb(t,z) = —f(t,z) + g(t)>V log ps(z). Then, for 12: afﬁpu CG”J:;.( S ) usélfng (0)n+1
any t € [0,T), we have that 13' d h';_ radient Step(£, ;. ( )
: end while
b(t,-) = ar%zngnE[%Hf(t, Xo) +r(X)l3 +9()*div(r) (X)) 14. end for
rers o 15: Output: (9211, $%)

In particular, we have that Q! is the diffusion process associated
with RSGM, i.e. the time-reversal of the Brownian motion initial-
ized at pprior. Hence, Q*"*! for n € N with n > 1 can be seen
as a refinement of Q!. In the next proposition, we show that the
drift term of the diffusion processes associated with (Q™),,en can
be approximated leveraging score-based techniques.

R AN A

Proof. For any + € M, ¢t € [0,T], b(t,r) =

argmin, ¢ v aq) El|[7(t, X¢) — {=Ff(t,Xs) + g(t)*V log p;(X+)}[|]5. Expanding the quadratic, dropping terms not de-
pendent on 7 and using the divergence theorem, (see Lee, 2018, p.51), E[(r(X}), Vlogp: (X)) m] = —E[div(r)(X¢)]
concludes the proof.

In practice, for L IPF steps, (f")k_y and  05(¢)= 320, 515 (b f) + bt 2], )13 + 02 (80)div (D) (ti, )

(b™)L_, are approximated using neural net- (8)
works, (fir)E_,, (b%.)E_, with parameters - B _ ; ; . ;

(", ¢")n? /{Lpplrogci%a?iné drifts or means G 0)= iy 510G (b wi,) + £ (1 2] 13 + 6 () div (£ (i, 2, )
of the SDE is computationally cheaper than ©)

storing an evaluating 2L separate score networks. Proposition 2.2 provides loss functions. The divergence terms may be
estimated using automatic differentiation or Hutchinson’s trace estimator (Hutchinson, 1989).

Likelihood Computation. The Ordinary Differential Equation (ODE), dX, = {f(¢, X,) — 29(t)*Vlog pr_i(Xy)}dt,
has the same marginal probabilities as SDE (1), in particular p4a, and hence may be used for likelihood computation using
an adaptive ODE solver and trained score (Song et al., 2021b). Similar results hold for the Schrodinger Bridge (De Bortoli
et al., 2021; Chen et al., 2022) and in the Riemannian setting (De Bortoli et al., 2022). We construct the appropriate
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(a) Earthquake (b) Fire (c) Volcano (d) Flood

Figure 2: Climate data: N = 10 steps, b IPF iterations. Red points are training data and green are generated points.

probability flow ODE using drift approximations as dX; = F{folt, X,) — bg(t, X;)}dt. The computed likelihood assumes
convergence of the forward noising process to be valid, in particular that py = ppior. RDSB enforces this convergence.

Other acceleration methods. Leading SGM acceleration techniques (Xiao et al., 2022; Song et al., 2021a) use an implicit
approach to denoising by estimating z( from x;, then sampling X |z, xo for s < t. These techniques are not applicable in
the Riemannian setting as it is not typically possible to sample X |z, 2o for t > s or Xg|x; for large jumps ¢ % s, ¢ % 0.

3. Experiments

In each of the experiments, 4-layer, fully connected networks with hidden width 512 are used for both fy, by. N = 10
diffusion steps of size 1/N was used. Triangular schedule g2(¢) was selected, linearly interpolated from a peak of 0.05 at
t =T/2 and low of 0.001 at ¢t = 0, T'. Other experimental details follow De Bortoli et al. (2022).

3.1. Earth and Climate Data

We validate RDSB on empirical distributions of occur-
rences of real Earth and climate science events including
earthquakes (NGDC/WDS, 2022a); wild fires (EOSDIS,
2020); volcanic eruptions (NGDC/WDS, 2022b), and
floods (Brakenridge, 2017). Figure 2 illustrates that
generated samples are visually similar to the empirical
datasets.

Close inspection of Figure 1 shows RDSB with 5 IPF it-
erations exhibits better convergence than RSGM (equiv-
alent to RDSB with 1 IPF iteration) for N = 10 diffu-
sion steps on the earthquake data. In particular, RDSB
generates fewer outlying samples to true data samples.

Figure 3: Interpolation between spherical harmonic datasets
(I=2,m =4)and (I = 2, m = 4) after 2 IPF iterations

3.2. Dataset Interpolation on a Manifold

RDSB enables interpolation between datasets by choosing ppior to be another dataset, and not necessary pr, the terminal
distribution of the inital noising process. Figure 3 illustrates RDSB applied to samples on the sphere taken with probability
proportional to the real component of spherical harmonic function with parameters (I = 2, m = 4) and (Il = 2, m = 6).

4. Future Directions

We introduce novel methodology for generative modeling and interpolation on compact Riemannian manifolds, which
accelerates and generalizes RSGM. In future work, we will apply RDSB to more challenging settings such as interpolation
in robotics and for protein modeling, see (Jing et al., 2022). From a theoretical point of view, the restriction to compact
spaces allows us to leverage tools from Optimal Transport (Peyré & Cuturi, 2019) to prove the geometric convergence of
RDSB to an approximation of the Schrodinger Bridge and quantify this bias.
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Chapter 7

Conclusion

This thesis presents four pieces of work centered around the use of regularized optimal
transport in neural network parameterized probabilistic models. This section will

reiterate the core contributions, limitations, and discusses future research directions.

Differentiable Particle Filtering via Entropy Regularized Optimal Trans-
port. The work presented in Chapter [3| investigates replacing the resampling step
of particle filters, which are crucial to the stability, with a differentiable, optimal
transport based proxy coined the differentiable ensemble transform (DET). DET
has been shown to be highly performant for training slow-mixing, deep sequential
probabilistic state-space models relative to non-differentiable heuristic methods,

and has some weak convergence guarantees.

Although only used during training and can be replaced with regular multinomial
sampling at deployment, computing the ensemble transform using optimal transport
is computationally expensive and can lead to slow training. In addition, taking
gradients sequentially through time is memory expensive. Another limitation is
that the convergence results are very weak, and appear far from optimal compared
to the empirical performance. There are many directions to improve and further
the study of differentiable particle filtering. In particular, motivated by the success
of score-matching within diffusion models [47, [86] [88], it would be interesting

to investigate methods to train state-space models through particle filtering but

153
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without tracing gradients through time. This would encourage more scalable training
but perhaps be less flexible. There are also many other applications of smooth
particle filtering applications that have not been fully investigated using DET,
such as: within autonomous driving; on tree-shaped graphs; or for reinforcement
learning, control and robotics. Although particle filtering on Riemannian manifolds
has previously been considered, it would be interesting to extend the ensemble
transform and regularized OT to the Riemannian manifold setting. A differentiable
Riemannian particle filter could be used to tackle problems in robotics. The use
of differentiable likelihoods from the particle filter allows one to perform other
gradient based sampling procedures such as Hamiltonian Monte Carlo for state-
space models. Acceleration strategies for OT is also an important and active
area of research which would make DET more scalable. This is further discussed

and motivated in Chapter [4]

Rethinking Initialization of the Sinkhorn Algorithm. Chapter |4| presents
a number of carefully constructed initialization strategies for accelerating the
Sinkhorn algorithm while remaining differentiable and capable of being embedded

within deep probabilistic models.

Although the proposed methods show dramatic speed-ups for the problems consid-
ered, no quantitative theoretical convergence bounds have yet been proven to fully
understand the benefit initializations. Currently proposed initializers have only been
proposed for a subset of OT tasks with Euclidean support or in uni-dimensional
settings. Further work would be needed to explore the use for Riemmannian

manifold valued data or for other OT tasks such as barycenter problems.

Recent work [1] also proposes a Sinkhorn initializer using neural networks. In many
applications, the time spent training the neural networks exceeds the speed-ups
gained from the custom initialization. In addition, currently investigated network
initializers do not cater for varying sizes of discrete input measures. Extensions
involving graph neural networks may be an interesting avenue to explore in order

to extend such neural network initializers. It would be of interest to explore



7. Conclusion 155

application to larger scale problems such as for 3D shapes; single cell biology
[11]; or self-supervised learning |13} 62]; which may make the initializers more

worthwhile in the computational sense.

Diffusion Schrodinger Bridge. Chapter [5|introduces the Diffusion Schrédinger
Bridge (DSB), an extension of the diffusion modelling framework by iterated time-
reversals. This permits data-to-data interpolation; accelerated diffusion models

and facilitates high dimensional optimal transport.

Although useful for understanding diffusion models through the lens of optimal
transport, the proposed method is yet to show the same remarkable empirical
performance as single time-reversal diffusion methods. It would be interesting to

investigate if DSB could be made competitive with regular diffusion based models.

The iterative time reversal procedure is very time consuming as it requires reversing
nonlinear neural network parameterized diffusions, and is altogether computationally
expensive. In addition, may result in an accumulation of errors given multiple
diffusion models are trained, using the previous model’s output, without correction.
This makes DSB difficult to train. Recent works [65| 77] avoid some of the downsides
of DSB for linear reference diffusions by iteratively constructing a coupling and then
performing bridge matching updates, similar to [94]. Whilst still iterative; there
is no accumulation of errors and one is not required to reverse a neural network
parameterized diffusion. Simulation of the coupling is still required however, which
can be expensive. Distillation [70] has been shown to accelerate the sampling of
neural network parameterized diffusions. Perhaps such distillation may be used
within the DSB training scheme to amortize sampling and hence accelerate training.
Similarly, the DSB formulation of diffusion models is itself a form of stochastic
distillation of diffusion models, complementary but differing from the deterministic

distillation of prior methods [70] - this has yet to be fully explored.

The benefit of an optimal coupling has yet to be fully realized. Nor has there

been detailed investigation into applications in optimal transport tasks. There are
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applications, such as in filtering [78] or for barycenters where multiple DSBs are
required. Given the complexity in training a single DSB, it would be extremely

beneficial to somehow amortize training, and then apply this to OT tasks.

The DSB methodology has a number of issues with regards to the reference diffusion.
Firstly, it has been shown by [35] that although DSB recovers the optimal coupling
between marginals, the initial reference diffusion is forgotten during IPF steps, as it
is only used at the start of the IPF iterations. There may be ways to correct for
this, for example by initializing the forward process at each step with the reference
diffusion. Finally, unlike in the Sinkhorn algorithm, the DSB approach to OT is
typically limited to squared Euclidean ground cost. Although it is not clear how
to tailor DSB to more general costs, there are a number of attempts to rectify
this, for example by using filtering ideas [89], using the Schrodinger bridge between
Gaussian approximations [10] as a reference process; or constraining the diffusion

to a Riemannian manifold, as detailed in Chapter [6] and [93].

Riemannian Diffusion Schrodinger Bridge. The final contributing paper
in Chapter [6] extends DSB to the Riemannian setting, leveraging work by the
same authors for Riemannian score-based generative modelling [23]. The proposed
method has the benefit of accelerating diffusions on Riemannian manifolds and

permits data-to-data interpolation of Riemannian valued data.

The Riemannian Diffusion Schrodinger Bridge (RDSB) has only been investigated
empirically on very simple manifolds, primarily the sphere. It would be interesting
to try this method for meaningful real-world applications such as for protein or
molecular modelling. Robotic interpolation would also be a prime candidate for
further experimentation. Similar to the Euclidean counterpart, it would also
be interesting to investigate RDSB within OT applications such as for multi-
marginal OT. Another research avenue worth pursuing is in investigating higher-
order Riemannian diffusions, essentially extending [28] to the Riemannian and

bridge settings.
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